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Summary.

Visualization of program exe
utions has been used in appli
ations whi
h

in
lude edu
ation and debugging. However, traditional visualization te
h-

niques often fall short of expe
tations or are altogether inadequate for new

programming paradigms, su
h as Constraint Logi
 Programming (CLP),

whose de
larative and operational semanti
s di�er in some 
ru
ial ways

from those of other paradigms. In parti
ular, traditional ideas regarding

the behavior of data often 
annot be lifted in a straightforward way to

(C)LP from other families of programming languages. In this 
hapter we

dis
uss te
hniques for visualizing data evolution in CLP. We brie
y re-

view some previously proposed visualization paradigms, and also propose

a number of (to our knowledge) novel ones. The graphi
al representations

have been 
hosen based on the per
eived needs of a programmer trying

to analyze the behavior and 
hara
teristi
s of an exe
ution. In parti
ular,

we 
on
entrate on the representation of the run-time values of the vari-

ables, and the 
onstraints among them. Given our interest in visualizing

large exe
utions, we also pay attention to abstra
tion te
hniques, i.e., te
h-

niques whi
h are intended to help in redu
ing the 
omplexity of the visual

information.

11.1 Introdu
tion

As mentioned in the previous 
hapter, program visualization has fo
used


lassi
ally on the representation of program 
ow (using 
ow
harts and blo
k

diagrams, for example) or on the data manipulated by the program and its

evolution as the program is exe
uted. In that 
hapter we dis
ussed issues

related to the visualization of the \programmed 
ontrol" or \programmed

sear
h" part of the exe
ution of 
onstraint logi
 programs [11.17, 11.19℄. In

this 
hapter we fo
us on methods for displaying the 
ontents of variables,

the 
onstraints among su
h variables, the evolution of su
h 
ontents and


onstraints, and abstra
tions of the proposed depi
tions. For simpli
ity, and

be
ause of their relevan
e in pra
ti
e, in what follows we will dis
uss mainly

the representation of �nite domain (FD) 
onstraints and variables, although

we will also mention other 
onstraint domains and 
onsider how the visual-

izations designed herein 
an be applied to them.
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11.2 Displaying Variables

In imperative and fun
tional programming there is a 
lear notion of the

values that variables are bound to (although it is indeed more 
omplex in the


ase of higher-order fun
tional variables). The 
on
ept of variable binding

in LP is somewhat more 
omplex, due to the variable sharing whi
h may

o

ur among Herbrand terms. The problem is even more 
omplex in the 
ase

of CLP, where su
h sharing is generalized to the form of equations relating

variables. As a result, the value of C(L)P variables often is a
tually a 
omplex

obje
t representing the fa
t that ea
h variable 
an take a (potentially in�nite)

set of values, and that there are 
onstraints atta
hed to su
h variables whi
h

relate them and whi
h restri
t the values they 
an take simultaneously.

Textual representations of the variables in the store are usually not very

informative and diÆ
ult to interpret and understand.

1

A graphi
al depi
tion

of the values of the variables 
an o�er a view of 
omputation states that is

easier to grasp. Also, if we wish to follow the history of the program (whi
h is

another way of understanding the program behavior, but fo
using on the data

evolution), it is desirable that the graphi
al representation be either animated

(i.e., time in the program is depi
ted in the visualization also as time) or laid

out spatially as a su

ession of pi
tures. The latter allows 
omparing di�erent

behaviors easily, trading time for spa
e.

Sin
e di�erent 
onstraint domains have di�erent properties and 
hara
-

teristi
s, di�erent representations for variables may be needed for them. In

what follows we will sket
h some ideas fo
using on the representation of vari-

ables in Finite Domains, but we will also refer brie
y to the depi
tion of other


ommonly used domains.

11.2.1 Depi
ting Finite Domain Variables

As mentioned before, Finite Domains (FD) are one of the most popular 
on-

straint domains. FD variables take values over �nite sets of integers whi
h

are the domains of su
h variables. The operations allowed among FD vari-

ables are pointwise extensions of 
ommon integer arithmeti
 operations, and

the allowed 
onstraints are the pointwise variants of arithmeti
 
onstraints.

At any state in the exe
ution, ea
h FD variable has an a
tive domain (the

set of allowed values for it) whi
h is usually a

essible by using primitives of

the language. For eÆ
ien
y reasons, in pra
ti
al systems this domain is usu-

ally an upper approximation of the a
tual set of values that the variable 
an

theoreti
ally take. We will return to this 
hara
teristi
 later, and we will see

how taking it into a

ount is ne
essary in order to obtain 
orre
t depi
tions

of values of variables.

A possible graphi
al representation for the state of FD variables is to

assign a dot (or, depending on the visualization desired, a square) to every

1

Also note that some solvers maintain, for eÆ
ien
y or a

ura
y reasons, only an

approximation of the values the variables 
an take.
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X

Fig. 11.1. Depi
tion of a �nite

domain variable

Fig. 11.2. Shades representing age of dis-


arded values

possible value the variable 
an take; therefore the whole domain is a line

(respe
tively, a re
tangle). Values belonging to the 
urrent domain at every

moment are highlighted. An example of the representation of a variable X

with 
urrent domain f1; 2; 4; 5g from an initial domain f1 : : : 6g is shown

in Figure 11.1. More possibilities in
lude using di�erent 
olors / shades /

textures to represent more information about the values, as in Figure 11.2

(this is done also, for example, in the GRACE visualizer [11.20℄).

Looking at the stati
 values of variables at only one point in the exe
ution

(for example, the �nal state) obviously does not provide mu
h information

on how the exe
ution has a
tually progressed. However, the idea is that su
h

a representation 
an be asso
iated with ea
h of the nodes of the 
ontrol tree,

as suggested in Chapter 10, i.e., the window that is opened upon 
li
king on

a node in the sear
h-tree 
ontains a graphi
al visualization for ea
h of the

variables that are relevant to that node. The variables involved 
an be repre-

sented in prin
iple simply side to side as in Figure 11.6 (we will dis
uss how

to represent the relations between variables, i.e., 
onstraints, in Se
tion 11.3).

Note that ea
h node of the sear
h-tree often represents several internal

steps in the solver (e.g., propagation is not seen by the user, or re
e
ted in

user 
ode). The visualization asso
iated to a node 
an thus represent either

the �nal state of the solver operations that 
orrespond to that sear
h-tree

node, or the history of the involved variables through all the internal solver

(or enumeration) steps 
orresponding to that node.

Also, in some 
ases, it may be useful to follow the evolution of a set of

program variables throughout the program exe
ution, independently of what

node in the sear
h-tree they 
orrespond to (this is done, for example, in some

of the visualization tools for CHIP [11.1℄). This also requires a depi
tion of

the values of a set of variables over time, and the same solutions used for the

previous 
ase 
an be used.

Thus, it is interesting to have some way of depi
ting the evolution in time

of the values of several variables. A number of approa
hes 
an be used to

a
hieve this:

{ An animated display whi
h follows the update of the (sele
ted) variables

step by step as it happens; in this 
ase, time is represented as time. This

makes the immediate 
omparison of two di�erent stages of the exe
ution

diÆ
ult, sin
e it requires repeatedly going ba
k and forth in time. However,

the advantage is that the representation is 
ompa
t and 
an be useful for

understanding how the domains of the variables are narrowed. We will

return to this approa
h later.
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{ Di�erent shadings (or hues of 
olor) 
an be used in the boxes 
orresponding

to the values, representing in some way how long ago that value has been

removed from the domain of the variable (see Figure 11.2, where darker

squares represent values removed longer ago). Unfortunately, 
omparing

shades a

urately is not easy for the human eye, although it may give a

rough and very 
ompa
t indi
ation of the 
hanges in the history of the

variable. An easier to interpret representation would probably involve ad-

justing the shades so that the human brain interprets them 
orre
tly when

squares of di�erent shades surround it.

{ A third solution is to simply sta
k the di�erent state representations, as

in Figure 11.3. This depi
tion 
an be easily shrunk/s
rolled if needed to

a

ommodate the whole variable history in a given spa
e. It 
an repre-

sent time a

urately (for example, by re
e
ting it in the height between


hanges) or ignore it, working then in events spa
e (see Chapter 10), by

simply sta
king a new line of a 
onstant height every time a variable domain


hanges, or every time an enumeration step is performed. This representa-

tion allows the user to perform an easier 
omparison between states and

has the additional advantage of allowing more time-related information to

be added to the display.

Fig. 11.3. History of a single variable (same as in Figure 11.2)

The last approa
h is one of the visualizations available in the VIFID

visualizer, implemented at UPM, and whi
h, given a set of variables in a

FD program, generates windows whi
h display states (or sets of states) for

those variables. VIFID 
an be used as a visualizer of the state in nodes of

the sear
h-tree, or standalone, as a user library, in whi
h 
ase the display is

triggered by spy-points introdu
ed by the user in the program. Figure 11.15

shows an example of su
h an annotated program, where the lines 
alling

log state/1 implement the spy-points, and Figure 11.4 shows a s
reen dump

of a window generated by VIFID presenting the evolution of sele
ted program

variables in a program to solve the queens problem for a board of size 10. Ea
h


olumn in the display 
orresponds to one program variable, and are labeled

with the name of the variables on top. In this 
ase the possible values are

the row numbers in whi
h a queen 
an be pla
ed. Lighter squares represent

values still in the domain, and darker squares represent dis
arded values.
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Fig. 11.4. Evolution of FD variables for a 10 queens problem

Ea
h row in the display 
orresponds to a spy-point in the sour
e program,

whi
h 
aused VIFID to 
onsult the store and update the visualization. Points

where ba
ktra
king took pla
e are marked with small 
urved arrows pointing

upwards. It is quite easy to see that very little ba
ktra
king was ne
essary,

and that variables are highly 
onstrained, so that enumeration (pro
eeding

left to right) quite qui
kly dis
arded initial values. VIFID supports several

other visualizations, some of whi
h will be presented later in the 
hapter.

Some of the problems whi
h appear in a display of this type are the possi-

bly large number of variables to be represented and the size of the domain of

ea
h variable. Note that the �rst problem is under 
ontrol to some extent in

the approa
h proposed: if the visualization is simply triggered from a sele
ted

node in the sear
h-tree, the display 
an be for
ed to present only the relevant

variables (e.g., the ones in the 
lause 
orresponding to that node). In the 
ase

of triggering the visualization through spy-points in the user program, the

number of variables is under user 
ontrol, sin
e they are sele
ted expli
itly

when introdu
ing the spy-points. The size of the domains of variables is more

diÆ
ult to 
ontrol (we return to this issue in Se
tion 11.4.1). However, note

that, without loss of generality, programs using FD variables 
an be assumed

to initialize the variables to an integer range whi
h in
ludes all the possible

values allowable in the state 
orresponding to the beginning of the program.

2

However, being able to dedu
e a small initial domain for a variable allows

starting from a more 
ompa
t initial representation for that variable. This

in turn will allow a more 
ompa
t depi
tion of the narrowing of the range

of the variable, and of how values are dis
arded as the exe
ution pro
eeds.

Other abstra
tion means for 
oping with large exe
utions are dis
ussed in

Se
tion 11.4.1.

2

In the default 
ase, variables 
an be assumed to be initialized to the whole

domain.
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X = f(Y,Z),

X Yf Z

Y = a,

X f Za

W = Z,

X f Za W

W = g(K),

X f Za W g K

X = f(a,g(b)).

X f Za W g b

Fig. 11.5. Alternative depi
tion of the 
reation of a Herbrand term

11.2.2 Depi
ting Herbrand Terms

Herbrand terms 
an always be written textually, or with a slightly enhan
ed

textual representation. An example is the depi
tion of nodes in the APT tool,

dis
ussed in Chapter 10. They 
an also be represented graphi
ally, typi
ally

as trees. A term whose main fun
tor is of arity n is then represented as a tree

in whi
h the root is the name of this fun
tor, and the n subtrees are the trees


orresponding to its arguments. This representation is well suited for ground

terms. However, free variables, whi
h may be shared by di�erent terms, need

to be represented in a spe
ial way. A possibility is to represent this sharing

as just another edge (thus transforming the tree into an a
y
li
 graph), and

even, taking an approa
h 
loser to usual implementation designs, having a free

variable to point to itself. This 
orresponds to a view of Herbrand terms as


omplex data stru
tures with single assignment pointers. Figure 11.5 shows

a representation using this view of the step by step 
reation of a 
omplex

Herbrand term by a su

ession of Herbrand 
onstraints. Rational trees (as

those supported by Prolog II, III, IV) 
an also be represented in a similar

way|but in this 
ase the graph 
an 
ontain 
y
les, although it 
annot be a

general graph.

11.2.3 Depi
ting Intervals or Reals

In a broad sense, intervals resemble �nite domains: the 
onstraints and op-

erations allowed in them are analogous (pointwise extensions of arithmeti


operations), but the (theoreti
al) set of values allowed is 
ontinuous, whi
h

means that an in�nite set of values are possible, even within a �nite range.

Despite these di�eren
es, visual representations similar to those proposed for

�nite domains 
an be easily used for interval variables, using a 
ontinuous line

instead of a dis
rete set of squares. An important di�eren
e between intervals

and �nite domains is that intervals usually allow non-linear arithmeti
 oper-

ations for whi
h a solution pro
edure is not known, whi
h for
es the solvers
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X

Y

Z

Fig. 11.6. Several variables side to side

1 4 6532

X

Y

Z

Fig. 11.7. Changing a domain

to be in
omplete. Thus, the visualization of the a
tual domain

3

will in gen-

eral be an upper approximation of the a
tual (mathemati
al) domain. As a

result, an exa
t display of the intervals is not possible in pra
ti
e. But the

approa
h for showing the evolution in time (Figure 11.4) and for representing

the 
onstraints (Se
tion 11.3) is still valid, although in the former 
ase some

means for dealing with phenomena inherent to solving in real-valued intervals

(e.g., slow 
onvergen
e of algorithms) should be taken.

11.3 Representing Constraints

In the previous se
tion we have dealt with representations of the values of

individual variables. It is obviously also interesting to represent the relation-

ships among several variables as imposed by the 
onstraints a�e
ting them.

This 
an sometimes be done textually by simply dumping the 
onstraints and

the variables involved in the sour
e 
ode representation. Unfortunately, this

is often not straightforward (or even possible in some 
onstraint domains),


an be 
omputationally expensive, and provides too mu
h level of detail for

an intuitive understanding.

Constraint visualization 
an be used alternatively to provide information

about whi
h variables are interrelated by 
onstraints, and how these interre-

lations make those variables a�e
t ea
h other. Obviously, 
lassi
al geometri


representations are a possible solution: for example, linear 
onstraints 
an be

represented geometri
ally with dots, lines, planes, et
., and nonlinear ones by


urves, surfa
es, volumes, et
. Standard mathemati
al pa
kages 
an be used

for this purpose. However, these representations are not without problems:

working out the representation 
an be 
omputationally expensive, and, due

to the large number of variables involved the representations 
an easily be

n-dimensional, with n� 3.

A general solution whi
h takes advantage of the representation of the a
-

tual values of a variable (and whi
h is independent of how this representation

3

Not only the representation, but also the internal representation, from whi
h the

graphi
al depi
tion is drawn.
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53 61 42
Z

Y

X

Fig. 11.8. Enumerating Y, repre-

senting solver domains X and Z

53 61 42
Z

Y

X

Fig. 11.9. Enumerating Y, repre-

senting also the enumerated do-

mains for X and Z

is a
tually performed) is to use proje
tions to present the data pie
emeal and

to allow the user to update the values of the variables that have been pro-

je
ted out, while observing how the variables being represented are a�e
ted

by su
h 
hanges. This 
an often provide the user with an intuition of the

relationships linking the variables (and dete
t, for example, the presen
e of

erroneous 
onstraints). The update of these variables 
an be performed in-

tera
tively by using the graphi
al interfa
e (e.g., via a sliding bar), or adding

manually a 
onstraint, using the sour
e CLP language.

We will use the 
onstraint C1, below, in the examples whi
h follow:

C1 : X 2 f1::6g^X 6= 6^X 6= 3^Z 2 f1::6g^Z = 2X�Y ^Y 2 f1::6g (11.1)

Figure 11.6 shows the a
tual domains of FD variables X, Y, and Z subje
t

to the 
onstraint C1. As before, lighter boxes represent points inside the

domain of the variable, and darker boxes stand for values not 
ompatible

with the 
onstraint(s). This representation allows the programmer to explore

how 
hanges in the domain of one variable a�e
t the others: an update of

the domain of a variable should indi
ate 
hanges in the domains of other

variables related to it. For example, we may dis
ard the values 1, 5, and 6

from the domain of Y, whi
h boils down to representing the 
onstraint C2:
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C2 : C1 ^ Y 6= 1 ^ Y < 5 (11.2)

654321

1

2

3

4

5

6

X

Y

Fig. 11.10. X against Y

654321

1

2

3

4

5

6

X

Z

Fig. 11.11. X against Z

654321

1

2

3

4

5

6

Z

Y

Fig. 11.12. Y against Z

Figure 11.7 represents the new domains of the variables. Values dire
tly

disallowed by the user are shown as 
rossed boxes; values dis
arded by the

e�e
t of this 
onstraint are shown in a lighter shade. In this example the

domains of both X and Z are a�e
ted by this 
hange, and so they depend on

Y. This type of visualization (with the two enumeration variants whi
h we

will 
omment on in the following paragraphs) is also available in the VIFID

tool.

Within this same visualization, a more detailed inspe
tion 
an be done by

leaving just one element in the domain of Y, and wat
hing how the domains

of X and Z are updated. In Figures 11.8 and 11.9 Y is given a de�nite value

from 1 (in the topmost re
tangle) to 6 (in the bottommost one). This allows

the programmer to 
he
k that simple 
onstraints hold among variables, or

that more 
omplex properties (e.g., that a variable is made de�nite by the

de�niteness of another one) are met.

The di�eren
e between the two �gures lies in how values are determined

to belong to the domain of the variable. In Figure 11.8, the values for X

and Z are those kept internally by the solver, and are thus probably a safe

approximation. In Figure 11.9, the 
orresponding values were obtained by

enumerating X and Z, and the domains are smaller. Both �gures were ob-

tained using the same 
onstraint solver, and 
omparing them gives an idea

of how a

urately the solver keeps the values of the variables. For several

reasons (limitation of internal representation, speed of addition/removal of


onstraints, et
), quite often solvers do not keep the domains of the vari-

ables as a

urately as it is possible. Over
onstraining a problem may then

help in 
ausing an earlier failure. On the other hand, over
onstraining in
re-

ments the number of 
onstraints to be pro
essed and the time asso
iated to

this pro
essing. Comparing the solver-based against the enumeration-based

representation of variables helps in de
iding whether there is room for im-

provement by adding redundant 
onstraints.

A stati
 version of this view 
an be obtained by plotting values of pairs

of variables in a 2-D grid, whi
h is equivalent to 
hoosing values for one of
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Fig. 11.13. Relating variables in VIFID

them and looking at the allowed values for the other. This is s
hemati
ally

shown in Figures 11.10, 11.11, and 11.12, where the variables are subje
t

to the 
onstraint C2. In ea
h of these three �gures we have represented a

di�erent pair of variables. From these representations we 
an dedu
e that the

values X = 3 and X = 6 are not feasible, regardless the values of Y and Z. It

turns out also that the plots of X against Y and X against Z (Figures 11.10

and 11.11) are identi
al. From this, one might guess that perhaps Y and Z

have ne
essarily the same value, i.e., that the 
onstraint Z = Y is enfor
ed

by the store. This possibility is dis
arded by Figure 11.12, in whi
h we see

that there are values of Z and Y whi
h are not the same, and whi
h in fa
t


orrespond to di�erent values of X. Furthermore, the slope of the highlighted

squares on the grid suggests that there is an inverse relationship between Z

and Y: in
rementing one of them would presumably de
rement the other|

and this is a
tually the 
ase, from 
onstraint C1. A VIFID window showing

a 2-D plot appears in Figure 11.13; the 
he
k buttons at the bottom allow

the user to sele
t the variables to depi
t.

Note that, in prin
iple, more than two variables 
ould be depi
ted at the

same time: for example, for three variables a 3-D depi
tion of a \Lego obje
t"

made out of 
ubes 
ould be used. Navigating through su
h a representation

(for example, by means of rotations and virtual tours), does not pose big

implementation problems on the graphi
al side, but it may not ne
essarily

give information as intuitively as the 2-D representation. The usefulness of

su
h a 3-D (or n-D) representation is still a topi
 of further resear
h|but

3-D portraits of other representations are possible; see Se
tion 11.4.2. On the
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other hand, we have found very useful the possibility of 
hanging the value

of one (or several) variables not plotted in the 2-D grid, and examine how

this a�e
ts the values of the 
urrent domains of the plotted variables.

11.4 Abstra
tion

While representations whi
h re
e
t all the data available in an exe
ution 
an

be a

eptable (and even dida
ti
) for \toy programs," it is often the 
ase that

they result in too mu
h data being displayed for larger programs. Even if an

easy-to-understand depi
tion is provided, the amount of data 
an overwhelm

the user with an unwanted level of detail, and with the burden of having

to navigate through it. This 
an be alleviated by abstra
ting the information

presented. Here, \abstra
ting" refers to a pro
ess whi
h allows a user to fo
us

on interesting properties of the data available. Di�erent abstra
tion levels

and/or te
hniques 
an in prin
iple be applied to any of the aforementioned

graphi
al depi
tions, depending on whi
h property is to be highlighted.

Note that the depi
tions presented so far already in
orporate some ab-

stra
tions: when using VIFID, the user sele
ts the interesting variables and

program points via the spy-points and the window 
ontrols. If it is interfa
ed

with a tree representation tool (as, for example, the one presented in Chap-

ter 10), the variables to visualize 
ome naturally from those in the sele
ted

nodes. In what follows we will present several other ideas for performing ab-

stra
tion, applied to the graphi
al representations we have dis
ussed so far.

Also, some new representations, whi
h are not dire
tly based on a re�nement

of others already presented, will be dis
ussed.

11.4.1 Abstra
ting Values

While the problem of the presen
e of a large number of variables 
an be

solved, at least in part, by the sele
tion of interesting variables (a task that

is diÆ
ult in itself), another problem remains: in the 
ase of variables with

a large number of possible values, representations su
h as those proposed in

Se
tion 11.2.1 
an 
onvey information too detailed to be really useful. At

the limit, the s
reen resolution may be insuÆ
ient to assign a pixel to every

single value in the domain, thus imposing an aliasing e�e
t whi
h would

prevent re
e
ting faithfully the stru
ture of the domain of the variable. This

is easily solved by using standard te
hniques su
h as a 
anvas that is larger

than the window, and s
rollbars, providing means for zooming in and out,

et
. A \�sh-eye" te
hnique 
an also be of help, giving the user the possibility

of zooming pre
isely those parts whi
h are more interesting, while at the

same time trying to keep as mu
h information as possible 
ondensed in a

limited spa
e. However, these methods are more \physi
al" approa
hes than

true 
on
eptual abstra
tions of the information, whi
h are ri
her and more


exible.
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An alternative is to perform a more semanti
 \
ompa
tion" of parts of

the domain. As an example of su
h a 
ompa
tion, whi
h 
an be performed

automati
ally, 
onsider asso
iating 
onse
utive values in the domain of a vari-

able to an interval (the smallest one en
losing those values) and representing

this interval by a redu
ed number of points. A 
oarser-level solution, 
om-

plementary to the graphi
al representation, is to present the domain of a

variable simply as a number, denoting how many values remain in its 
urrent

domain, thus providing an indi
ation of its \degree of freedom". A similar

approa
h 
an be applied to interval variables, using the di�eren
e between

the maximum and minimum values in their domains, or the total length of

the intervals in their domains.

Another alternative for abstra
tion is to use an appli
ation-oriented �l-

tering of the variable domains. For example, if some parts of the program

are trusted to be 
orre
t, their e�e
ts in the 
onstraint store 
an be masked

out by removing the values already dis
arded from the representation of the

variables, thus leaving less values to be depi
ted. E.g., if a variable is known

to take only odd values, the even values are simply not shown in the repre-

sentation. This �ltering 
an be spe
i�ed using the sour
e language|in fa
t,

the 
onstraint whi
h is to be abstra
ted should be the �lter of the domain of

the displayed variables.

Note that this transformation of the domain 
annot be 
ompletely auto-

mated easily: the debugger may not have any way of knowing whi
h parts of

the program are trusted and whi
h are not, or whi
h abstra
tion should be

applied to a given problem. Thus, the user should indi
ate, with annotations

in the program [11.9, 11.4℄ or intera
tively, whi
h 
onstraints should be used

to abstra
t the variable values. Given this information, the a
tual redu
tion

of the representation 
an be a

omplished automati
ally. Warnings 
ould be

issued by the debugger if the values dis
arded by the program do not 
or-

respond to those that the user (or the annotations in the program) want to

remove: if this happens, a sort of \out of domain" 
ondition 
an be raised.

This 
ondition does not mean ne
essarily that there is an error: the user may


hoose not to show uninteresting values whi
h were not (yet) removed by the

program.

11.4.2 Domain Compa
tion and New Dimensions

Besides the problems in appli
ations with large domains, the stati
 repre-

sentations of the history of the exe
ution (Figure 11.4) 
an also fall short in

showing intuitively how variables 
onverge towards their �nal values, again

be
ause of the ex
ess of points in the domains, or be
ause an exe
ution shows

a \
haoti
" pro�le. The previously proposed solution of using the domain size

as an abstra
tion 
an be applied here too. However, using raw numbers di-

re
tly in order to represent this abstra
tion to the user is not very useful

be
ause it is not easy for humans to visualize arrays of numbers. A possible

solution is to resort to shades of gray, but this may on
e again not work too
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well in pra
ti
e: dedu
ing a stru
ture from a pi
ture 
omposed of di�erent

levels of brightness is not straightforward, and the situation may get even

worse if 
olors are added.

A better option is to use the number of a
tive values in the domain as


oordinates in an additional dimension, thus leading to a 3-D visualization. A

possible meaning of ea
h of the dimensions in su
h a representation appears

in Figure 11.14. As in Figure 11.4, two axes 
orrespond to time and sele
ted

variables: time runs along the Z dire
tion, and every row along this dimension


orresponds to a snapshot of the set of FD variables whi
h have been sele
ted

for visualization. In ea
h of these rows, the size of the domain of the variable

(a

ording to the internal representation of the solver) is depi
ted as the

dimension Y.

Y

Z

X

X The CLP(FD) variables.

Y An abstra
tion of the variable: the size of its domain.

Z Time.

Fig. 11.14. Meaning of the dimensions in the 3-D representation.

Figure 11.15 shows a CLP(FD) program for the DONALD + GERALD =

ROBERT puzzle; we will inspe
t the behavior of this program using two di�er-

ent orderings, de�ned by the order/3 predi
ate. A di�erent series of 
hoi
es


on
erning variables and values (and, thus, a di�erent sear
h-tree) will be

generated by using ea
h of these options. The program (in
luding the label-

ing routines) was annotated with 
alls to predi
ates whi
h a
t as spy-points,

and log the sizes of the domains of ea
h variable (and, maybe, other infor-

mation pertaining to the state of the program) at the time of ea
h 
all. This

information is una�e
ted by ba
ktra
king, and thus it 
an also keep infor-

mation about the 
hoi
es made during the exe
ution. The Handle used to

log the data may point to an internal database, an external �le, or even a

so
ket-based 
onne
tion for on-line visualization or even remote debugging.

Figure 11.16 is an exe
ution of the program in Figure 11.15, using the

�rst ordering of the variables. The variables 
loser to the origin (the ones

whi
h were labeled �rst) are assigned values quite soon in the exe
ution and

they remain �xed. But there are ba
ktra
king points s
attered along the

exe
ution, whi
h appear as blo
ks of variables protruding out of the pi
ture.

There is also a variable (whi
h 
an be viewed as a white strip in the middle

of the pi
ture) whi
h appears to be highly 
onstrained, so that its domain is

redu
ed right from the beginning. That variable is probably a good 
andidate

to be labeled soon in the exe
ution. Some other variables apparently have a

high interdependen
e (at least, from the point of view of the solver), be
ause
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:- use_module(library(
lpfd)).

:- use_module(library(vis
lpfd)).

dgr(Whi
hOrder, ListOfVars):-

ListOfVars = [D,O,N,A,L,G,E,R,B,T℄

order(Whi
hOrder, ListOfVars, OrderedVars), %% Added

open_log(dgr, ListOfVars, Handle), %% Added

domain(OrderedVars, 0, 9),

log_state(Handle), %% Added

D #> 0,

log_state(Handle), %% Added

G #> 0,

log_state(Handle), %% Added

all_different(OrderedVars),

log_state(Handle), %% Added

100000*D + 10000*O + 1000*N + 100*A + 10*L + D +

100000*G + 10000*E + 1000*R + 100*A + 10*L + D #=

100000*R + 10000*O + 1000*B + 100*E + 10*R + T,

log_state(Handle), %% Added

user_labeling(OrderedVars, Handle),


lose_log(Handle).

order(1, [D,O,N,A,L,G,E,R,B,T℄, [D,G,R,O,E,N,B,A,L,T℄).

order(2, [D,O,N,A,L,G,E,R,B,T℄, [G,O,B,N,E,A,R,L,T,D℄).

Fig. 11.15. The annotated DONALD + GERALD = ROBERT FD program.

Fig. 11.16. Exe
ution of the DONALD + GERALD = ROBERT program, �rst ordering.
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Fig. 11.17. Exe
ution of the DONALD + GERALD = ROBERT program, se
ond ordering

in 
ase of ba
ktra
king, the 
hange of one of them a�e
ts the others. This

suggests that the behavior of the variables in this program 
an be 
lassi�ed

into two 
ategories: one with highly related variables (those whose domains


hange at on
e in the 
ase of ba
ktra
king) and a se
ond one whi
h 
ontains

variables relatively independent from those in the �rst set.

Another exe
ution of the same program, using the se
ond ordering, yields

the pro�le shown in Figure 11.17. Compared to the �rst one, there are fewer

exe
ution steps, but, of 
ourse, the 
lassi�
ation of the variables is the same:

the whole pi
ture has the same general layout, and ba
ktra
king takes pla
e

in blo
ks of variables.

These �gures have been generated by a tool, TRIFID, integrated into the

VIFID environment. They were produ
ed by pro
essing a log 
reated at run-

time to 
reate a VRML depi
tion with the ProVRML pa
kage [11.24℄, whi
h

allows reading and writing VRML 
ode from Prolog, with a similar approa
h

to the one used by PiLLoW [11.7℄. One advantage of using VRML is that

sophisti
ated VRML viewers are readily available for most platforms. The

resulting VRML �le 
an be loaded into su
h a viewer and rotated, zoomed in

and out, et
. Additionally, the log �le is amenable to be post-pro
essed using

a variety of tools to analyze and dis
over 
hara
teristi
s of the exe
ution, in

a similar way as in [11.16℄. Another reason to use VRML is the possibility of

using hyper-referen
es to add information to the depi
tion of the exe
ution

without 
luttering the display. In the examples shown, every variable 
an be

assigned a hyperlink pointing to a des
ription of the variable. This des
ription

may 
ontain pie
es of information su
h as the sour
e name of the variable, the

a
tual size of its domain at that time, a pro�le of the 
hanges undergone by

that parti
ular variable during the exe
ution, the number of times its domain
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Fig. 11.18. Constraints represented as

a graph

Fig. 11.19. Bold frames represent de�-

nite values

has been updated, the number of times ba
ktra
king has 
hanged its domain,

et
. Using the 
apability of VRML for sending and re
eiving messages, and

for a
ting upon the re
eipt of a message, it is possible to en
ode in the VRML

s
ene an abstra
tion of the propagation of 
onstraints as it takes pla
e in the


onstraint solver, in a similar way as the variable intera
tions depi
ted by

VIFID.

11.4.3 Abstra
ting Constraints

As the number and 
omplexity of 
onstraints in programs grow, if we resort to

visualizing them as relationships among variables (e.g., 2-D or 3-D grids plus

sliding bars to assign values for other variables, as suggested in Se
tion 11.3),

we may end up with the same problems we fa
ed when trying to represent

values of variables, sin
e we are building on top of the 
orresponding repre-

sentations. The solutions suggested for the 
ase of representation of values

are still valid (�sh-eye view, abstra
tion of domains, . . . ), and 
an give an

intuition of how a given variable relates to others. However, it is not always

easy to dedu
e from them how variables are related to ea
h other, due to the

la
k of a

ura
y (inherent to the abstra
tion pro
ess) in the representation

of the variables themselves.

A di�erent approa
h to abstra
ting the 
onstraints in the store is to show

them as a graph (see, e.g., [11.22℄ for a formal presentation of su
h a graph),

where variables are represented as nodes, and nodes are linked i� the 
orre-

sponding variables are related by a 
onstraint (Figure 11.18)

4

. This represen-

tation provides the programmer with an approximate understanding of the


onstraints that are present in the solver (but not exa
tly whi
h 
onstraints

they are), after the possible partial solving and propagations performed up to

that point. Moreover, sin
e di�erent solvers behave in di�erent ways, this 
an

provide hints about better ways of setting up 
onstraints for a given program

and 
onstraint solver.

4

This parti
ular �gure is only appropriate for binary relationships; 
onstraints of

higher arity would need hypergraphs.
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The topology of the graph 
an be used to de
ide whether a reorgani-

zation of the program is advantageous; for example, if there are subsets of

nodes in the graph with a high degree of 
onne
tivity, but those subsets are

loosely 
onne
ted among them, it may be worth to set up the tightly 
on-

ne
ted se
tions and making a (partial) enumeration early, to favor more lo
al


onstraint propagation, and then link (i.e., set up 
onstraints) the di�erent

regions, thus solving �rst lo
ally as many 
onstraints as possible. In fa
t,

identifying sparsely 
onne
ted regions 
an be made in an almost automati


fashion by means of 
lustering algorithms. For this to be useful, a means of

a

essing the lo
ation in the program of the variables whi
h appears depi
ted

in the graph is needed. This 
an as well help dis
over unwanted 
onstraints

among variables|or the la
k of them.

More information 
an be embedded in this graph representation. For ex-

ample, weights in the links 
an represent various metri
s related to aspe
ts

of the 
onstraint store su
h as the number of times there has been propaga-

tion between two variables or the number of 
onstraints relating them. The

weights themselves need not be expressed as numbers atta
hed to the edges,

but 
an take instead a visual form: they 
an be shown, for example, as dif-

ferent degrees of thi
kness or shades of 
olor. Variables 
an also have a tag

atta
hed whi
h gives visual feedba
k about interesting features. For example,

the a
tual range of the variable, or the number of 
onstraints (if it is not 
lear

from the number of edges departing from it) it is involved in, or the number

of times its domain has been updated.

The pi
ture displayed 
an be animated and 
hange as the solver pro
eeds.

This 
an re
e
t, for example, propagation taking pla
e between variables, or

how the variables lose their links (
onstraints) with other variables as they

a
quire a de�nite value. In Figure 11.19 some variables be
ame de�nite, and

as a result the 
onstraints between them are not shown any more. The reason

for doing so is that those 
onstraints are not useful any longer: this re
e
ts the

idea of a system being progressively simpli�ed. It may also help to visualize

how ba
ktra
king is performed: when ba
ktra
king happens, either the links

reappear (when a point where a variable be
ame de�nite is ba
ktra
ked over

and a 
onstraint is a
tive again in the store), or they disappear (when the

system ba
ktra
ks past a point where a 
onstraint was 
reated).

Further �ltering 
an be a

omplished by sele
ting whi
h types of 
on-

straints are to be represented (e.g, represent only \greater than" 
onstraints,

or 
ertain 
onstraints 
agged in the program through annotations). This is

quite similar to the domain �ltering proposed in Se
tion 11.4.1.

11.5 Con
lusions

We have dis
ussed te
hniques for visualizing data evolution in CLP. The

graphi
al representations have been 
hosen based on the per
eived needs

of a programmer trying to analyze the behavior and 
hara
teristi
s of an
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exe
ution. We have proposed solutions for the representation of the run-time

values of the variables and of the run-time 
onstraints. In order to be able

to deal with large exe
utions, we have also dis
ussed abstra
tion te
hniques,

in
luding the 3-D rendition of the evolution of the domain size of the variables.

The proposed visualizations for variables and 
onstraints have been tested

using two prototype tools: VIFID and TRIFID. These visualizations 
an be

easily related, so that tools based on them 
an be used in a 
omplementary

way, or integrated in a larger environment. In parti
ular, in the environment

that we have developed, ea
h tool 
an be used independently or they 
an all

be triggered from a sear
h-tree visualization (e.g., APT).

VIFID (and, to a lesser extent, TRIFID whi
h is less mature) has evolved

into a pra
ti
al tool and is are quite usable by itself as a library whi
h 
an

be loaded into a number of CLP systems. Also, some of the views and ideas

proposed have sin
e made their way to other tools, su
h as those developed

by Cosyte
 for the CHIP system, and whi
h are des
ribed in other 
hapters.
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