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Abstra
t

We dis
uss from a pra
ti
al point of view a number of issues involved in writing Inter-

net and WWW appli
ations using LP/CLP systems. We des
ribe PiLLoW, a publi
-domain

Internet and WWW programming library for LP/CLP systems whi
h we argue signi�
antly

simpli�es the pro
ess of writing su
h appli
ations. PiLLoW provides fa
ilities for generat-

ing HTML stru
tured do
uments, produ
ing HTML forms, writing form handlers, a

essing

and parsing WWW do
uments, and a

essing 
ode posted at HTTP addresses. We also de-

s
ribe the ar
hite
ture of some appli
ation 
lasses, using a high-level model of 
lient-server

intera
tion, a
tive modules. We then propose an ar
hite
ture for automati
 LP/CLP 
ode

downloading for lo
al exe
ution, using generi
 browsers. Finally, we also provide an overview

of related work on the topi
. The PiLLoW library has been developed in the 
ontext of the &-

Prolog and CIAO systems, but it has been adapted to a number of popular LP/CLP systems,

supporting most of its fun
tionality.
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1 Introdu
tion

The wide di�usion of the Internet and the popularity of WWW (\World Wide Web" [1℄) proto-


ols are e�e
tively providing a novel platform that fa
ilitates a new 
lass of highly sophisti
ated

distributed appli
ations. Good support for network 
onne
tivity and the proto
ols and 
ommuni-


ation ar
hite
tures of this novel platform are obviously requirements for any programming tool to

be useful in this arena. However, this alone may not be enough. It seems natural that signi�
ant

parts of network appli
ations will require symboli
 and numeri
 
apabilities whi
h are not ne
es-

sarily related with distribution. Important su
h 
apabilities are, for example, high-level symboli


information pro
essing, dealing with 
ombinatorial problems, and natural language pro
essing in

general. Logi
 Programming (LP) [21, 10℄ and Constraint Logi
 Programming (CLP) systems

[19, 30, 11, 23, 12℄ have been shown parti
ularly su

essful at ta
kling these issues (see, for exam-

ple, the pro
eedings of re
ent 
onferen
es on the \Pra
ti
al Appli
ations of Prolog" and \Pra
ti
al

Appli
ations of Constraint Te
hnology"). It seems natural to study how LP/CLP te
hnology fares

in developing appli
ations whi
h have to operate over the Internet.

In fa
t, Prolog, its 
on
urrent and 
onstraint based extensions, and logi
 programming lan-

guages in general have many 
hara
teristi
s whi
h appear to set them parti
ularly well pla
ed

for making an impa
t on the development of pra
ti
al networked appli
ations, ranging from the

simple to the quite sophisti
ated. Notably, LP/CLP systems share many 
hara
teristi
s with

other re
ently proposed network programming tools, su
h as Java, in
luding dynami
 memory

management, well-behaved stru
ture and pointer manipulation, robustness, and 
ompilation to

�

This paper is an improved version of [7℄.
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ar
hite
ture-independent byte
ode. Furthermore, and unlike the s
ripting or appli
ation lan-

guages 
urrently being proposed (e.g., shell s
ripts, Perl, Java, et
.), LP/CLP systems o�er a

quite unique set of additional features in
luding dynami
 databases, sear
h fa
ilities, grammars,

sophisti
ated meta-programming, and well understood semanti
s.

In addition, most LP/CLP systems also already o�er some kind of low level support for remote


ommuni
ation using Internet proto
ols. This generally involves providing a so
kets (or ports)

interfa
e whereby it is possible to make remote data 
onne
tions via the Internet's native proto
ol,

TCP/IP. A few systems support higher level fun
tionality layers on top of this interfa
e in
luding

linda-style bla
kboards (e.g., SICStus Prolog [8℄ and &-Prolog/CIAO

1

[16, 17, 14℄, BinProlog/�

2

-

Prolog [28, 2℄, et
.) or shared variable based 
ommuni
ation (e.g., KL1 [9℄, AKL [20℄, Oz [25℄,

&-Prolog/CIAO [15, 4℄, et
.). In some 
ases, this fun
tionality is provided via libraries, building

on top of the basi
 TCP/IP primitives. This is the 
ase, for example, of the SICStus (and CIAO)

linda interfa
e. In fa
t, as we have shown, shared variable based 
ommuni
ation 
an also be

implemented in 
onventional systems via library predi
ates, by using attributed variables [15, 4℄.

WWW appli
ations generally use higher level proto
ols (su
h as HTTP or FTP) and appli
ation

ar
hite
tures (e.g., the 
gi-bin interfa
e) whi
h are di�erent from the shared variable or linda-based

proto
ols. In this paper we study how good support for su
h proto
ols and ar
hite
tures 
an be

provided for LP/CLP systems, building on the basi
, widely available TCP/IP proto
ols. Our

aim is to dis
uss from a pra
ti
al point of view a number of the new issues involved in writing

Internet and WWW appli
ations using LP/CLP systems, as well as the ar
hite
ture of some typi
al

appli
ations. In the pro
ess, we will des
ribe PiLLoW (\Programming in Logi
 Languages on the

Web"), a publi
 domain Internet/WWW programming library for LP/CLP systems whi
h, we

argue, signi�
antly simpli�es the pro
ess of writing su
h appli
ations. PiLLoW provides fa
ilities

for generating HTML stru
tured do
uments by handling them as Herbrand terms, produ
ing

HTML forms, writing form handlers, a

essing and parsing WWW do
uments, and a

essing


ode posted at HTTP addresses. We also des
ribe the ar
hite
ture of some relatively sophisti
ated

appli
ation 
lasses, using a high-level model of 
lient-server intera
tion, a
tive modules [4℄. Finally

we des
ribe an ar
hite
ture for automati
 LP/CLP 
ode downloading for lo
al exe
ution, using

just the library and generi
 browsers.

The argument throughout the paper is that, with only very small limitations in fun
tionality

(whi
h disappear when 
on
urren
y is added to the system, as in systems su
h as BinProlog/�

2

-

Prolog, AKL, Oz, KL1, and &-Prolog/CIAO), it is possible to add an extremely useful Inter-

net/WWW programming layer to any LP/CLP system without making any signi�
ant 
hanges

in the implementation. We argue that this layer 
an simplify the generation of appli
ations in

LP/CLP systems in
luding a
tive WWW pages, sear
h tools, 
ontent analyzers, indexers, software

demonstrators, 
ollaborative work systems, MUDs and MOOs, 
ode distributors, et
.

The PiLLoW library has been developed in the 
ontext of the &-Prolog and CIAO systems,

but it has been adapted to a number of popular LP/CLP systems, supporting most of its fun
tion-

ality. This do
ument 
an serve also as a WWW/HTML primer, 
ontaining suÆ
ient information

for developing relatively high-
omplexity WWW appli
ations in Prolog and other LP and CLP

languages.

2 Writing basi
 
gi-bin appli
ations

The simplest way of writing WWW appli
ations is through the use of the \Common Gateway

Interfa
e" (CGI). A CGI exe
utable is a standard exe
utable �le but su
h that the HTTP server


an tell it in fa
t 
ontains a program that is to be run, rather than a do
ument text that is

to be sent to the 
lient as usual. The �le 
an be distinguished by belonging to a spe
ial di-

re
tory, 
ommonly named 
gi-bin, or by a spe
ial �lename ending, su
h as .
gi. The ba-

si
 idea behind this interfa
e is illustrated in Figure 1. When the user sele
ts an address of a

CGI exe
utable in a do
ument, su
h as http://www.xxx.yyy/
gi-bin/hello_world (or perhaps

1

&-Prolog is an and-parallel version of Prolog. The &-Prolog extensions to Prolog (basi
ally, the addition of

high-level 
on
urren
y and 
ommuni
ation operators) allow exploitation of parallelism (a parallelizing 
ompiler is

provided with the system) and basi
 forms of 
on
urrent programming. CIAO is a set of libraries built on top of

the &-Prolog kernel whi
h allow sophisti
ated 
on
urrent and distributed programming, 
onstraint solving, support

for several 
omputation rules, et
.
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WWW
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www.xxx.yyy
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3

2

Server
HTTP

hello_world

Figure 1: The CGI interfa
e

http://www.xxx.yyy/foo/hello_world.
gi) the browser issues a standard do
ument request

(1). The HTTP server, re
ognizing that it is a CGI exe
utable rather than a do
ument, starts the

exe
utable (2), and during su
h exe
ution stores the output of the exe
utable in a bu�er (3). Upon

termination of the exe
utable, the 
ontents of the bu�er (whi
h should be in a format that the

browser 
an handle, su
h as HTML) are returned to the browser as if a normal page with that


ontent had been a

essed (4).

The following is an example of how a very simple su
h exe
utable 
an be written in an LP/CLP

language. The sour
e might be as follows:

2

main :-

write('Content-type: text/html'), nl, nl,

write('<HTML>'),

write('Hello world.'),

write('</HTML>').

And the a
tual exe
utable 
ould be generated as a saved state at the system prompt in the

standard way. E.g., for most Edinburgh-style systems:

?:- 
ompile('hello_world.pl'),

save('/usr/lo
al/et
/htppd/
gi-bin/hello_world'), main.

The address of the exe
utable in ma
hine www.xxx.yyy would then be

http://www.xxx.yyy/
gi-bin/hello_world.

In some systems, saved states have the disadvantage of their generally large size, but many

systems have other ways of produ
ing reasonably-sized exe
utables. For example, in the &-

Prolog/CIAO system 
ompiled exe
utables 
an be generated whi
h are generally of smaller size

than the sour
e program.

3 LP/CLP S
ripts for CGI Appli
ations

CGI exe
utables are often small- to medium-sized programs that do relatively simple tasks. This,

added to the slow speed of the network 
onne
tion in 
omparison with that of exe
uting a program

(whi
h makes program exe
ution speed less important) has made s
ripting languages (su
h as shell

s
ripts or Perl) very popular for writing these s
ripts. The popularity is due to the fa
t that no


ompilation is ne
essary (extensive string handling 
apabilities also play an important role in the


ase of Perl), and thus 
hanges and updates to the program imply only editing the sour
e �le.

2

Note that in the examples presented the HTML may be slightly simpli�ed, and thus may not be 
ompletely

standard (however, the examples 
an be used as is with all popular browsers).
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<form action="http://www.xxx.yyy/handler.cgi">
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Figure 2: The Forms interfa
e

Logi
 languages are, a priori, ex
ellent 
andidates to be used as s
ripting languages

3

. However,

the relative 
ompli
ation in making exe
utables (needing in most systems to start the system,


ompile or 
onsult the �le, and make a saved state) and the often large size of the resulting

exe
utables may deter CGI appli
ation programmers. It appears 
onvenient to provide a means

for LP/CLP programs to be exe
utable as s
ripts, even if with redu
ed performan
e.

It is generally relatively easy to support s
ripts with the same fun
tionality in most LP/CLP

systems (see [13℄ for an example developed for the CIAO system and adapted to SICStus). Let's

assume that lpshell is a version of the LP/CLP system (for example, a saved state), whi
h �rst

loads the �le given to it as the �rst argument (but ex
luding the �rst line and routing all loading

messages away from the standard output) and then starts exe
ution at main/1 (the argument

provides the list of 
ommand line options). Then, for example, in a Unix system, the following

program 
an be run dire
tly as a s
ript without any need for 
ompilation:

#!/usr/lo
al/bin/lpshell

main(_) :-

write('Content-type: text/html'), nl,

write('<HTML>'),

write('Hello world.'),

write('</HTML>').

4 Form Handling in HTTP

Sin
e CGI exe
utables only produ
e output, and this output is not a fun
tion of the input, CGI

exe
utables by themselves are only of limited interest. However, they be
ome most useful when


ombined with HTML forms. HTML forms are HTML do
uments (or parts of HTML do
uments)

whi
h in
lude spe
ial �elds su
h as text areas, menus, radio buttons, et
. The steps involved

in the handling of the input 
ontained in a form are illustrated in Figure 2. When a do
ument


ontaining a form is a

essed via a form-
apable browser (Mosai
, Nets
ape, Lynx, et
.), the

browser displays the input �elds, buttons, menus, et
. indi
ated in the do
ument, and lo
ally

allows the user to perform input by modifying su
h �elds. However, this input is not ultimately

handled by the browser. Instead, it will be sent to a \handler" program, whi
h 
an be anywhere

on the net, and whose address must be given in the form itself (1). Forms generally have a

\submit" button su
h that, when pressed, the input provided through the menus, text areas,

et
. is sent by the browser to the HTTP server 
orresponding to the handler (2). Two methods

3

For example, the built-in grammars and databases greatly simplify many typi
al s
ript-based appli
ations.

Note that grammars are mu
h more powerful than regular expressions, often found in other s
ripting languages,

whi
h in general 
an only provide an approximation to the solution.
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for sending this input exist: \GET" and \POST". In the meantime, the sending browser waits

for a response from that program, whi
h should 
ome in the form of a new HTML do
ument.

The handler program is invoked in mu
h the same way as a 
gi-bin appli
ation (3), ex
ept that

the information from the form is supplied to the handler (in di�erent ways depending on the

system, the method of invo
ation and the 
ontent type) (4). This information is en
oded in a

prede�ned format, whi
h relates ea
h pie
e of information to the 
orresponding �eld in the form,

by means of a keyword asso
iated with ea
h �eld. The handler then identi�es the information


orresponding to ea
h �eld in the original form, pro
esses it, and then responds by writing an

HTML do
ument to its standard output (5), whi
h is forwarded by the server to the waiting

browser when the handler terminates (6). An important point to be noted is that, as with simple


gi-bin appli
ations, the handler is started and should terminate for ea
h transa
tion. The reader

is referred, for example, to http://kuhttp.

.ukans.edu/info/forms/forms-intro.html for a

more 
omplete introdu
tion to CGI s
ripts and HTML forms.

5 Writing Form Handlers with PiLLoW

The PiLLoW library provides some predi
ates whi
h simplify the task of getting the input from

a form. As we said before, this input 
an be provided in several ways, depending on the system

and the method used to invoke the form, and is en
oded with es
ape sequen
es. The prin
ipal

predi
ates provided are:

� get_form_input(Di
) Translates input from the form (with either the POST or GET meth-

ods, or ENCTYPE multipart/form-data) to a di
tionary Di
 of attribute=value pairs. It

translates empty values (whi
h indi
ate only the presen
e of an attribute) to '$empty', val-

ues with more than one line (from text areas or �les) to a list of lines as strings, the rest to

atoms or numbers. This is implemented using DCG parsers.

� get_form_value(Di
,Var,Val) Gets value Val for attribute Var in di
tionary Di
. Does

not fail: value is '' if not found (this simpli�es merging form produ
ers and form handlers,

see later).

� text_lines(Val,Lines) Transforms a value given by a di
tionary to a list of lines, for data


oming from a text area.

� form_empty_value(V) Useful to 
he
k that a value V from a text area is empty (
an have

spa
es, newlines and linefeeds).

� form_default(Val,Default,NewVal) Useful when a form is only partially �lled (and also

in the �rst invo
ation of a 
ombined form handler/produ
er { see Se
tion 7). If the value of

Val is empty then NewVal=Default, else NewVal=Val.

� my_url(URL) Returns in URL the Uniform Resour
e Lo
ator (WWW address) of this 
gi

exe
utable.

� form_request_method((Method)) Returns in (Method) the method of invo
ation of the

form handler (\GET" or \POST").

For example, suppose we want to make a handler whi
h implements a database of telephone

numbers and is queried by a form in
luding a single entry �eld with name person_name. The

handler might be 
oded as follows:

#!/usr/lo
al/bin/lpshell

:- use_module('/usr/lo
al/sr
/pillow/pillow.pl').

main(_) :-

get_form_input(Input),

get_form_value(Input,person_name,Name),

write('Content-type: text/html'), nl, nl,
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write('<HTML><TITLE>Telephone database</TITLE>'), nl,

write('<IMG SRC="phone.gif">'),

write('<H2>Telephone database</H2><HR>'),

write_info(Name),

write('</HTML>').

write_info(Name) :-

form_empty_value(Name) ->

write('You have to provide a name.')

; phone(Name, Phone) ->

write('Telephone number of <B>'),

write(Name),

write('</B>: '),

write(Phone)

; write('No telephone number available for <B>'),

write(Name),

write('</B>.').

phone(daniel, '336-7448').

phone(manuel, '336-7435').

phone(sa
ha, '543-5316').

The 
ode above is quite simple. On the other hand, the interspersion throughout the text of


alls to write with HTML markup inside makes the 
ode somewhat inelegant. Also, there is no

separation between 
omputation and input/output, as is normally desirable. It would be mu
h

preferable to have an en
oding of HTML 
ode as Prolog terms, whi
h 
ould then be manipulated

easily in a more elegant way, and a predi
ate to translate su
h terms to HTML for output. This

fa
ility, provided by the PiLLoW library, is presented in the next se
tion.

6 Handling HTML as Prolog Terms

Sin
e LP/CLP systems perform symboli
 pro
essing using Herbrand terms, it seems natural to be

able to handle HTML 
ode dire
tly as terms. Then, su
h stru
tures only need to be translated by

appropriate predi
ates to HTML 
ode when they need to be output. In general, this relationship

between HTML 
ode and Prolog terms allows viewing any WWW page as a Herbrand term. The

predi
ates whi
h provide this fun
tionality in PiLLoW are:

� output_html(F) A

epts in F an HTML term (or a list of HTML terms) and sends to the

standard output the text whi
h is the rendering of the term(s) in HTML format.

� html2terms(Chars,Terms) Relates a list of HTML terms and a list of ASCII 
hara
ters

whi
h are the rendering of the terms in HTML format. This predi
ate is reversible (see later),

output_html/2 uses it to transform HTML terms in 
hara
ters. Again, this is implemented

via DCG parsing.

In an HTML term 
ertain atoms and stru
tures represent spe
ial fun
tionality at the HTML

level. An HTML term 
an be re
ursively a list of HTML terms. The following are legal HTML

terms:

hello

[hello, world℄

["This is an ", em('HTML'), " term"℄

When 
onverting HTML terms to 
hara
ters, html2terms/2 translates spe
ial stru
tures into

the 
orresponding format in HTML, applying itself re
ursively to their arguments. Strings are

always leaved un
hanged. HTML terms may 
ontain logi
 variables, provided they are instantiated

before the term is translated or output. This allows 
reating do
uments pie
emeal, ba
kpat
hing

of referen
es in do
uments, et
.
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In the following se
tions we list the meaning of the prin
ipal Prolog stru
tures that represent

spe
ial fun
tionality at the HTML level. Only spe
ial atoms are translated, the rest are assumed

to be normal text and will be passed through to the HTML do
ument.

6.1 General Stru
tures

Basi
ally, HTML has two kinds of 
omponents: HTML elements and HTML environments. An

HTML element has the form \<NAME Attributes >" were NAME is the name of the element and

Attributes is a (possibly empty) sequen
e of attributes, ea
h of them being either an attribute

name or an attribute assignment as name="Value".

An HTML environment has the form \<NAME Attributes > Text </NAME>" were NAME is the

name of the environment an Attributes has the same form as before.

The general Prolog stru
tures that represent these two HTML 
onstru
tions are:

� Name $Atts (`$/2' is de�ned as an in�x, binary operator.) Represents an HTML element of

name Name and attributes Atts, were Atts is a (possibly empty) list of attributes, ea
h of

them being either an atom or a stru
ture name=value. For example, the term

img$[sr
='images/map.gif',alt="A map",ismap℄

is translated into the HTML sour
e

<img sr
="images/map.gif" alt="A map" ismap>

Note that HTML is not 
ase-sensitive, so we 
an use lower-
ase atoms.

� name(Text) (A term with fun
tor name/1 and argument Text) Represents an HTML envi-

ronment of name name and in
luded text Text. For example, the term

address('
lip�dia.fi.upm.es')

is translated into the HTML sour
e

<address>
lip�dia.fi.upm.es</address>

� name(Atts,Text) (This is a term with fun
tor name/2 and arguments Atts and Text) Rep-

resents an HTML environment of name name, attributes Atts and in
luded text Text. For

example, the term

a([href='http://www.
lip.dia.fi.upm.es/'℄,"Clip home")

represents the HTML sour
e

<a href="http://www.
lip.dia.fi.upm.es/">Clip home</a>

� env(Name,Atts,Text) Equivalent to Name(Atts,Text).

� begin(Tag,Atts) It translates to the start of an HTML environment of name Tag and

attributes Atts. There exists also a begin(Tag) stru
ture. Useful, in 
onjun
tion with the

next stru
ture, when in
luding in a do
ument output generated by an existing pie
e of 
ode

(e.g. Tag = pre). Its use is otherwise dis
ouraged.

� end(Tag) Translates to the end of an HTML environment of name Tag.

Now we 
an rewrite the previous example as follows:

#!/usr/lo
al/bin/lpshell

:- use_module('/usr/lo
al/sr
/pillow/pillow.pl').

main(_) :-

get_form_input(Input),

get_form_value(Input,person_name,Name),

7



response(Name,Response),

output_html([

'Content-type: text/html',

html([title('Telephone database'),

img$[sr
='phone.gif'℄,

h2('Telephone database'),

hr$[℄,

Response)℄).

response(Name, Response) :-

form_empty_value(Name) ->

Response = 'You have to provide a name.'

; phone(Name, Phone) ->

Response = ['Telephone number of ',b(Name),': ',Phone℄

; Response = ['No telephone number available for ',b(Name),'.'℄.

phone(daniel, '336-7448').

phone(manuel, '336-7435').

phone(sa
ha, '543-5316').

Any HTML 
onstru
tion 
an be represented with these stru
tures (ex
ept 
omments and de
la-

rations, whi
h 
ould be in
luded as atoms or strings), but the PiLLoW library provides additional,

spe
i�
 stru
tures to simplify HTML 
reation.

6.2 Spe
i�
 Stru
tures

In this se
tion we will list the spe
ial stru
tures for HTML whi
h PiLLoW understands. A predi-


ate html_expansion/2 is provided to de�ne new stru
tures.

� start Used at the beginning of a do
ument (translates to <html>).

� end Used at the end of a do
ument (translates to </html>).

� -- Produ
es a horizontal rule (translates to <hr>).

� \\ Produ
es a line break (translates to <br>).

� $ Produ
es a paragraph break (translates to <p>).

� 
omment(Comment) Used to insert an HTML 
omment (translates to <!-- Comment -->).

� de
lare(De
l) Used to insert an HTML de
laration { seldom used (translates to <!De
l>).

� image(Addr) Used to in
lude an image of address (URL) Addr (translates to an <img>

element).

� image(Addr,Atts) As above with the list of attributes Atts.

� ref(Addr,Text) Produ
es a hypertext link, Addr is the URL of the referen
ed resour
e,

Text is the text of the referen
e (translates to <a href="Addr">Text</a>).

� label(Label,Text) Labels Text as a target destination with label Label (translates to

<a name="Label">Text</a>).

� heading(N,Text) Produ
es a heading of level N (1 � N � 6), Text is the text to be used

as heading { useful when one wants a heading level relative to another heading (translates

to a <hN> environment).

� itemize(Items) Produ
es a list of bulleted items, Items is a list of 
orresponding HTML

terms (translates to a <ul> environment).

� enumerate(Items)Produ
es a list of numbered items, Items is a list of 
orresponding HTML

terms (translates to an <ol> environment).

8



� des
ription(Defs) Produ
es a list of de�ned items, Defs is a list whose elements are def-

initions, ea
h of them being a Prolog sequen
e (
omposed by ','/2 operators). The last

element of the sequen
e is the de�nition, the other (if any) are the de�ned terms (translates

to an <dl> environment).

� ni
e_itemize(Img,Items) Produ
es a list of bulleted items, using the image Img as bullet.

The predi
ate i
on_address/2 provides a 
olored bullet.

� preformatted(Text) Used to in
lude preformatted text, Text is a list of HTML terms, ea
h

element of the list being a line of the resulting do
ument (translates to a <pre> environment).

� entity(Name) In
ludes the entity of name Name (ISO-8859-1 spe
ial 
hara
ter).

� verbatim(Text) Used to in
lude text verbatim, spe
ial HTML 
hara
ters (<,>,&,") are

translated into its quoted HTML equivalent.

� nl Used to in
lude a newline in the HTML sour
e (just to improve human readability).

� 
gi_reply This is not HTML, rather, the CGI proto
ol requires this 
ontent des
riptor

to be used by CGI exe
utables (in
luding form handlers) when replying (translates to

\Content-type: text/html").

� pr In
ludes in the page a graphi
al logo with the message \Developed using the PiLLoW

Web programming library", whi
h points to the manual and library sour
e.

With these additional stru
tures, we 
an rewrite the previous example as follows (note that in

this parti
ular example the use of heading/2 or h2/1 is equally suitable):

#!/usr/lo
al/bin/lpshell

:- use_module('/usr/lo
al/sr
/pillow/pillow.pl').

main(_) :-

get_form_input(Input),

get_form_value(Input,person_name,Name),

response(Name,Response),

output_html([


gi_reply,

start,

title('Telephone database'),

image('phone.gif'),

heading(2,'Telephone database'),

--,

Response,

end℄).

response(Name, Response) :-

form_empty_value(Name) ->

Response = 'You have to provide a name.'

; phone(Name, Phone) ->

Response = ['Telephone number of ',b(Name),': ',Phone℄

; Response = ['No telephone number available for ',b(Name),'.'℄.

phone(daniel, '336-7448').

phone(manuel, '336-7435').

phone(sa
ha, '543-5316').

We have not in
luded above the spe
i�
 stru
tures for 
reating forms, they are in
luded and

explained in the following se
tion.
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6.3 Spe
i�
 Stru
tures for Forms

In this se
tion we explain the stru
tures whi
h represent the various input elements that provide

forms.

� start_form(Addr[,Atts℄) Spe
i�es the beginning of a form. Addr is the address (URL) of

the program that will handle the form, and Atts other attributes of the form, as the method

used to invoke it. If Atts is not present the method defaults to POST. (Translates to

<form a
tion="Addr" Atts >.)

� start_form Spe
i�es the beginning of a form without assigning address to the handler, so

that the form handler will be the 
gi-bin exe
utable produ
ing the form.

� end_form Spe
i�es the end of a form (translates to </form>).

� 
he
kbox(Name,State) Spe
i�es an input of type 
he
kbox with name Name, State=on if

the 
he
kbox is initially 
he
ked (translates to an <input> element).

� radio(Name,Value,Sele
ted) Spe
i�es an input of type radio with name Name (several

radio buttons whi
h are interlo
ked must share their name), Value is the the value returned

by the button, if Sele
ted=Value the button is initially 
he
ked (translates to an <input>

element).

� input(Type,Atts) Spe
i�es an input of type Type with a list of attributes Atts. Possible

values of Type are text, hidden, submit, reset, . . . (translates to an <input> element).

� textinput(Name,Atts,Text) Spe
i�es an input text area of name Name. Text provides

the default text to be shown in the area, Atts a list of attributes (translates to a <textarea>

environment).

� menu(Name,Atts,Items) Spe
i�es a menu of name Name, list of attributes Atts and list of

options Items. The elements of the list Items are marked with the pre�x operator `$' to

indi
ate that they are sele
ted (translates to a <sele
t> environment).

For example, in order to generate a form suitable for sending input to the previously des
ribed

phone database handler one 
ould type at a Prolog prompt:

?:- ['/usr/lo
al/sr
/pillow/pillow.pl'℄,

output_html([

start,

title('Telephone database'),

heading(2,'Telephone database'),

$,

start_form('http://www.
lip.dia.fi.upm.es/
gi-bin/phone_db.pl'),

'Cli
k here, enter name of 
lip member, and press Return:',

\\,

input(text,[name=person_name,size=20℄),

end_form,

end℄).

Of 
ourse, one 
ould have also simply written dire
tly the resulting HTML do
ument:

<html>

<title>Telephone database</title>

<h2>Telephone database</h2>

<p>

<form method="POST"

a
tion="http://www.
lip.dia.fi.upm.es/
gi-bin/phone_db.pl">

Cli
k here, enter name of 
lip member, and press Return:

<br>

<input type="text" name="person_name" size="20">

</form>

</html>
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7 Merging the Form Produ
er and the Handler

An interesting pra
ti
e when produ
ing HTML forms and handlers is to merge the operation of the

form produ
er and the handler into the same program. The idea is to produ
e a generalized handler

whi
h re
eives the form input, parses it, 
omputes the answer, and produ
es a new do
ument whi
h


ontains the answer to the input, as well as a new form. A spe
ial 
ase must be made for the �rst

invo
ation, in whi
h the input would be empty, and then only the form should be generated. The

following is an example whi
h merges the produ
er and the handler for the phones database:

#!/usr/lo
al/bin/lpshell

:- use_module('/usr/lo
al/sr
/pillow/pillow.pl').

main(_) :-

get_form_input(Input),

get_form_value(Input,person_name,Name),

response(Name,Response),

output_html([


gi_reply,

start,

title('Telephone database'),

image('phone.gif'),

heading(2,'Telephone database'),

--,

Response,

start_form,

'Cli
k here, enter name of 
lip member, and press Return:',

\\,

input(text,[name=person_name,size=20℄),

end_form,

end℄).

response(Name, Response) :-

form_empty_value(Name) ->

Response = [℄

; phone(Name, Phone) ->

Response = ['Telephone number of ',b(Name),': ',Phone,$℄

; Response = ['No telephone number available for ',b(Name),'.',$℄.

phone(daniel, '336-7448').

phone(manuel, '336-7435').

phone(sa
ha, '543-5316').

This 
ombination of the form produ
er and the handler allows produ
ing appli
ations that give

the impression of being intera
tive, even if ea
h step involves starting and running the handler to


ompletion. Note that forms 
an 
ontain �elds whi
h are not displayed and are passed as input to

the next invo
ation of the handler. This allows passing state from one invo
ation of the handler

to the next one.

8 A

essing WWW do
uments

The fa
ilities presented in the previous se
tions allow generating HTML do
uments, in
luding

forms, and handling the input 
oming from forms. In many appli
ations su
h as sear
h tools,


ontent analyzers, et
., it is also desirable to be able to a

ess do
uments on the Internet. Su
h

a

ess is generally done through proto
ols su
h as FTP and HTTP whi
h are built on top of TCP/IP.

In LP/CLP systems whi
h have TCP/IP 
onne
tivity (i.e., a so
kets/ports interfa
e) the required

proto
ols 
an be easily 
oded in the sour
e language using su
h fa
ilities and DCG parsers. At
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present, only the HTTP proto
ol is supported by PiLLoW. As with HTML 
ode, the library uses

an internal representation of Uniform Resour
e Lo
ators (URLs), and provides predi
ates whi
h

translate between the internal representation and the textual form. The fa
ilities provided by

PiLLoW for a

essing WWW do
uments in
lude the following predi
ates:

� url_info(URL,Info) Translates a URL URL to an internal stru
ture Info whi
h details its

various 
omponents and vi
e-versa. For now non-HTTP URLs make the predi
ate fail. E.g.

url_info('http://www.foo.
om/bar/s
ooby.txt',Info)

gives Info = http('www.foo.
om',80,"/bar/s
ooby.txt"),

url_info(URL, http('www.foo.
om',2000,"/bar/s
ooby.txt")

gives URL = "http://www.foo.
om:2000/bar/s
ooby.txt" (a string).

� url_info_relative(URL,BaseInfo,Info) Translates a relative URL URL whi
h appears

in the HTML page refered to by BaseInfo (given as an url_info stru
ture) to a 
omplete

url_info stru
ture Info. Absolute URLs are translated as with the previous predi
ate. E.g.

url_info_relative("/guu/intro.html",

http('www.foo.
om',80,"/bar/s
oob.html"), Info)

gives Info = http('www.foo.
om',80,"/guu/intro.html")

url_info_relative("dadu.html", http('www.foo.
om',80,"/bar/s
oob.html"),

Info)

gives Info = http('www.foo.
om',80,"/bar/dadu.html").

� url_query(Di
,Args) Translates a list of attribute=value pairs Di
 (in the same form as

the di
tionary returned by get_form_input/1) to a string Args for appending to a URL

pointing to a form handler.

� fet
h_url(URL,Request,Response) Fet
hes a do
ument from the Internet. URL is the

Uniform Resour
e Lo
ator of the do
ument, given as a url_info stru
ture. Request is a list

of options whi
h spe
ify the parameters of the request, Response is a list whi
h in
ludes the

parameters of the response. The request parameters available are:

head To spe
ify that we are only interested in the header.

timeout(Time) Time spe
i�es the maximum period of time (in se
onds) to wait for a re-

sponse. The predi
ate fails on timeout.

if_modified_sin
e(Date) Get do
ument only if newer than Date. An example of a stru
-

ture that represents a date is date('Tuesday',15,'January',1985,'06:14:02').

user_agent(Name) Provide a user-agent �eld.

authorization(S
heme,Params) Provides an authenti
ation �eld when a

essing re-

stri
ted sites.

name(Param) Any other fun
tor translates to a �eld of the same name (e.g.

from('user�ma
hine')).

The parameters wi
h 
an be returned in the response list in
lude (see the HTTP/1.0 de�ni-

tion for more information):


ontent(Content) Returns in Content the a
tual do
ument text, as a list of 
hara
ters.

status(Type,Code,Phrase) Gives the status of the response. Type 
an be any

of informational, su

ess, redire
tion, request_error, server_error or

extension_
ode, Code is the status 
ode and Phrase is a textual explanation of the

status.

pragma(Data) Mis
ellaneous data.

message_date(Date) The time at whi
h the message was sent.

lo
ation(URL) Where has moved the do
ument.

http_server(Server) Identi�es the server responding.

allow(methods) List of methods allowed by the server.
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last_modified(Date) Date/time at whi
h the sender believes the resour
e was last modi-

�ed.

expires(Date) Date/time after whi
h the entity should be 
onsidered stale.


ontent_type(Type,Subtype,Params) Returns the MIME type/subtype of the do
ument.


ontent_en
oding(Type) En
oding of the do
ument (if any).


ontent_length(Length) Length is the size of the do
ument, in bytes.

authenti
ate(Challenges) Request for authenti
ation.

� html2terms(Chars,Terms)We have already explained how this predi
ate transforms HTML

terms to HTML format. Used on the other way it 
an parse HTML 
ode, for example

retrieved by fet
h_url. The resulting list of HTML terms Terms is normalized: it 
ontains

only 
omment/1, de
lare/1, env/3 and $/2 stru
tures.

For example, a simple fet
h of a do
ument 
an be done as follows:

url_info('http://www.foo.
om',UI), fet
h_url(UI,[℄,R), member(
ontent(C),R).

Note that if an error o

urs (the do
ument does not exist or has moved, for example) this will

simply fail. The following 
all retrieves a do
ument if it has been modi�ed sin
e O
tober 2, 1996:

fet
h_url(http('www.foo.
om',80,"/do
.html"),

[if_modified_sin
e('Wednesday',2,'O
tober',1996,'00:00:00')℄,R).

This last one retrieves the header of a do
ument (with a timeout of 10 se
onds) to get its last

modi�ed date:

fet
h_url(http('www.foo.
om',80,"/last_news.html"),[head,timeout(10)℄,R),

member(last_modified(Date),R).

The following is a simple appli
ation illustrating the use of fet
h_url and html2terms.

The example de�nes 
he
k_links(URL,BadLinks). The predi
ate fet
hes the HTML do
u-

ment pointed to by URL and s
ours it to 
he
k for links whi
h produ
e errors when followed.

The list BadLinks 
ontains all the bad links found, stored as 
ompound terms of the form:

badlink(Link,Error) where Link is the problemati
 link and Error is the error explanation

given by the server.


he
k_links(URL,BadLinks) :-

url_info(URL,URLInfo),

fet
h_url(URLInfo,[℄,Response),

member(
ontent_type(text,html,_),Response),

member(
ontent(Content),Response),

html2terms(Content,Terms),


he
k_sour
e_links(Terms,URLInfo,[℄,BadLinks).


he
k_sour
e_links([℄,_,BL,BL).


he
k_sour
e_links([E|Es℄,BaseURL,BL0,BL) :-


he
k_sour
e_links1(E,BaseURL,BL0,BL1),


he
k_sour
e_links(Es,BaseURL,BL1,BL).


he
k_sour
e_links1(env(a,An
horAtts,_),BaseURL,BL0,BL) :-

member((href=URL),An
horAtts), !,


he
k_link(URL,BaseURL,BL0,BL).


he
k_sour
e_links1(env(_Name,_Atts,Env_html),BaseURL,BL0,BL) :- !,


he
k_sour
e_links(Env_html,BaseURL,BL0,BL).


he
k_sour
e_links1(_,_,BL,BL).


he
k_link(URL,BaseURL,BL0,BL) :-

url_info_relative(URL,BaseURL,URLInfo), !,
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fet
h_url_status(URLInfo,Status,Phrase),

( Status \== su

ess ->

name(P,Phrase),

name(U,URL),

BL = [badlink(U,P)|BL0℄

; BL = BL0

).


he
k_link(_,_,BL,BL).

fet
h_url_status(URL,Status,Phrase) :-

fet
h_url(URL,[head,timeout(20)℄,Response), !,

member(status(Status,_,Phrase),Response).

fet
h_url_status(_,timeout,timeout).

9 Providing Code Through the WWW

A fa
ility whi
h 
an be easily built on top of the primitives presented so far is that of \remote

WWW modules," i.e., program modules whi
h reside on the net at a parti
ular HTTP address in

the same way that normal program modules reside in a parti
ular lo
ation in the lo
al �le system.

This allows for example always fet
hing the most re
ent version of a given library (e.g., PiLLoW)

when a program is 
ompiled. The CIAO library provides an extended use_module de
laration

whi
h is identi
al to the one used in standard systems (e.g., SICStus) but allows using http and

ftp addresses when referring to �les. For example, the form handler of Se
tion 6.1, if rewritten as

#!/usr/lo
al/bin/lpshell

:- use_module('http://www.
lip.dia.fi.upm.es/lib/pillow.pl').

main(_) :-

get_form_input(Input),

get_form_value(Input,person_name,Name),

...

would load the 
urrent version of the library ea
h time it is exe
uted. This generalized module

de
laration is just synta
ti
 sugar, using expand_term, for a do
ument fet
h, using fet
h_url,

followed by a standard use_module de
laration. It is obviously interesting to 
ombine this fa
ility

with 
a
hing strategies. An interesting (and straightforward to implement) additional feature is

to fet
h remote byte-
ode (as generally done by use_module), if available, but this is only possible

if the two systems use the same byte-
ode (this 
an normally be 
he
ked easily in the byte
ode

itself). Also, it may be interesting to 
ombine this type of 
ode downloading with WWW do
ument

a

esses, so that 
ode is downloaded automati
ally when a parti
ular do
ument is fet
hed. This

issue is addressed in Se
tion 11. Finally, there are obvious se
urity issues related to downloading


ode in general, whi
h 
an be addressed with standard te
hniques su
h as se
urity signatures.

10 A High-Level Model of Client-Server Intera
tion: A
-

tive Modules

Despite its power, the 
gi-bin interfa
e also has some short
omings. The most serious is perhaps

the fa
t that the handler is started and expe
ted to terminate for ea
h intera
tion. This has two

disadvantages. First, no state is preserved from one query to the next. However, as mentioned

before, this 
an be �xed by passing the state through the form or also by saving it in a temporary

�le at the server side. Se
ond, and more importantly, starting and stopping the appli
ation

may be ineÆ
ient. For example, if the idea is to query a large database or a natural language

understanding system, it may take a long time to start and stop the system. In order to avoid

this we propose an alternative ar
hite
ture for 
gi-bin appli
ations (a similar idea, although not

based on the idea of a
tive modules, has been proposed independently by Ken Bowen [3℄).

14



Active

Module

WWW
Browser

form data

form
reply

www.xxx.yyy

<form action="http://www.xxx.yyy/am_inter.cgi">

predicate(Arg1,Arg2,...,ArgN)

1

2

8

7

4

3

6

5

am_inter

Server
HTTP

Figure 3: The Forms Interfa
e using A
tive Modules

The basi
 idea is illustrated in Figure 3. The operation is identi
al to that of standard form

handlers, as illustrated in Figure 2, up to step 3. In this step, the handler started is not the

appli
ation itself, but rather an interfa
e to the a
tual appli
ation, whi
h is running 
ontinuously

and thus 
ontains state. Thus, only the interfa
e is started and stopped with every transa
tion.

The interfa
e simply passes the form input re
eived from the server (4) to the running appli
ation

(5) and then forwards the output from the appli
ation (6) to the server before terminating, while

the appli
ation itself 
ontinues running. Both the interfa
e and the appli
ation 
an be written in

LP/CLP, using the predi
ates presented. The interfa
e 
an be a simple s
ript, while the appli
ation

itself will be typi
ally 
ompiled.

An interesting issue is that of 
ommuni
ation between interfa
e and appli
ation. This 
an of


ourse be done through so
kets. However, as a 
leaner and mu
h simpler alternative, the 
on
ept

of a
tive modules [4℄ 
an be used to advantage in this appli
ation. An a
tive module (or an a
tive

obje
t, if modularity is implemented via obje
ts) is an ordinary module to whi
h 
omputational

resour
es are atta
hed (for example, a pro
ess on a UNIX ma
hine), and whi
h resides at a given

(so
ket) address on the network.

4

Compiling an a
tive module produ
es an exe
utable whi
h,

when running, a
ts as a server for a number of relations, whi
h are the predi
ates exported by

the module. The relations exported by the a
tive module 
an be a

essed by any program on

the network by simply \loading" the module and thus importing su
h \remote relations." The

idea is that the pro
ess of loading an a
tive module does not involve transferring any 
ode, but

rather setting up things so that 
alls in the lo
al module are exe
uted as remote pro
edure 
alls

to the a
tive module, possible over the network. Ex
ept for saving it in a spe
ial way, an a
tive

module is identi
al from the programmer point of view to an ordinary module. Also, a program

using an a
tive module imports it and uses it in the same way as any other module, ex
ept that it

uses \use_a
tive_module" rather than \use_module" (see below). Also, an a
tive module has an

address (network address) whi
h must be known in order to use it. The address 
an be announ
ed

by the a
tive module when it is started via a �le or a name server (whi
h would be itself another

a
tive module with a �xed address).

We now present the 
onstru
ts used by a
tive modules. Note that for 
on
reteness and 
om-

patibility in the des
ription of modules we mainly follow the same s
heme as SICStus Prolog.

� :- use_a
tive_module(Module,Predi
ates) A de
laration used to import the predi
ates

in the list Predi
ates from the (already) a
tive module Module. From this point on, the 
ode

should be written as if a standard use_module/2 de
laration had been used. The de
laration

needs the following hook predi
ate to be de�ned.

� module_address(Module,Address)This predi
ate must give the address of ea
h a
tive mod-

4

It is also possible to provide a
tive modules via a WWW address. However, we �nd it more straightforward to

simply use so
ket addresses. In any 
ase, this is generally hidden inside the a

ess method and 
an be thus made

transparent to the user.
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ule imported in the 
ode.

� save_a
tive_module(Name,Address,Hook) Saves the 
urrent 
ode as an a
tive module,

into the exe
utable �le Name. When the �le is exe
uted (for example, at the operating

system level by \Name &"), Address is uni�ed with the address of the module, and Hook is


alled in order to export this address as required.

Note that this s
heme is very 
exible. For example, the predi
ate module_address/2 itself


ould be imported, thus allowing a 
on�gurable standard way of lo
ating a
tive modules. One


ould, for example, use a dire
tory a

essible by all the involved ma
hines to store the addresses of

the a
tive modules in them, and this predi
ate would examine this dire
tory to �nd the required

data. A more elegant solution would be to implement a name server, that is, an a
tive module

with a known address that re
ords the addresses of a
tive modules and supplies this data to the

modules that a
tively import it.

From the implementation point of view, a
tive modules are essentially daemons: Prolog exe-


utables whi
h are started as independent pro
esses at the operating system level. In the CIAO

system library, 
ommuni
ation with a
tive modules is implemented using so
kets (thus, the ad-

dress of an a
tive module is a UNIX so
ket in a ma
hine). Requests to exe
ute goals in the

module are sent through the so
ket by remote programs. When su
h a request arrives, the pro
ess

running the a
tive module takes it and exe
utes it, returning through the so
ket the 
omputed

results. These results are then taken by the remote pro
esses.

Thus, when the 
ompiler �nds a use_a
tive_module de
laration, it de�nes the imported

predi
ates as remote 
alls to the a
tive module. For example, if the predi
ate P is imported from

the a
tive module M , the predi
ate would be de�ned as

P :- module_address(M,A), remote_
all(A,P)

The predi
ate save_a
tive_module/3 saves the 
urrent 
ode like save/1, but when the exe-


ution is started a so
ket is 
reated whose address is the se
ond argument of the predi
ate, and

the expression in the third argument is exe
uted. Then, the exe
ution goes into a loop of reading

exe
ution requests from the so
ket, exe
uting them, and returning the solutions ba
k through the

so
ket.

Compiling the following program 
reates an exe
utable phone_db whi
h, when started as a

pro
ess (for example, by typing \phone_db &" at a UNIX shell prompt) saves its address (i.e.,

that of its so
ket) in �le phone_db.addr and waits for queries from any module whi
h \imports"

this module (it also provides a predi
ate to dynami
ally add information to the database):

:- module(phone_db,[response/2,add_phone/2℄).

response(Name, Response) :-

form_empty_value(Name) ->

Response = 'You have to provide a name.'

; phone(Name, Phone) ->

Response = ['Telephone number of ',b(Name),': ',Phone℄

; Response = ['No telephone number available for ',b(Name),'.'℄.

add_phone(Name, Phone) :-

assert(phone(Name, Phone)).

:- dynami
 phone/2.

phone(daniel, '336-7448').

phone(manuel, '336-7435').

phone(sa
ha, '543-5316').

:- save_a
tive_module(phone_db,Address,

(tell('phone_db.addr'), write(Address),told)).

The following simple s
ript 
an be used as a 
gi-bin exe
utable whi
h will be the a
tive module

interfa
e for the previous a
tive module. When started, it will pro
ess the form input, issue a
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all to response/2 (whi
h will be automati
ally handled by the phone_db a
tive module), and

produ
e a new form before terminating. It will lo
ate the address of the phone_db a
tive module

via the module_address/2 predi
ate it de�nes.

#!/usr/lo
al/bin/lpshell

:- use_a
tive_module(phone_db,[response/2℄).

:- use_module('/usr/lo
al/sr
/pillow/pillow.pl').

main(_) :-

get_form_input(Input),

get_form_value(Input,person_name,Name),

response(Name,Response),

output_html([


gi_reply,

start,

title('Telephone database'),

image('phone.gif'),

heading(2,'Telephone database'),

--,

Response,

$,

start_form,

'Cli
k here, enter name of 
lip member, and press Return:',

\\,

input(text,[name=person_name,size=20℄),

end_form,

end℄).

module_address(phone_db,Address) :-

see('phone_db.addr'),

read(Address),

seen.

There are many enhan
ements to this simple s
hema whi
h, for brevity, are only sket
hed here.

One is to add 
on
urren
y to the a
tive module (or whatever means of handling the 
lient-server

intera
tion is being used), in order to handle queries from di�erent 
lients 
on
urrently. This is

easy to do in systems that support 
on
urren
y natively, su
h as &-Prolog/CIAO, BinProlog/�

2

-

Prolog, AKL, Oz, and KL1. We feel that &-Prolog/CIAO 
an o�er advantages in this area be
ause

it o�ers 
ompatibility with Prolog and CLP systems while at the same time eÆ
iently supporting


on
urrent exe
ution of 
lause goals via lo
al or distributed threads. Su
h goals 
an 
ommuni
ate

at di�erent levels of abstra
tion: so
kets/ports, bla
kboard, or shared variables. BinProlog/�

2

-

Prolog also supports threads, although the 
ommuni
ation me
hanisms are somewhat di�erent.

Finally, as shown in [27℄, it is also possible to exploit the 
on
urren
y present in or-parallel Prolog

systems su
h as Aurora for implementing a multipro
essing server.

It is also interesting to set up things so that a single a
tive module 
an handle di�erent forms.

This 
an be done even dynami
ally (i.e., the 
apabilities of the a
tive module are augmented on

the 
y, being able to handle a new form), by designating a dire
tory in whi
h 
ode to be loaded

by the a
tive module would be put, the a
tive module 
onsulting the dire
tory periodi
ally to

in
rease its fun
tionalities. Finally, another important issue that has not been addressed is that of

providing se
urity, i.e., ensuring that only allowed 
lients 
onne
t to the a
tive module. As in the


ase of remote 
ode downloading, standard forms of authenti
ation based on 
odes 
an be used.

An implementation of a
tive modules as des
ribed is in
luded in the CIAO library whi
h

provides the 
on
urrent and distributed exe
ution fa
ilities mentioned above [4℄. As the PiLLoW

library, this library only uses standard features of LP/CLP systems, although it does require

attributed variables [18℄ if shared-variable 
ommuni
ation is to be used [15℄. However, this is not

ne
essary for implementing a
tive modules.
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11 Automati
 Code Downloading and Lo
al Exe
ution

In this se
tion we des
ribe an ar
hite
ture whi
h, using only the fa
ilities we have presented in

previous se
tions, allows the downloading and lo
al exe
ution of Prolog (or other LP/CLP) 
ode

by a

essing a WWW address, without requiring a spe
ial browser. This is a 
omplementary

approa
h to giving WWW a

ess to an a
tive module in the sense that it provides 
ode whi
h

will be exe
uted in the 
lient ma
hine. More 
on
retely, the fun
tionality that we desire is that

by simply 
li
king on a WWW pointer, and transparently for the user, remote Prolog 
ode is

automati
ally downloaded in su
h a way that it 
an be queried via forms and all the pro
essing is

done lo
ally.

To allow this, the HTTP server on the server ma
hine is 
on�gured to give a spe
i�


mime.type (for example appli
ation/x-prolog) to the �les whi
h will hold WWW-downloadable

Prolog 
ode (for example those with a spe
ial suÆx, like .wpl). On the other side, the

browser is 
on�gured to start the wpl_handler helper appli
ation when re
eiving data of type

appli
ation/x-prolog. This wpl_handler appli
ation is the interfa
e to a Prolog engine whi
h

will exe
ute the WWW downloaded 
ode, a
ting as an a
tive module. We now sket
h the pro
e-

dure (see �gure 4):

1. The form that will be used to query the downloaded 
ode (and whi
h we assume already

loaded on the browser) 
ontains a link whi
h points to a WWW-aware Prolog 
ode �le.

Cli
king on this link produ
es the download as explained below. Note that for browsers that


an handle multipart/mixed mime types (su
h as most modern browsers), the form and

the 
ode �le 
ould alternatively be 
ombined in the same do
ument. However, for brevity,

we will only des
ribe the 
ase when they are separate. The handler for the form is spe
i�ed

as the lo
al 
gi-bin exe
utable wpl_questioner.
gi.

2. As the server of the �le tells the browser that this page is of type appli
ation/x-prolog,

the browser starts a wpl_handler and passes the �le to it (in this example by saving the �le

in a temporal dire
tory and passing its name).

3. The wpl_handler pro
ess 
he
ks whether a Prolog engine is 
urrently running for this

browser and, if ne
essary, starts one. This Prolog engine is 
on�gured as an a
tive module.
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4. Then, through a 
all to a predi
ate of the a
tive module \load
ode(File)" the handler asks

the a
tive module to read the 
ode.

5. The a
tive module reads the 
ode and 
ompiles it.

6. wpl_handler waits for the a
tive module to 
omplete the 
ompilation and writes a \done"

message to the browser.

7. The browser re
eives the \done" message.

8. Now, when the \submit" button in the form is pressed, and following the standard pro
edure

for forms, the browser starts a wpl_questioner pro
ess, sending it the form data.

9. The wpl_questioner pro
ess gets this form data, translates it to a di
tionary For-

mData and passes it to the a
tive module through a 
all to its exported predi
ate

answerform(FormData,FormReply).

10. The a
tive module pro
esses this request, and returns in FormReply a WWW page (as a

term) whi
h 
ontains the answer to it (and possibly a new form).

11. The wpl_questioner pro
ess translates FormReply to raw HTML and gives it ba
k to the

browser, dying afterwards. Subsequent queries to the a
tive module 
an be a

omplished

either by going ba
k to the previous page (using the \ba
k" button present in many browsers)

or, if the answer page 
ontains a new query form, by using it. In any 
ase, the pro
edure


ontinues at 8.

The net e�e
t of the approa
h is that by simply 
li
king on a WWW pointer, remote Prolog


ode is automati
ally downloaded to a lo
al Prolog engine. Queries posed via the form are answered

lo
ally by the Prolog engine.

There are obvious se
urity issues that need to be taken 
are of in this ar
hite
ture. Again,

standard authenti
ation te
hniques 
an be used. However, sin
e sour
e 
ode is being passed

around, it is 
omparatively easy to verify that no dangerous predi
ates (for example, perhaps

those that 
an a

ess �les) are exe
uted. Note again that it is also possible to download byte
ode,

sin
e this is supported by most 
urrent LP/CLP systems, using a similar approa
h.

12 Related Work

Previous general purpose work on WWW programming using 
omputational logi
 systems in-


ludes, to the best of our knowledge, the publi
ly available html.pl library [5℄ and manual, and

the Logi
Web system [22℄ (the PiLLoWwas des
ribed previously in [7℄). The html.pl library was

built by D. Cabeza and M. Hermenegildo, using input from L. Naish's forms 
ode for NU-Prolog

and M. Hermenegildo and F. Bueno's experiments building a WWW interfa
e to the CHAT-80

[31℄ program. It was released as a publi
ly available WWW library for LP/CLP systems and

announ
ed, among other pla
es, in the Internet 
omp.lang.prolog newsgroup [6℄. The library

has sin
e been ported to a large number of systems and adapted by several Prolog vendors, as well

as used by di�erent programmers in various institutions. In parti
ular, Ken Bowen has ported the

library to ALS Prolog and extended it to provide group pro
essing of forms and an alternative

to our use of a
tive modules [3℄. The present work is essentially a signi�
ant extension of the

html.pl library.

The main other previous body of work related to general-purpose interfa
ing of logi
 program-

ming and the WWW that we have knowledge of is the Logi
Web [22℄ system, by S.W. Loke and

A. Davison. The aim of Logi
Web is to use logi
 programming to extend the 
on
ept of WWW

pages, in
orporating in them programmable behaviour and state. In this, it shares goals with

Java. It also o�ers ri
h primitives for a

essing 
ode in remote pages and module stru
turing.

The aims of Logi
Web are di�erent from those of html.pl/PiLLoW. Logi
Web is presented as a

system itself, and its implementation is done through a tight integration with the Mosai
 browser,

making use of spe
ial features of this browser. In 
ontrast, html.pl/PiLLoW is a general purpose

library, meant to be used by a general 
omputational logi
 systems and is browser-independent.

html.pl/PiLLoW o�ers a wide range of fun
tionalities, su
h as syntax 
onversion between HTML
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and logi
 terms, a

ess predi
ates for WWW pages, predi
ates for handling forms, et
., whi
h are

generally at a somewhat lower level of abstra
tion than those of Logi
Web. We believe that using

PiLLoW and the ideas sket
hed in this paper it is possible to add the quite interesting fun
tionality

o�ered by Logi
Web to standard LP and CLP systems. We have shown some examples in
luding

a

ess to passive remote 
ode (modules with an ftp or http address) from programs and auto-

mati
 remote 
ode a

ess and querying using standard browsers and forms. In addition, we have

dis
ussed a
tive remote 
ode, where the fun
tionality, rather than the 
ode itself, is exported.

More re
ently, a larger body of work on the topi
 has been presented at the workshop held on

the topi
 of Logi
 Programming and the Internet at the 1996 Joint International Conferen
e and

Symposium on Logi
 Programming (where also a previous version of this paper was presented).

The work presented in [26℄ is based on Logi
Web, and aims to provide distributed lightweight

databases on the WWW. As with the basi
 Logi
Web system, we believe that the PiLLoW library


an be used to implement in other systems the interesting ideas proposed therein. As brie
y

mentioned before, the work in [27℄ proposes an ar
hite
ture similar to that of our a
tive modules

in order to handle form requests. In this solution the handling multiple requests is performed

by using or-parallelism. While we feel that and-parallelism is more natural for modeling 
on-


urren
y, the ideas proposed are quite interesting. The ECLiPSe HTTP-library [24℄, aimed at

implementing INTERNET agents, o�ers fun
tionality that is in part similar to that of the CIAO

html.pl/PiLLoW libraries, in
luding fa
ilities that are similar to our a
tive modules. The ap-

proa
h is di�erent, however, in several respe
ts. The ECLiPSe library implements spe
ial HTTP

servers and 
lients. In 
ontrast, PiLLoW uses standard HTTP servers and interfa
es. Using spe
ial

purpose servers may be interesting be
ause the approa
h possibly allows greater fun
tionality. On

the other hand this approa
h in general requires either the substitution of the standard server on

a given ma
hine or setting the spe
ial server at a di�erent so
ket address from the standard one.

The ECLiPSe library also 
ontains fun
tionality that is related to our a
tive modules, although

the interfa
e provided is at a lower level. Finally, other papers des
ribing very interesting WWW

appli
ations are being presented, whi
h underline the suitability of 
omputational logi
 systems

for the task. We believe that the CIAO PiLLoW library 
an 
ontribute to making it even easier

to develop su
h appli
ations in the future.

Additional work on the topi
 of Logi
 Programming and the Internet 
an be found in the

pro
eedings of the workshop sponsored by the Compulog-Net resear
h network. The reader

is referred to the tutorials and papers presented in these two workshops for more informa-

tion on a number of appli
ations, other libraries, and topi
s su
h as interfa
ing and 
om-

pilation from 
omputational logi
 systems to Java. An example of a Prolog system inter-

fa
ed with Java is BinProlog (see http://
lement.info.umon
ton.
a/BinProlog). Experi-

mental Prolog to Java 
ompilers have been built both in a
ademia (see for example jProlog at

http://www.
s.kuleuven.a
.be/ bmd/PrologInJava/) and Commer
ially (see for example the

IF Prolog tools http://www.if
omputer.
om). This approa
h is quite attra
tive although the

results 
annot 
ompete in performan
e with 
onventional Prolog 
ompilers (it is open for re-

sear
h whether improvements in Java performan
e or improved Prolog-to-Java 
ompilation te
h-

nology 
an bridge the gap). Other 
ommer
ial work on the topi
 of interfa
ing Prolog and

the WWW (in addition to that done on the ALS system mentioned above) in
lude the Amzi!

Prolog WebLS System (http://www.amzi.
om/share.htm ) and the LPA PrologWeb System

(http://www.lpa.
o.uk ).

A page with pointers to the pro
eedings of the previously mentioned workshops, as

well as other information (in
luding te
hni
al reports and tutorial) regarding the topi


of Logi
 Programming, Constraint Programming, and the Internet is maintained at

http://www.
lip.dia.fi.upm.es/lpnet/index.html.

13 Con
lusions and Future Work

We have dis
ussed from a pra
ti
al point of view a number of issues involved in writing Internet

and WWW appli
ations using LP/CLP systems. In doing so, we have des
ribed PiLLoW, an

Internet/WWW programming library for LP/CLP systems. PiLLoW provides fa
ilities for gen-

erating HTML stru
tured do
uments, produ
ing HTML forms, writing form handlers, a

essing

and parsing WWW do
uments, and a

essing 
ode posted at HTTP addresses. We have also de-
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s
ribed the ar
hite
ture of some appli
ation 
lasses, in
luding automati
 
ode downloading, using

a high-level model of 
lient-server intera
tion, a
tive modules. Finally we have also des
ribed an

ar
hite
ture for automati
 LP/CLP 
ode downloading for lo
al exe
ution, using generi
 browsers.

We believe that the CIAO PiLLoW library 
an ease substantially the pro
ess of developing WWW

appli
ations using 
omputational logi
 systems.

We are 
urrently working on extended versions of the library whi
h for example may make

extensive use of 
on
urren
y internally (on those LP/CLP systems that support it) to overlap

network requests and in
lude support for (a
tive) VRML (some quite interesting work in this

area, in the motivating 
ontext of MOOs, is presented in [29℄).

In addition to being part of the &-Prolog/CIAO system, the PiLLoW library is pro-

vided as a fully publi
 domain standard library for SICStus Prolog and other Pro-

log and CLP systems, supporting most of its fun
tionality. Please 
onta
t the au-

thors or 
onsult our WWW site http://www.
lip.dia.fi.upm.es and the PiLLoW page

(http://www.
lip.dia.fi.upm.es/mis
do
s/pillow/pillow.html) for details.
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