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Abstra
t: Several types of parallelism 
an be exploited in logi
 programs while preserving


orre
tness and eÆ
ien
y, i.e. ensuring that the parallel exe
ution obtains the same results as

the sequential one and the amount of work performed is not greater. However, su
h results do

not take into a

ount a number of overheads whi
h appear in pra
ti
e, su
h as pro
ess 
reation

and s
heduling, whi
h 
an indu
e a slow-down, or, at least, limit speedup, if they are not


ontrolled in some way. This paper des
ribes a methodology whereby the granularity of parallel

tasks, i.e. the work available under them, is eÆ
iently estimated and used to limit parallelism

so that the e�e
t of su
h overheads is 
ontrolled. The run-time overhead asso
iated with the

approa
h is usually quite small, sin
e as mu
h work is done at 
ompile time as possible. Also,

a number of run-time optimizations are proposed. Moreover, a stati
 analysis of the overhead

asso
iated with the granularity 
ontrol pro
ess is performed in order to de
ide its 
onvenien
e.

The performan
e improvements resulting from the in
orporation of grain size 
ontrol are shown

to be quite good, spe
ially for systems with medium to large parallel exe
ution overheads.

Keywords: Granularity Analysis and Control, Parallelism, Cost Estimation.

1 Introdu
tion

It has been shown (see e.g. [12℄) that several types

of parallelism 
an be exploited in logi
 programs

while preserving 
orre
tness (i.e. the parallel ex-

e
ution obtains the same results as the sequen-

tial) and eÆ
ien
y (i.e. the amount of work per-

formed is not greater or, at least, there is no

slow-down). However su
h results assume an ide-

alized exe
ution environment in whi
h a number

of pra
ti
al overheads are ignored, su
h as those

asso
iated with task 
reation, possible task mi-

gration of tasks to remote pro
essors, the asso
i-

ated 
ommuni
ation overheads, et
. Due to these

overheads, and if the granularity of parallel tasks,

�
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i.e. the \work available" underneath them, is too

small, it may happen that the 
osts are larger

than the bene�ts in their parallel exe
ution. This

makes it desirable to devise a method whereby

the granularity of parallel goals and their number


an be 
ontrolled. Granularity 
ontrol has been

studied in the 
ontext of traditional program-

ming [16, 17℄, fun
tional programming [13, 14℄,

and also logi
 programming [15, 4, 23, 5℄.

The bene�ts from 
ontrolling parallel task

size will obviously be greater for systems with

greater parallel exe
ution overheads. In fa
t,

in many ar
hite
tures (e.g. distributed memory

multipro
essors, workstation \farms", et
.) su
h

overheads 
an be very signi�
ant and, in them,

automati
 parallelization 
annot in general be

done realisti
ally without granularity 
ontrol. In

some other ar
hite
tures where the overheads for

spawning goals in parallel are small (e.g. in small

shared memory multipro
essors) granularity 
on-
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trol is not essential but it 
an also a
hieve impor-

tant improvements in speedup.

The aim of granularity 
ontrol is to 
hange

parallel exe
ution to sequential exe
ution or vi
e-

versa based on some 
onditions related to grain

size and overheads. However, granularity 
ontrol

itself 
an indu
e new overheads, whi
h should ob-

viously be minimized. Sin
e granularity 
ontrol


annot in general be done 
ompletely at 
ompile-

time, one way to minimize its impa
t is to do as

mu
h work at 
ompile-time as possible and rel-

egate some tests and �nal de
isions to run-time.

One way to do this is by generating at 
ompile-

time 
ost fun
tions whi
h estimate grain size as a

fun
tion of input data size, whi
h are then eval-

uated at run-time when su
h size is known. This

was proposed in [4℄ in the 
ontext of logi
 pro-

grams and by Rabhi and Manson in the 
ontext

of fun
tional programs [19℄. An alternative is

to determine only the relative 
ost of goals [23℄,

whi
h 
an be spe
ially useful for optimizing an

on-demand run-time s
heduler, but may not be

as e�e
tive in redu
ing task 
reation 
ost. These

approa
hes are in 
ontrast with others, su
h as

that of Sarkar [21℄ who bases his algorithm on

information obtained via runtime pro�ling rather

than 
ompile-time analysis. Hudak 
onsiders \se-

rial 
ombinators" with reasonable grain sizes [9℄,

but does not dis
uss the 
ompile time analysis

ne
essary to estimate the amount of work that

may be done by a 
all.

We address the problem by using the over-

all approa
h originally sket
hed in [4℄ of 
om-

puting 
omplexity fun
tions and performing pro-

gram transformations at 
ompile-time based on

su
h fun
tions, so that the transformed program

automati
ally 
ontrols granularity. However, the


entral topi
 of [4℄ was really the problem of es-

timating upper bounds to task exe
ution times,

leaving as future work the determination of how

that information was to be used. The method de-

s
ribed in this paper attempts to �ll this gap by

illustrating and o�ering solutions for the many

problems involved, for both the 
ases when up-

per and lower bound information regarding task

granularity is available, and for a generi
 exe
u-

tion model. Su
h problems in
lude on one hand

estimating the 
ost of goals, of the overheads as-

so
iated with their parallel exe
ution, and of the

granularity 
ontrol te
hnique itself. On the other

hand there is also the problem of devising, given

that information, eÆ
ient 
ompile-time and run-

time granularity 
ontrol te
hniques.

We know of no other work whi
h des
ribes

a 
omplete granularity 
ontrol system for logi


programs, dis
usses the many problems that arise

(some of them more subtle than they appear at

�rst sight) and provides solutions to them in the

generality that we present our work.

Spa
e limitations prevent us from dis
ussing

several issues 
ompletely or in
luding proofs. We

refer the reader to [7℄ for details. Also, of the

di�erent types of overheads whi
h may appear in

a parallel exe
ution when 
omparing it to a se-

quential exe
ution, whi
h may in
lude not only

exe
ution time-related overheads but also, for ex-

ample, memory 
onsumption overheads, for 
on-


iseness, and be
ause we are more 
on
erned with

speedups, we 
on
entrate mainly on time-related

overheads. However, we 
onje
ture that a sim-

ilar treatment to that whi
h we propose 
an be

applied to the analysis and 
ontrol of memory-

related overheads.

2 A General Model

We start by dis
ussing the basi
 issues to be ad-

dressed in our general approa
h to granularity


ontrol, in terms of a generi
 exe
ution model.

In the following se
tions we will parti
ularize to

the 
ase of logi
 programs.

2.1 Deriving SuÆ
ient Conditions

We �rst dis
uss how 
onditions for de
iding be-

tween parallel and sequential exe
ution 
an be

devised. We 
onsider a generi
 exe
ution model:

let g = g

1

; : : : ; g

n

be a task su
h that subtasks

g

1

; : : : ; g

n

are 
andidates for parallel exe
ution,

T

s

represents the 
ost (exe
ution time) of the se-

quential exe
ution of g, and T

i

represents the 
ost

of the exe
ution of subtask g

i

.

There 
an be many di�erent ways to exe
ute g

in parallel, involving di�erent 
hoi
es of s
hedul-

ing, load balan
ing, et
., ea
h having its own 
ost

(exe
ution time). To simplify the dis
ussion, we

will assume that T

p

represents in some way all

of the possible 
osts. More 
on
retely, T

p

� T

s

should be understood as \T

s

is greater or equal

than any possible value for T

p

".

In a �rst approximation, we assume that the

points of parallelization of g are �xed. We also

assume, for simpli
ity, and without loss of gen-

erality, that no tests (su
h as, perhaps, \inde-

penden
e" tests [12℄) other than those related to

granularity 
ontrol are ne
essary.

Thus, the purpose of granularity 
ontrol will

be to determine, based on some 
onditions,

whether the g

i

's are to be exe
uted in parallel

or sequentially. In doing this, the obje
tive is to

improve the ratio between the parallel and se-

quential exe
ution times. An interesting goal is
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to ensure that T

p

� T

s

. In general, this 
ondition


annot be determined before exe
uting g, while

granularity 
ontrol should intuitively be 
arried

out ahead of time. Thus, we are for
ed to use ap-

proximations. At this point one 
lear alternative

is to give up on stri
tly ensuring that T

p

� T

s

and

use some heuristi
s that have good average 
ase

behavior. On the other hand, it is not easy to �nd

su
h heuristi
s and, also, it is of obvious pra
ti
al

importan
e to be able to ensure that parallel ex-

e
ution will not take more time than the sequen-

tial one. This suggests an alternative solution:

evaluating a simpler 
ondition whi
h neverthe-

less 
an be proved to ensure that T

p

� T

s

. Su
h

a 
ondition 
an be based on 
omputing an upper

bound for T

p

and a lower bound for T

s

. Ensur-

ing T

p

� T

s


orresponds to the 
ase where the

a
tion taken when the 
ondition does not hold

is to run sequentially, i.e. to a philosophy were

tasks are exe
uted sequentially unless parallel ex-

e
ution 
an be shown to be faster. This is useful

when \parallelizing a sequential program." This

approa
h is dis
ussed in the following se
tion.

The 
onverse 
ase of \sequentializing a parallel

program", in whi
h dete
ting when the opposite


ondition T

s

� T

p

holds is the obje
tive, is 
on-

sidered in Se
tion 2.1.2.

2.1.1 Parallelizing a Sequential Program

In order to derive a suÆ
ient 
ondition for the

inequality T

p

� T

s

we derive upper bounds for

the left-hand-side and lower bounds for the right-

hand-side, i.e. a suÆ
ient 
ondition for T

p

� T

s

is T

u

p

� T

l

s

, where T

u

p

denotes an upper bound of

T

p

and T

l

s

a lower bound of T

s

. We will use the

supers
ripts l and u to denote lower and upper

bounds respe
tively throughout the dis
ussion.

Assume that there are p free pro
essors in the

system at the instant in whi
h task g is about

to be exe
uted. Assume also that p � 2 (if

there is only one pro
essor, then exe
ution is

performed sequentially) and let m be the low-

est integer whi
h is greater than n/p, i.e. the


eiling of

n

p

, denoted m = d

n

p

e. We have that

T

u

p

= Spaw

u

+ C

u

, where Spaw

u

is an upper

bound on the 
ost of 
reating the n parallel sub-

tasks, and C

u

an upper bound on the exe
ution

of g itself. Spaw

u

will be dependent on the par-

ti
ular system in whi
h task g is going to be exe-


uted. It 
an be a 
onstant, or a fun
tion of sev-

eral parameters, su
h as input data size, number

of input arguments, number of tasks, et
. and 
an

be experimentally determined. We now 
onsider

how C

u


an be 
omputed. Let C

u

i

be an up-

per bound on the 
ost of subtask g

i

, and assume

that C

u

1

; : : : ; C

u

n

are ordered in des
ending order

of 
ost. Two possible ways of 
omputing C

u

are

the following: C

u

=

P

m

i=1

C

u

i

; or C

u

= m C

u

1

.

Ea
h C

u

i


an be 
onsidered as the sum of two


omponents: C

u

i

= S
hed

u

i

+ T

u

i

, S
hed

u

i

de-

notes the time taken from the point in whi
h

the parallel subtask g

i

is 
reated until its exe
u-

tion is started by a pro
essor (possibly the same

pro
essor that 
reated the subtask), i.e. the 
ost

of task preparation, s
heduling, 
ommuni
ation

overheads, et
.

1

T

u

i

denotes the time taken by

the exe
ution of g

i

disregarding all the overheads

mentioned before. T

l

s


an be 
omputed as fol-

lows: T

l

s

= T

l

s

1

+ � � � + T

l

s

n

, where T

l

s

i

is a lower

bound of the 
ost of the (sequential) exe
ution of

subtask g

i

.

The following two theorems summarize the

previous dis
ussion:

Theorem 2.1 If Spaw

u

+

P

m

i=1

C

u

i

< T

l

s

1

+� � �+

T

l

s

n

, then T

p

� T

s

.

Theorem 2.2 If Spaw

u

+m C

u

1

< T

l

s

1

+� � �+T

l

s

n

then T

p

� T

s

As mentioned in the introdu
tion, bounds on

exe
ution 
osts often need to be evaluated to-

tally or partially at run-time, and thus also the


ondition above. It would be desirable to make

this evaluation be as eÆ
ient as possible. There

is 
learly a tradeo� between the evaluation 
ost

of su
h a suÆ
ient 
ondition and its a

ura
y.

A suÆ
ient 
ondition with a simpler evaluation

than 2.1 and 2.2 is given below, based on a series

of reasonable further assumptions.

Assume that it is ensured that g

1

; : : : ; g

n

are

going to be exe
uted in a time no greater than

that of their sequential exe
ution (this 
an be

ensured for example in the 
ase of logi
 pro-

grams for 
ertain exe
ution platforms if the tasks

are \independent") and that S
hed

u

1

; : : : ; S
hed

u

n

are ordered in des
ending order of 
ost. Let

Thres

u

be a threshold 
omputed using either one

of the following expressions: Thres

u

= Spaw

u

+

m S
hed

u

1

; or Thres

u

= Spaw

u

+

P

m

i=1

S
hed

u

i

.

Theorem 2.3 If there exist at least m+ 1 tasks

g

1

; : : : ; g

m+1

su
h that for all i, 1 � i � (m+1),

Thres

u

� T

l

s

i

, then T

p

� T

s

.

We treat now a slightly more 
omplex 
ase

in whi
h we also 
onsider other 
osts, in
luding

the 
ost of granularity 
ontrol itself: assume now

that the exe
ution of g

i

takes T

i

time steps, su
h

1

Note that in some parallel systems, su
h as &-Prolog

[11℄, S
hed

u

i


an in some 
ases be zero, sin
e there is no

overhead asso
iated with the preparation of a parallel task

if it is exe
uted by the same pro
essor as the one whi
h


reated the task.
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that T

i

= T

s

i

+W

i

, where W

i

is some \extra"

work due to either parallel exe
ution itself (for

example the 
ost of a

essing remote referen
es)

or granularity 
ontrol or both of them. Let l

(0 � l � n) be the tasks for whi
h we know

that W

i

6= 0 (equivalently, T

i

> T

s

i

). Assume

that W

u

1

; : : : ;W

u

l

are ordered in des
ending or-

der of 
ost, and let r = min(l;m). Then, we 
an


ompute a new threshold, Thres

u

w

, by adding W

(Thres

u

w

= Thres

u

+W ) to the previous thresh-

old (Thres

u

). W 
an be 
omputed in two possi-

ble ways: W =

P

r

i=1

W

u

i

; or W = r W

u

1

.

Theorem 2.4 If there exist at least m+1 tasks

g

1

; : : : ; g

m+1

su
h that for all i, 1 � i � (m+1),

Thres

u

w

� T

l

s

i

, then T

p

� T

s

.

2.1.2 Sequentializing a Parallel Program

Assume now that we want to dete
t when T

s

�

T

p

holds, be
ause we have a parallel program and

want to pro�t from performing some sequential-

izations. In this 
ase we 
an 
ompute T

l

p

and T

u

s

.

Let T

l

i

be a lower bound on the exe
ution time

of g

i

. T

l

p


an be determined in several ways:

1. If n � p then: T

l

p

= Spaw

l

+

max(T

l

1

; : : : ; T

l

n

) else: T

l

p

= Spaw

l

+

d

n

p

emin(T

l

1

; : : : ; T

l

n

).

2. T

l

p

= Spaw

l

+

P

k

i=1

T

l

i

, where k = d

n

p

e and

T

l

1

; : : : ; T

l

n

are ordered in as
ending order.

3. T

l

p

= Spaw

l

+

T

l

s

1

+���+T

l

s

n

p

The determination of T

l

i

will depend, of


ourse, on the way g

i

is going to be exe
uted.

If the exe
ution is going to be performed in par-

allel with no granularity 
ontrol, with granularity


ontrol, or sequentially, we 
ompute T

l

p

i

, T

l

g

i

, or

T

l

s

i

respe
tively. The determination of T

l

p

i

and

T

l

g

i

is dis
ussed in Se
tion 7.

We 
an 
hoose the maximum of the di�er-

ent possibilities for 
omputing T

l

p

. In general,

if there are n di�erent 
hoi
es x

1

; : : : ; x

n

for


omputing T

l

p

(T

u

p

, respe
tively) we will 
hoose

T

l

p

= max(x

1

; : : : ; x

n

) ( T

u

p

= min(x

1

; : : : ; x

n

),

respe
tively).

2.2 Compile-time vs. Run-time

Control

The evaluation of the suÆ
ient 
onditions pro-

posed in the previous se
tions 
an in prin
iple be

performed totally at run-time, 
ompile-time or

partially at ea
h of them. For example, it might

be possible to determine at 
ompile time if the


ondition expressed in Theorem 2.3 will always

be true when evaluated at run-time. Let C

l

be

a lower bound of the 
ost of ea
h g

i

, 1 � i � n,

then if Thres

u

� (n�m)C

l

the 
ondition of the

theorem holds, sin
e (n�m)C

l

is a lower bound

on T

s

m+1

+ � � � + T

s

n

. Clearly, in this 
ase it is

not ne
essary to perform any granularity 
ontrol

and tasks 
an always be exe
uted in parallel. The


onverse 
ase is also possible where tasks 
an be

stati
ally determined to be better exe
uted se-

quentially. Thus, from the granularity 
ontrol

point of view program parts 
an be 
lassi�ed

as parallel (all the performed parallelizations are

un
onditional), sequential (there are no parallel

tasks), and performing granularity 
ontrol (tests

based on granularity information are performed

at run-time in order to de
ide between parallel

or sequential exe
ution). Whether it is done at


ompile-time or at run-time, in order to perform

granularity 
ontrol two basi
 issues have to be

addressed: how the bounds on the 
osts and over-

heads whi
h are the parameters of the suÆ
ient


onditions are 
omputed (
ost and overhead anal-

ysis) and how the suÆ
ient 
onditions are used

to 
ontrol parallelism (granularity 
ontrol). They

are the subje
ts of the following se
tions. Both of

these issues imply in general both 
ompile-time

and run-time te
hniques in our approa
h.

2.2.1 Task Cost Analysis

Sin
e task 
ost is not in general 
omputable at


ompile-time, we are for
ed to resort to approxi-

mations and, possibly, to performing some work

at run-time. In fa
t, as pointed out in [4℄, sin
e

the work done by a 
all to a re
ursive pro
edure

often depends on the size of its input, su
h work


annot in general be estimated in any reasonable

way at 
ompile time and for su
h 
alls some run-

time work is ne
essary. The basi
 approa
h used

is as follows: given a 
all p, an expression �

p

(n) is


omputed that a) it is relatively easy to evaluate,

and b) it approximates Cost

p

(n), where Cost

p

(n)

denotes the 
ost of 
omputing p for an input of

size n. The idea is that �

p

(n) is determined at


ompile time. It is then evaluated at run-time,

when the size of the input is known, yielding an

estimate of the 
ost of the 
all. In the follow-

ing we will refer to the 
ompile-time 
omputed

expressions �

p

(n) as 
ost fun
tions.

As mentioned in Se
tion 2 the approximation

of the 
ondition used to de
ide between paral-

lelization and sequentialization 
an be based ei-

ther on some heuristi
s or on a safe approxima-

tion (i.e. an upper or lower bound). For the

latter approa
h we were able to show suÆ
ient
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onditions for parallel exe
ution while preserv-

ing eÆ
ien
y. Be
ause of these results, we will

in general require �

p

(n) to be not just an ap-

proximation, but also a bound on the a
tual

exe
ution 
ost. Fortunately, as mentioned be-

fore, mu
h work has been presented on (time)


omplexity analysis of programs (see for example

[18, 22, 20, 2, 21, 24, 6℄). The most dire
tly ap-

pli
able are [5, 3℄ whi
h present methods for stat-

i
ally estimating 
ost fun
tions for predi
ates in

a logi
 program. The two approa
hes have mu
h

in 
ommon but they di�er in the way the approx-

imation is done. In [5℄ upper bounds of task 
osts

are 
omputed, that is Cost

p

(n) � �

p

(n);8n,

while in [3℄, to be dis
ussed later, the 
onverse

approximation is done: Cost

p

(n) � �

p

(n);8n.

Example 2.1 Consider the pro
edure q/2 de-

�ned as follows:

q([℄,[℄).

q([H|T℄,[X|Y℄):- X is H + 1, q(T,Y).

where the �rst argument is an input argument.

Assume that the 
ost unit is the number of res-

olution steps. In a �rst approximation, and for

simpli
ity, we suppose that the 
ost of a resolu-

tion step (i.e., pro
edure 
all) is the same as that

of the is/2 builtin. With these assumptions, the


ost fun
tion of q/2 is Cost

q

(n) = 2 n+1, where

n is the size of the input list (�rst argument). 2

2.2.2 Parallelization Overhead Analysis

Regarding the determination of the overheads

that appear together with the 
osts in the suf-

�
ient 
onditions of Se
tion 2.1.1, as mentioned

there, this is a more or less trivial task in sys-

tems where su
h 
osts 
an be 
onsidered 
on-

stant. However, it is often the 
ase that su
h


osts have, in addition to a 
onstant 
omponent,

other 
omponents whi
h 
an be a fun
tion of sev-

eral parameters, su
h as input data size, number

of input arguments, number of tasks, number of

a
tive pro
essors in the system, type of pro
es-

sor, et
., in whi
h 
ase some run-time evaluation

will be needed. For example, in a distributed

system, task spawning 
ost is often proportional

to data size, sin
e in many models a 
omplete


losure (a 
all plus its arguments) is sent to the

remote pro
essor. Thus, the evaluation of the

overheads also implies in general the generation

at 
ompile-time of a 
ost fun
tion, to be evalu-

ated at run-time when parameters (su
h as data

size in our previous example) are known.

2.2.3 Performing Granularity Control

Let us assume that te
hniques, su
h as those de-

s
ribed in general terms above, for determining

task 
osts and overheads are given. Then, the

remainder of the granularity 
ontrol task is to

devise a way to a
tually 
ompute su
h 
osts and

then 
ontrol task 
reation using su
h informa-

tion.

We take again the approa
h of doing as mu
h

of the work as possible at 
ompile-time. We

propose performing a transformation of the pro-

gram in su
h a way that the 
ost 
omputations

and spawning de
isions are en
oded in the pro-

gram itself, and in the most eÆ
ient way possi-

ble. The idea is to postpone the a
tual 
omputa-

tions and de
isions until run-time when the pa-

rameters missing at 
ompile-time, su
h as data

sizes or pro
essor load, are available. In par-

ti
ular, the transformed programs will perform

the following tasks: 
ompute input data sizes;

use those sizes to evaluate the 
ost fun
tions; es-

timate the spawning and s
heduling overheads;

de
ide whether to s
hedule tasks in parallel or

sequentially; de
ide whether granularity 
ontrol

should be 
ontinued or not, et
.

3 Cost Analysis in LP

We now further dis
uss the 
ost analysis prob-

lem in the 
ontext of logi
 programs. We distin-

guish between the 
ases of and-parallelism and

or-parallelism.

3.1 Cost Analysis for

AND-Parallelism

In (goal level) and-parallelism the units being

parallelized are goals. We have developed a lower

bound goal 
ost analysis (whi
h also in
ludes a

non-failure analysis) whi
h we brie
y sket
h (de-

tails 
an be found in [3℄). The problem when

estimating lower bounds is that in general it is

ne
essary to a

ount for the possibility of fail-

ure of head uni�
ation, leading a naive analy-

sis to always derive a trivial lower bound of 0.

Given (an upper approximation of) mode and

type information, the analysis of [3℄ 
an dete
t

pro
edures and goals whi
h 
an be guaranteed

not to fail. The te
hnique is based on an intu-

itively very simple notion, that of a (set of) tests

\
overing" the type of a variable. Con
eptually,

we 
an think of a 
lause as 
onsisting of a set of

primitive tests on the a
tual parameters of the


all, followed by body goals. The tests at the be-

ginning determine whether the 
lause should be
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exe
uted or not, and in general may involve pat-

tern mat
hing, arithmeti
 tests, type tests, et
.

A type refers to a set of terms. For any given


lause, we refer to the 
onjun
tion of the primi-

tive tests that determine whether it will be exe-


uted as \the tests of the 
lause;" the disjun
tion

of all the tests of the 
lauses that de�ne a parti
-

ular predi
ate will be referred to as \the test of

that predi
ate." Informally, the test of a predi-


ate 
overs the type of a variable if binding this

variable to any value in the type, the test of the

predi
ate su

eeds (the extension of this notion

to tuples of variables is straightforward).

An upper-bound 
ost analysis of goals 
an be

found in [5℄. It is very similar and simpler than

that of lower bounds, sin
e the fa
t that an up-

per bound on the a
tual run-time 
ost is being


omputed allows assuming that ea
h literal in

the body of the 
lause su

eeds and also that all


lauses are exe
uted (independently of whether

all solutions are required or not).

3.2 Cost analysis for

OR-Parallelism

The 
ase of or-parallelism is similar to that of

and-parallelism ex
ept that the units being par-

allelized are bran
hes of the 
omputation rather

than goals. However, the 
ost analyses of the

previous se
tions 
an be adapted by simply tak-

ing into a

ount the \
ontinuation" of the 
hoi
e

points being 
onsidered. As an example, 
on-

sider a 
lause h :� : : : ; L; L

1

; : : : ; L

n

:. Assume

that the predi
ate of literal L is p, and the de�ni-

tion of predi
ate p 
ontains \a" \eligible" 
lauses:

fCl

1

; : : : ; Cl

a

g, where Cl

i

= h

i

:� b

i

. In the

OR-Parallel exe
ution of literal L, the \a" 
hoi
es

(ea
h one 
orresponding to a 
lause of predi
ate

p) and their 
ontinuations (the rest of the L

i

and

the other goals L

n+1

to L

k

that may appear af-

ter them in the resolvent at the time L is left-

most) are exe
uted in parallel. Let Cost


l

i

(x)

and Cost

L

i

(x) denote the 
ost of 
lause Cl

i

and

literal L

i

respe
tively, then the 
ost of the 
hoi
e


orresponding to 
lause Cl

i

, denoted by Cost


h

i


an be 
omputed as follows: if we are 
omput-

ing lower bounds we have that Cost

l


h

i

(x) =

Cost

l


l

i

(x) +

m

P

j=1

Cost

l

L

j

(x), if non-failure is en-

sured for 
lause Cl

i

and m is the �rst literal

for whi
h non-failure is not ensured; or, alter-

natively, Cost

l


h

i

(x) = Cost

l


l

i

(x), if non-failure

is not ensured for 
lause Cl

i

. On the other

hand, when 
omputing upper bounds we have

that Cost

u


h

i

(x) = Cost

u


l

i

(x) +

k

P

j=1

Cost

u

L

i

(x).

La
k of spa
e prevents us from des
ribing in de-

tail the determination of L

n+1

to L

k

, the 
ontin-

uations of the 
lause under 
onsideration, but we

note that this 
annot be obtained dire
tly from

the 
all graph in the presen
e of last 
all opti-

mization. For this reason, we have devised an

adaptation of the notion of FOLLOW sets from

the theory of 
ontext free grammars [1℄ to address

this problem [7℄.

4 Granularity Control in LP

We now address the issue of performing the a
-

tual granularity 
ontrol in logi
 programs.

4.1 Granularity Control for AND-

Parallelism

We use an example to explain the basi
 pro-

gram transformation intuitively sin
e a formal

presentation would unne
essarily make it more


omplex.

2

Example 4.1 Consider the predi
ate q/2 de-

�ned in Example 2.1, the predi
ate r/2 de�ned

as follows:

r([℄,[℄).

r([X|RX℄,[X2|RX1℄) :-

X1 is X * 2, X2 is X1 + 7, r(RX,RX1).

and the paral-

lel goal: ..., q(X,Y) & r(X), ..., in whi
h

literals q(X,Y) and r(Z) are exe
uted in paral-

lel, as des
ribed by the & (parallel 
onjun
tion)


onne
tive [11℄.

The 
ost fun
tions of q/2 and r/2 are

Cost

q

(n) = 2 n + 1 and Cost

r

(n) = 3 n + 1 re-

spe
tively. Assume a number of pro
essors p � 2.

A

ording to Theorem 2.3, the previous goal 
an

safely be transformed into the following one:

..., length(X, LX),

Cost_q is LX*2+1, Cost_r is LX*3+1,

(Cost_q > 15, Cost_r > 15

-> q(X,Y) & r(X); q(X,Y), r(X)), ...

where a value for the threshold (Thres

u

) of 15

units of 
omputation is assumed, the variables

Cost q and Cost r denote the 
ost of the (se-

quential) exe
ution of goal q(X,Y) and r(Z) re-

spe
tively, and LX denotes the length of the list

X. 2

2

Although presenting the te
hnique proposed in terms

of a sour
e-to-sour
e transformation is 
onvenient for 
lar-

ity and also a viable implementation te
hnique, the trans-

formation 
an also obviously be implemented at a lower

level in order to redu
e the run-time overheads involved

even further.
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4.2 Granularity Control for OR-

Parallelism

Consider the 
lause body : : : ; L; L

1

; : : : ; L

n

: in

the example in Se
tion 3.2. This body 
an be

transformed in order to perform granularity 
on-

trol as follows: : : : ; (
ond -> L

0

; L); L

1

; : : : ; L

n

:

Where L

0

is the parallel version of L, and is 
re-

ated by repla
ing the predi
ate name of L (p) by

another one, say p

0

, su
h that p

0

is the parallel

version of p, and is obtained from p by repla
ing

predi
ate name p with p

0

in all 
lauses of p. p

0

is

then de
lared as \parallel" by means of the ap-

propriate dire
tive. If 
ond holds, then the literal

L

0

(parallel version of L) is exe
uted otherwise L

is exe
uted.

A problem with the use of a predi
ate level

parallelism dire
tive is that either all or none of

its 
lauses are exe
uted in parallel. Sin
e there


an be di�eren
es of 
osts between 
lauses, this


an lead to worse load-balan
ing, so a better


hoi
e 
an be the use of some de
laration whi
h

allows us to spe
ify 
lusters of 
lauses su
h that

within ea
h 
luster 
lauses are exe
uted sequen-

tially, and the di�erent 
lusters are exe
uted in

parallel. That way, we 
an have several parallel

versions of a predi
ate, ea
h of them exe
uted if

a parti
ular 
ondition holds. This is illustrated

in the following example, where a 
all to p in

...,p, q, r. and predi
ate p are transformed

as follows:

..., (
ond_1

-> p1

; (
ond_2 -> p2; p )), q, r.

p:- q1, q2, q3.

p:- r1, r2.

p:- s1, s2.

p.

p1:- q1, q2, q3 // p2:- q1, q2, q3 //

p1:- r1, r2 // p2:- r1, r2.

p1:- s1, s2. p2:- s1, s2.

p1. p2.

5 Redu
ing Granularity

Control Overhead

The transformations proposed inevitably intro-

du
e some new overheads in the exe
ution. It

would be desirable to redu
e this run-time over-

head as mu
h as possible. We propose optimiza-

tions whi
h in
lude test simpli�
ation, improved

term size 
omputation, and stopping granularity


ontrol, where if it 
an be determined that a goal

will not produ
e tasks whi
h are 
andidates for

parallel exe
ution, then a version whi
h does not

perform granularity 
ontrol is exe
uted.

In order to dis
uss the optimizations we need

to introdu
e some terms. We �rst re
all the no-

tion of \size" of a term. Various measures 
an

be used to determine the \size" of an input, e.g.,

term-size, term-depth, list-length, integer-value,

et
. (see e.g. [5℄). The measure(s) appropriate

in a given situation 
an generally be determined

by examining the operations performed in the

program. Let j � j

m

: H ! N

?

be a fun
-

tion that maps ground terms to their sizes un-

der a spe
i�
 measure m, where H is the Her-

brand universe, i.e. the set of ground terms of

the language, and N

?

the set of natural num-

bers augmented with a spe
ial symbol ?, de-

noting \unde�ned". Examples of su
h fun
tions

are \list length", whi
h maps ground lists to

their lengths and all other ground terms to ?;

\term size", whi
h maps every ground term to

the number of 
onstants and fun
tion symbols

appearing in it; \term depth", whi
h maps ev-

ery ground term to the depth of its tree repre-

sentation; and so on. Thus, j[a; b℄j

list length

= 2,

but jf(a)j

list length

= ?. We extend the de�ni-

tion of j � j

m

to tuples of terms in the obvious

way, by de�ning the fun
tion Siz

m

: H

n

7! N

?

n

,

su
h that Siz

m

((t

1

; : : : ; t

n

)) = (jt

1

j

m

; : : : ; jt

n

j

m

).

Let I and I

0

denote two tuples of terms, � a set

of substitutions and � a substitution. We also

de�ne the set of states 
orresponding to a 
er-

tain 
lause point as those states whose leftmost

goal 
orresponds to the literal after that program

point. We de�ne the set of substitutions at a


lause point in a similar way.

De�nition 5.1 [Comp fun
tion℄ Given a state

s

1


orresponding to a 
lause point p

1

, the 
urrent

substitution � 
orresponding to that state, and

another 
lause point p

2

, we de�ne 
omp(�; p

2

) as

the set of substitutions at point p

2

whi
h 
orre-

spond to states that are in the same derivation

as s

1

.

De�nition 5.2

[Dire
tly 
omputable sizes℄ Consider a set � of

substitutions at a 
lause point p

1

and another


lause point p

2

. Siz

m

(I

0

) is dire
tly 
omputable

in p

2

from Siz

m

(I) with respe
t to � if exists a

(
omputable) fun
tion  su
h that for all �, �

0

,

� 2 �, and �

0

2 
omp(�; p

2

), Siz

m

(I�) is de�ned

and Siz

m

(I

0

�

0

) =  (Siz

m

(I�)).

De�nition 5.3

[Equivalen
e of expressions℄ Two expressions E

and E

0

are equivalent with respe
t to the set of

substitutions � if for all � 2 � E� yields the same

value as E

0

� when evaluated.
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5.1 Test Simpli�
ation

Informally, we 
an view test simpli�
ation as fol-

lows: the starting point is an expression whi
h is

a fun
tion of the size of a set of terms. We try to

�nd an expression whi
h is equivalent to it but

whi
h is a fun
tion of a smaller set of terms. Also,

we apply standard arithmeti
 simpli�
ations to

this expression. Sin
e this new expression will

have less variables, simpli�
ation will be easier

and the 
orresponding simpli�ed expression will

be less 
ostly to 
ompute.

Let us now formally des
ribe the notion of

simpli�
ation of expressions. Consider the set of

substitutions �

0

at 
lause point p

2

, just before

exe
ution of goal g. Assume that we have an

expression E(Siz

m

(I

0

)) to evaluate at p

2

. The

obje
tive is to �nd a program point p

1

and a set

of terms I su
h that Siz

m

(I

0

) is dire
tly 
om-

putable at p

2

from Siz

m

(I) with respe
t to �

with the fun
tion  , where � is the set of sub-

stitutions at 
lause point p

1

and either p

1

= p

2

or p

1

pre
edes p

2

and E(Siz

m

(I

0

)) appear after

p

1

. We have that E( (Siz

m

(I)) is equivalent to

E(Siz

m

(I

0

)) with respe
t to �

0

. Then we 
an


ompute an expression E

0

whi
h is equivalent to

E( (Siz

m

(I)) (by means of simpli�
ations) with

respe
t to �

0

and its evaluation 
ost is less than

that of E( (Siz

m

(I)). The following example il-

lustrates this kind of optimization.

Example 5.1 Consider the

goal ..., q(X,Y) & r(X), ... in Example 4.1.

In this example I = I

0

= (X); Siz(I

0

) is di-

re
tly 
omputable from Siz(I) with respe
t to �

with  , where  is the identity fun
tion. Siz(I�)

is de�ned for all � in �, sin
e X is bound to a

ground list. Thus, we have that for all � 2 � and

for all �

0

2 
omp(�; p

2

), Siz(I

0

�

0

) =  (Siz(I�)).

E(Siz(I)) � max(2 Siz(X)+ 1; 3 Siz(X)+ 1)+

15 � 2 Siz(X) + 1 + 3 Siz(X) + 1. Let us

now 
ompute E

0

. We have that for all � 2 �,

max(2 Siz(X)+1; 3 Siz(X)+1) � 3 Siz(X)+1,

so we have 3 Siz(X) + 1 + 15 � 2 Siz(X) +

1 + 3 Siz(X) + 1 whi
h is simpli�ed to 15 �

2 Siz(X) + 1 and then to 7 � Siz(X) whi
h is

E

0

. Using this expression we get a more eÆ
ient

transformed program than in Example 4.1:

..., length(X, LX),

( LX > 7 -> q(X, Y) & r(X)

; q(X, Y), r(X) ), ...

2

In some 
ases test simpli�
ation avoids evalu-

ating 
ost fun
tions, so that term sizes are 
om-

pared dire
tly with some threshold. Assume that

we have a test of the form Cost

p

(n) > G where

G is a number and Cost

p

(n) is a monotone 
ost

fun
tion on one variable for some predi
ate p.

In this 
ase, a value k 
an be found su
h that

Cost

p

(k) � G and Cost

p

(k+1) > G, so that the

previous expression 
an be redu
ed to n > k.

5.2 Stopping Granularity Control

An important optimization aimed at redu
ing the


ost of granularity 
ontrol is based on dete
ting

when an invariant holds re
ursively on the 
ondi-

tion to perform parallelization/sequentialization

and exe
uting in those 
ases a version of the pred-

i
ate whi
h does not perform granularity 
ontrol

and exe
utes in the appropriate way whi
h 
or-

responds to the invariant.

Example 5.2 Consider the predi
ate qsort/2

de�ned as follows:

qsort([℄, [℄).

qsort([First|L1℄, L2) :-

partition(First, L1, Ls, Lg),

(qsort(Ls, Ls2) & qsort(Lg, Lg2)),

append(Ls2, [First|Lg2℄, L2).

The following transformation will perform gran-

ularity 
ontrol based on the 
ondition given in

Theorem 2.3 and the dete
tion of an invari-

ant (tests have already been simpli�ed {we omit

details{ so that the input data sizes are dire
tly


ompared with a threshold):

g_qsort([℄, [℄).

g_qsort([First|L1℄, L2) :-

partition(First, L1, Ls, Lg),

length(Ls,SLs), length(Lg,SLg),

SLs > 20 ->

(SLg > 20 ->

g_qsort(Ls,Ls2) & g_qsort(Lg,Lg2);

g_qsort(Ls,Ls2), s_qsort(Lg,Lg2));

(SLg > 20 ->

s_qsort(Ls,Ls2), g_qsort(Lg,Lg2);

s_qsort(Ls,Ls2), s_qsort(Lg,Lg2)),

append(Ls2, [First|Lg2℄, L2).

s_qsort([℄, [℄).

s_qsort([First|L1℄, L2) :-

partition(First, L1, Ls, Lg),

s_qsort(Ls, Ls2), s_qsort(Lg, Lg2),

append(Ls2, [First|Lg2℄, L2).

Note that if the input size is less than the thresh-

old (20 units of 
omputation in this 
ase) then a

(sequential) version whi
h does not perform gran-

ularity 
ontrol is exe
uted. This is based on the

dete
tion of a re
ursive invariant: in subsequent

re
ursions this goal will not produ
e tasks with

input sizes greater or equal than the threshold,

and thus, for all of them, exe
ution should be per-
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formed sequentially and obviously no granularity


ontrol is needed. In [8℄ te
hniques are presented

for dete
ting su
h invariants. 2

5.3 Redu
ing Term Size Computa-

tion Overhead

With regard to term size 
omputation, the stan-

dard approa
h is to expli
itly traverse terms, us-

ing builtins su
h as length/2. However su
h


omputation 
an also be 
arried out in other ways

whi
h 
an potentially redu
e run-time overhead:

1. In the 
ase where input data sizes to the

subgoals in the body that are 
andidates for

parallel exe
ution are dire
tly 
omputable

from those in the 
lause head (an example

of this is the 
lassi
al \Fibona

i" ben
h-

mark { see Example 7.1) su
h sizes 
an

be 
omputed by evaluating an arithmeti


operation. Clause heads 
an supply their

input data size through additional argu-

ments.

2. Otherwise term size 
omputation 
an be

simpli�ed by transforming 
ertain pro
e-

dures in su
h a way that they 
ompute term

sizes \on the 
y". This te
hnique is fully

des
ribed in [10℄.

3. In the 
ases where term sizes are 
om-

pared dire
tly with a threshold it is not

ne
essary to traverse all the terms involved,

but rather only to the point at whi
h the

threshold is rea
hed.

6 Taking Into A

ount the

Cost of Granularity Con-

trol

As a result of the simpli�
ations proposed in the

previous se
tions three di�erent types of spe
ial-

ized versions of a predi
ate 
an be generated:

sequential, parallel with no granularity 
ontrol,

and parallel with granularity 
ontrol. In this se
-

tion we address the issue of how to sele
t among

these versions. We 
an view this as a re
onsider-

ation of the original problem of de
iding between

parallel and sequential exe
ution, addressed in

Se
tion 2, but where we add the new issue of

de
iding whether to perform granularity 
ontrol

or not. Let T

s

, T

p

, and T

g

denote the exe
u-

tion time of the sequential, parallel, and gran-

ularity 
ontrol versions for the predi
ate 
orre-

sponding to a given 
all. The original problem

ta
kled in Se
tion 2 
an be viewed as determin-

ing min(T

s

; T

p

; T

g

). Essentially, what we would

now like to determine is min(T

s

; T

p

; T

g

). Again,

this is not 
omputable ahead of the exe
ution of

the goals and we are on
e more for
ed to 
om-

pute an approximation based on heuristi
s or suf-

�
ient 
onditions. We again take the latter ap-

proa
h, i.e. using suÆ
ient 
onditions, whi
h we

would in prin
iple try to 
ompute for ea
h of the

six possible 
ases involved: T

g

� T

s

, T

p

� T

s

,

T

p

� T

g

, T

s

� T

g

, T

s

� T

p

and T

g

� T

p

. Sin
e we


an only approximate these 
onditions an impor-

tant issue is the de
ision taken when none of su
h


onditions 
an be proved to hold. One solution

is to have a pre-determined order relation whi
h

is used unless another relation 
an be proven to

be true. This 
orresponds to the two 
ases of

\sequentializing by default" or \parallelizing by

default" studied in Se
tion 2, where only one 
on-

dition was 
onsidered. For example, a default or-

dering might be: T

g

� T

s

� T

p

, whi
h essentially

expresses a default assumption that the optimal

exe
ution time is a
hieved when exe
ution is per-

formed in parallel with granularity 
ontrol unless

the 
ontrary is proven. Goals are also exe
uted

sequentially unless parallel exe
ution is proven to

take less time. If the \no-slowdown" 
ondition is

to be enfor
ed, i.e. it is required that the sequen-

tial exe
ution time not be ex
eeded, then, in all

pre-determined order relations we must have that

T

s

� T

g

and T

s

� T

p

.

Note that these pre-determined order rela-

tions 
an be partial. In that 
ase at some point

a heuristi
 has to be applied. The order between

two 
osts T

1

and T

2


an then determined as fol-

lows:

1. If T

1

and T

2

are related in the pre-

determined order relation, then 
ompute a

suÆ
ient 
ondition to prove the opposite

order;

2. else, if some suÆ
ient 
ondition to prove ei-

ther of the relations T

1

� T

2

or T

2

� T

1

holds then we 
hoose the 
orresponding

one; otherwise the order 
an be determined

by means of some heuristi
s.

A good heuristi
 
an be to use the average of the

lower and upper bound whi
h are already 
om-

puted or take the average of the 
omputed 
osts

of the di�erent 
lauses of a predi
ate.
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7 Determining T

p

and T

g

of a


all

The determination of a bound for T

s

has already

been addressed in the previous se
tions. There,

T

p

was simply assumed to be the same as T

s

, tak-

ing as its approximation the opposite bound to

that used for T

s

. We now address the issue of de-

termining T

p

more pre
isely and also determining

T

g

. For 
on
iseness, we present the te
hniques by

means of an example.

Example 7.1 Let us 
onsider a transformed

version of the fib/2 predi
ate (g fib/2) whi
h

performs run-time granularity 
ontrol:

g_fib(0,0).

g_fib(1,1).

g_fib(N,F) :-

N1 is N-1, N2 is N-2,

N > 15 ->

(g_fib(N1,F1) & g_fib(N2,F2))

;(s_fib(N1,F1), s_fib(N2,F2)),

F is F1+F2.

s_fib(0,0).

s_fib(1,1).

s_fib(N,F) :-

N > 1, N1 is N-1, N2 is N-2,

s_fib(N1,F1), s_fib(N2,F2), F is F1+F2.

2

7.1 Cost of parallel exe
ution with-

out granularity 
ontrol: T

p

7.1.1 Upper bounds

In general it is diÆ
ult to give a non-trivial up-

per bound on the 
ost of the parallel exe
ution

of a given set of tasks, sin
e it is diÆ
ult to pre-

di
t the number of free pro
essors that will be

available to them at exe
ution time. Note that

a trivial upper bound 
an be 
omputed in some


ases by assuming that all the potentially parallel

goals are 
reated as separate tasks but they are

all exe
uted by one pro
essor.

Consider the predi
ate fib/2 de�ned in Ex-

ample 7.1. Let Is denote the size of the in-

put (�rst argument) and T

p

(Is) the 
ost of the

parallel exe
ution without granularity 
ontrol of

a 
all to predi
ate fib/2 for an input of size

Is. The following di�eren
e equation 
an be set

up for the re
ursive 
lause of fib/2: T

u

p

(Is) =

C

u

b

(Is)+Spaw

u

(Is)+S
hed

u

(Is)+T

u

p

(Is�1)+

T

u

p

(Is � 2) + C

u

a

(Is) for Is > 1, where C

b

(Is)

and C

a

(Is) represent the 
osts of the sequential

exe
ution of the literals before and after the par-

allel 
all respe
tively, that is, C

b

(Is) represents

the 
ost of N1 is N-1,N2 is N-2 and Cost

a

(Is)

the 
ost of F is F1+F2. The solution to this dif-

feren
e equation gives the 
ost of a 
all to fib/2

for an input of size Is. The following boundary


onditions for the equation are obtained from the

base 
ases: T

u

p

(0) = 1 and T

u

p

(1) = 1.

7.1.2 Lower bounds

A trivial lower bound (taken non-failure into a
-


ount, as dis
ussed in [3℄) 
an be 
omputed

as follows: T

l

p

(Is) =

W

l

p

(Is)

p

, where W

l

p

repre-

sents the work performed by the parallel exe-


ution with no granularity 
ontrol of a 
all to

predi
ate fib/2 for an input of size Is, and


an be 
omputed by solving the following di�er-

en
e equation: W

l

p

(Is) = C

l

b

(Is) + Spaw

l

(Is) +

S
hed

l

(Is)+W

l

p

(Is�1)+W

l

p

(Is�2)+C

l

a

(Is) for

Is > 1, with the boundary 
onditions: W

l

p

(0) = 1

and W

l

p

(1) = 1.

As an alternative, another value for T

l

p

(Is)


an be obtained by solving the following di�er-

en
e equation: T

l

p

(Is) = C

l

b

(Is) + Spaw

l

(Is) +

S
hed

l

(Is) + T

l

p

(Is � 1) + C

l

a

(Is) for Is > 1,

with the boundary 
onditions: T

l

p

(0) = 1 and

T

l

p

(1) = 1. In this 
ase, an in�nite number of pro-


essors is 
onsidered. Sin
e in ea
h \fork" there

are two bran
hes, the longest of them (T

u

p

(Is�1))

is 
hosen.

7.2 Cost of the exe
ution with

granularity 
ontrol: T

g

7.2.1 Upper bounds

The following di�eren
e equation 
an be set up

for the re
ursive 
lause of fib/2: T

u

g

(Is) =

C

u

b

(Is)+Test

u

(Is)+Spaw

u

(Is)+S
hed

u

(Is)+

T

u

g

(Is � 1) + T

u

g

(Is � 2) + C

u

a

(Is) for Is > 15.

We assume that all the potentially parallel goals

are 
reated as separate tasks but they are all

exe
uted by one pro
essor, as is done in Se
-

tion 7.1.1.

For a 
all with Is = 15 there is no over-

head asso
iated with parallel exe
ution sin
e it

is performed sequentially, so that the following

boundary 
onditions are obtained: T

u

g

(15) =

Test

u

(15) + T

u

s

(15); and T

u

g

(Is) = T

u

s

(15) for

Is � 15, where T

u

s

(15) denotes the sequential ex-

e
ution time of a 
all to fib/2 with an input of

size 15.
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7.2.2 Lower bounds

A trivial lower bound (taken non-failure into a
-


ount) 
an be 
omputed as follows: T

l

g

(Is) =

W

l

g

(Is)

g

, where W

l

g

represents the work performed

by the exe
ution with granularity 
ontrol of a


all to fib/2 for an input of size Is, whi
h


an be 
omputed by solving the following di�er-

en
e equation: W

l

g

(Is) = C

l

b

(Is) + Test

l

(Is) +

Spaw

l

(Is) +S
hed

l

(Is) +W

l

g

(Is� 1)+W

l

g

(Is�

2) + C

l

a

(Is) for Is > 1, with the boundary


onditions: W

l

g

(15) = Test

l

(15) + T

l

s

(15), and

W

l

g

(Is) = T

l

s

(15) for Is � 15, where T

l

s

(15) de-

notes a lower bound on the sequential exe
ution

time of a 
all to fib/2 with an input of size 15.

Another value for T

l

g

(Is) 
an be obtained

by solving the following di�eren
e equation:

T

l

g

(Is) = C

l

b

(Is) + Test

l

(Is) + Spaw

l

(Is) +

S
hed

l

(Is)+T

l

g

(Is�1)+C

l

a

(Is) for Is > 1, with

the boundary 
onditions: T

l

g

(15) = Test

l

(15) +

T

l

s

(15), and T

l

g

(Is) = T

l

s

(15) for Is � 15.

8 Experimental Results

We have developed a granularity 
ontrol system

based on the ideas presented for (independent,

goal level) and-parallelism in logi
 programs and

tested it with &-Prolog [11℄, a parallel Prolog sys-

tem, on a Sequent Symmetry multipro
essor us-

ing 4 pro
essors. Table 1 presents results of gran-

ularity analysis (showing exe
ution times in se
-

onds) for four representative ben
hmarks (more

results 
an be found in [7℄) and for two levels of

task 
reation and spawning overhead (O): mini-

mal (m), representing the default overhead found

in the &-Prolog shared memory implementation

(whi
h is very small { a few mi
rose
onds), and

an overhead (the &-Prolog system allows adding

arbitrary overheads to task 
reation via a run-

time swit
h) of 5 millise
onds (5), whi
h should

be representative of a hierar
hi
al shared mem-

ory system or of an eÆ
ient implementation on

a multi
omputer with a very fast inter
onne
t.

The program unb matrix performs the multi-

pli
ation of 4 � 2 and 2 � 1000 matri
es. Re-

sults are given for several degrees of optimiza-

tion of the granularity 
ontrol pro
ess: naive

granularity 
ontrol (g
), adding test simpli�
a-

tion (g
t), adding stopping granularity 
ontrol

(g
ts), and adding \on-the-
y" 
omputation of

data size (g
tss). Results are also given for the

sequential exe
ution (seq) and the parallel exe-


ution without granularity 
ontrol (ng
) for 
om-

parison. The obtained speedups have been 
om-

puted with respe
t to ng
. The importan
e of

the optimizations proposed is underlined by the

fa
t that they result in steadily in
reasing per-

forman
e as they are added. Also, ex
ept in the


ase of qsort on a very low overhead system,

the fully optimized versions show substantial im-

provements w.r.t. performing no granularity 
on-

trol. Note that the situations studied are on a

small shared memory ma
hine and a
tualy imply

very little parallel task overhead, i.e. the 
ondi-

tions under whi
h granularity 
ontrol o�ers the

least advantages. Thus the results 
an be seen

as lower bounds on the potential improvement.

Obviously on systems with higher overheads su
h

as distributed systems, the bene�ts 
an be mu
h

larger.

Referen
es

[1℄ A. V. Aho, R. Sethi, and J. D. Ullman.

Compilers { Prin
iples, Te
hniques and Tools.

Addison-Wesley, 1986.

[2℄ B. Bjerner and S. Holmstrom. A Compositional

Approa
h to Time Analysis of First Order Lazy

Fun
tional Programs. In Pro
. ACM Fun
tional

Programming Languages and Computer Ar
hi-

te
ture, pages 157{165. ACM Press, 1989.

[3℄ S. Debray, P. L�opez Gar
��a, M. Hermenegildo,

and N. Lin. Lower Bound Cost Estimation for

Logi
 Programs. Te
hni
al Report TR Number

CLIP4/94.0, T.U. of Madrid (UPM), Fa
ultad

Inform�ati
a UPM, 28660-Boadilla del Monte,

Madrid-Spain, Mar
h 1994.

[4℄ S. K. Debray, N.-W. Lin, and M. Hermenegildo.

Task Granularity Analysis in Logi
 Programs.

In Pro
. of the 1990 ACM Conf. on Pro-

gramming Language Design and Implementa-

tion, pages 174{188. ACM Press, June 1990.

[5℄ S.K. Debray and N.W. Lin. Cost analysis of logi


programs. ACM Transa
tions on Programming

Languages and Systems, 15(5):826{875, 1993.

[6℄ P. Flajolet, B. Salvy, and P. Zimmermann. Au-

tomati
 Average-Case Analysis of Algorithms.

Theor. Comp. S
i., (79):37{109, 1991.

[7℄ P. L�opez Gar
��a, M. Hermenegildo, and S. K.

Debray. Towards Granularity Based Control of

Parallelism in Logi
 Programs. Te
hni
al Re-

port CLIP 5/94.0, Computer S
ien
e Fa
ulty,

Te
hni
al University of Madrid, June 1994.

[8℄ F. Giannotti and M. Hermenegildo. A Te
hnique

for Re
ursive Invarian
e Dete
tion and Sele
tive

Program Spe
ialization. In Pro
. 3rd. Int'l Sym-

posium on Programming Language Implemen-

tation and Logi
 Programming, pages 323{335.

Springer-Verlag, 1991.

[9℄ B. Goldberg and P. Hudak. Serial Combinators:

Optimal Grains of Parallelism. In Pro
. Fun
-

tional Programming Languages and Computer



12 PASCO'94: First International Symposium on Parallel Symboli
 Computation

programs seq ng
 g
 g
t g
ts g
tss

�b(19) 1.839 0.729 1.169 0.819 0.819 0.549

(O=m) 1 -60% -12% -12% +24%

�b(19) 1.839 0.970 1.389 1.009 1.009 0.639

(O=5) 1 -43% -4.0% -4.0% +34%

hanoi(13) 6.309 2.509 2.829 2.419 2.399 2.399

(O=m) 1 -12.8% +3.6% +4.4% +4.4%

hanoi(13) 6.309 2.690 2.839 2.439 2.419 2.419

(O=5) 1 -5.5% +9.3% +10.1% +10.1%

unb matrix 2.099 1.009 1.339 1.259 0.870 0.870

(O=m) 1 -32.71% -24.78% +13.78% +13.78%

unb matrix 2.099 1.039 1.349 1.269 0.870 0.870

(O=5) 1 -29.84% -22.14% +16.27% +16.27%

qsort(1000) 3.670 1.399 1.790 1.759 1.659 1.409

(O=m) 1 -28% -20% -19% -0.0%

qsort(1000) 3.670 1.819 2.009 1.939 1.649 1.429

(O=5) 1 -11% -6.6% +9.3% +21%

Table 1: Experimental results for ben
hmarks on &-Prolog.

Ar
hite
ture, Nan
y, Fran
e, volume 201, pages

382{399. Springer-Verlag LNCS, Aug 1985.

[10℄ M. Hermenegildo and P. L�opez Gar
��a. A

Te
hnique for Dynami
 Term Size Computation

via Program Transformation. Te
hni
al Report

CLIP 8/93.1(94), Computer S
ien
e Fa
ulty,

Te
hni
al University of Madrid, Mar
h 1994.

[11℄ M. Hermenegildo and K. Greene. The &-

prolog System: Exploiting Independent And-

Parallelism. New Generation Computing,

9(3,4):233{257, 1991.

[12℄ M. Hermenegildo and F. Rossi. Stri
t

and Non-Stri
t Independent And-Parallelism in

Logi
 Programs: Corre
tness, EÆ
ien
y, and

Compile-Time Conditions. Journal of Logi
 Pro-

gramming, 1994. To appear.

[13℄ L. Huelsbergen. Dynami
 Language Paralleliza-

tion. Te
hni
al Report 1178, Computer S
ien
e

Dept. Univ. of Wis
onsin, September 1993.

[14℄ L. Huelsbergen, J. R. Larus, and A. Aiken.

Using Run-Time List Sizes to Guide Parallel

Thread Creation. In Pro
. ACM Conf. on Lisp

and Fun
tional Programming, June 1994.

[15℄ S. Kaplan. Algorithmi
 Complexity of Logi


Programs. In Logi
 Programming, Pro
.

Fifth International Conferen
e and Symposium,

(Seattle, Washington), pages 780{793, 1988.

[16℄ B. Kruatra
hue and T. Lewis. Grain Size De-

termination for Parallel Pro
essing. IEEE Soft-

ware, January 1988.

[17℄ C. M
Greary and H. Gill. Automati
 Determi-

nation of Grain Size for EÆ
ient Parallel Pro-


essing. Communi
ations of the ACM, 32, 1989.

[18℄ D. Le M�etayer. ACE: An Automati
 Complexity

Evaluator. ACM Transa
tions on Programming

Languages and Systems, 10(2), April 1988.

[19℄ F. A. Rabhi and G. A. Manson. Using Complex-

ity Fun
tions to Control Parallelism in Fun
-

tional Programs. Res. Rep. CS-90-1, Dept. of

Computer S
ien
e, Univ. of SheÆeld, England,

Jan 1990.

[20℄ M. Rosendhal. Automati
 Complexity Analy-

sis. In Pro
. ACM Conferen
e on Fun
tional

Programming Languages and Computer Ar
hi-

te
ture, pages 144{156. ACM, New York, 1989.

[21℄ V. Sarkar. Partitioning and S
heduling Parallel

Programs for Multipro
essors. MIT Press, Cam-

bridge, Massa
husetts, 1989.

[22℄ P. Wadler. Stri
tness analysis aids time analysis.

In Pro
. Fifteenth ACM Symposium on Prin
i-

ples of Programming Languages, pages 119{132.

ACM Press, 1988.

[23℄ X. Zhong, E. Ti
k, S. Duvvuru, L. Hansen,

A.V.S. Sastry, and R. Sundararajan. Towards

an EÆ
ient Compile-Time Granularity Analysis

Algorithm. In Pro
. of the 1992 International

Conferen
e on Fifth Generation Computer Sys-

tems, pages 809{816. Institute for New Genera-

tion Computer Te
hnology (ICOT), June 1992.

[24℄ P. Zimmermann and W. Zimmermann. The

Automati
 Complexity Analysis of Divide-and-

Conquer Programs. Res. Rep. 1149, INRIA,

Fran
e, De
. 1989.


