
10. Tools for Sear
h-Tree Visualization: The

APT Tool

M. Carro and M. Hermenegildo

Te
hni
al University of Madrid, 28660-Madrid, Spain.

fm
arro,hermeg�fi.upm.es

Summary.

The 
ontrol part of the exe
ution of a 
onstraint logi
 program 
an be


on
eptually shown as a sear
h-tree, where nodes 
orrespond to 
alls, and

whose bran
hes represent 
onjun
tions and disjun
tions. This tree repre-

sents the sear
h spa
e traversed by the program, and has also a dire
t

relationship with the amount of work performed by the program. The

nodes of the tree 
an be used to display information regarding the state

and origin of instantiation of the variables involved in ea
h 
all. This depi
-

tion 
an also be used for the enumeration pro
ess. These are the features

implemented in APT, a tool whi
h runs 
onstraint logi
 programs while

depi
ting a (modi�ed) sear
h-tree, keeping at the same time information

about the state of the variables at every moment in the exe
ution. This

information 
an be used to replay the exe
ution at will, both forwards

and ba
kwards in time. These views 
an be abstra
ted when the size of

the exe
ution requires it. The sear
h-tree view is used as a framework

onto whi
h 
onstraint-level visualizations (su
h as those presented in the

following 
hapter) 
an be atta
hed.

10.1 Introdu
tion

Visualization of CLP exe
utions is re
eiving mu
h attention re
ently, sin
e it

appears that 
lassi
al visualizations are often too dependent on the program-

ming paradigms they were devised for, and do not adapt well to the nature

of the 
omputations performed by CLP programs. Also, the needs of CLP

programmers are quite di�erent [10.14℄. Basi
 appli
ations of visualization in

the 
ontext of CLP, as well as Logi
 Programming (LP), in
lude:

{ Debugging. In this 
ase it is often 
ru
ial that the programmer obtain a


lear view of the program state (in
luding, if possible, the program point)

from the pi
ture displayed. In this appli
ation, visualization is 
learly 
om-

plementary to other methods su
h as assertions [10.2, 10.10, 10.5℄ or text-

based debugging [10.6, 10.12, 10.15℄). In fa
t, many proposed visualizations

designed for debugging purposes 
an be seen as a graphi
al front-end to

text-based debuggers [10.11℄.

{ Tuning and optimizing programs and programming systems (whi
h may

be termed|and we will refer to it with this name|as performan
e debug-

ging). This is an appli
ation where visualization 
an have a major impa
t,

possibly in 
ombination with other well-established methods as, for exam-

ple, pro�ling statisti
s.
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{ Tea
hing and edu
ation. Some appli
ations to this end have already been

developed and tested, using di�erent approa
hes (see, for example, [10.13,

10.16℄).

In all of the above situations, a good pi
torial representation is funda-

mental for a
hieving a useful visualization. Thus, it is important to devise

representations that are well suited to the 
hara
teristi
s of CLP data and


ontrol. In addition, a re
urring problem in the graphi
al representations

of even medium-sized exe
utions is the huge amount of information that is

usually available to represent. To 
ope su

essfully with these undoubtedly

relevant 
ases, abstra
tions of the representations are also needed. Ideally,

su
h abstra
tions should show the most interesting 
hara
teristi
s (a

ord-

ing to the parti
ular obje
tives of the visualization pro
ess, whi
h may be

di�erent in ea
h 
ase), without 
luttering the display with unneeded details.

The aim of the visualization paradigms we dis
uss is quite broad|i.e.,

we are not 
ommitting ex
lusively to tea
hing, or to debugging|, but our

fo
us is debugging for 
orre
tness and, mainly, for performan
e. Visualization

paradigms 
an be divided into three 
ategories (whi
h 
an 
oexist together

seamlessly, and even be used together to a
hieve a better visualization): vi-

sualizing the exe
ution 
ow / 
ontrol of the program, visualizing the a
tual

variables (i.e., representing their run-time values), and visualizing 
onstraints

among variables. The three views are amenable to abstra
tion.

In this 
hapter we will fo
us on the task of visualizing the exe
ution


ow of 
onstraint logi
 programs. This is 
omplementary to the dis
ussion

on depi
tion of items of data and their relationship (e.g., the 
onstraints

themselves), that will be dis
ussed in Chapter 11. Herein, we will dis
uss

general ways in whi
h the 
ontrol aspe
ts of CLP exe
ution 
an be visualized.

Also, we will brie
y des
ribe APT, a prototype visualizer developed at UPM

whi
h implements some of the ideas presented in the 
hapter.

10.2 Visualizing Control

Program 
ow visualization (using 
ow
harts and blo
k diagrams, for exam-

ple) has been one of the 
lassi
al targets of visualization in Computer S
ien
e.

See, for example, [10.3℄ or the multiple versions of animated sorting algo-

rithms (e.g., those under http://reality.sgi.
om/austern/java/demo/demo.html

or http://www.
s.ub
.
a/spider/harrison/Java/sorting-demo.html), for

some depi
tions of data evolution in pro
edural and obje
t-oriented paradigms.

The examples shown there have a strong edu
ational 
omponent, but at the

same time 
an be used for studying performan
e problems in the algorithms

under 
onsideration.

One of the main 
hara
teristi
s of de
larative programming is the absen
e

of expli
it 
ontrol. Although this theoreti
al property results in many advan-

tages regarding, for example, program analysis and transformation, programs
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are exe
uted in pra
ti
e with �xed evaluation rules,

1

and di�erent de
lara-

tively 
orre
t programs aimed at the same task 
an show wide di�eren
es in

eÆ
ien
y (in
luding termination, whi
h obviously a�e
ts total 
orre
tness).

These di�eren
es are often related to the evaluation order. Understanding

those evaluation rules is important in order to write eÆ
ient programs. In

this 
ontext, a good visualization of the program exe
ution (probably 
om-

bined with other tools) 
an help to un
over performan
e (or even 
orre
tness)

bugs whi
h might otherwise be very diÆ
ult to lo
ate.

In CLP programs (espe
ially in those using �nite domains) it is possi-

ble to distinguish two exe
ution phases from the point of view of 
ontrol


ow: the programmed sear
h whi
h results from the a
tual program steps en-


oded in the program 
lauses, and the solver operations, whi
h en
ompass the

steps performed inside the solver when adding equations or when 
alling the

(generally built-in) enumeration predi
ates. These two phases 
an be freely

interleaved during the exe
ution.

10.3 The Programmed Sear
h as a Sear
h Tree

The programmed sear
h part of CLP exe
ution is similar in many ways to

that of LP exe
ution. The visualization of this part of (C)LP program exe-


ution traditionally takes the form of a dire
t representation of the sear
h-

tree, whose nodes stand for 
alls, su

esses, redos and failures|i.e., the

events whi
h take pla
e during exe
ution. Classi
al LP visualization tools,

of whi
h the Transparent Prolog Ma
hine (TPM [10.13℄) is paradigmati
,

are based on this representation. In parti
ular, the TPM uses an augmented

AND-OR tree (AORTA), in whi
h AND and OR bran
hes are 
ompressed

and take up less verti
al spa
e, but the information 
onveyed by it is ba-

si
ally the same as in a usual AND-OR tree (see below a more 
omplete

des
ription of the AORTA tree). This tree 
an be used both for displaying

the sear
h as expli
itly 
oded by the programmer, and for representing the

sear
h impli
itly performed by enumeration predi
ates.

It is true that in CLP programs the 
ontrol part has usually less impor-

tan
e than in LP, sin
e most of the time is spent in equation solving and

enumeration. However, note that one of the main di�eren
es between C(L)P

and, e.g., Operations Resear
h, is the ability to set up equations in an algo-

rithmi
 fashion, and to sear
h for the right set of equations. Although this

part may sometimes be short (and perhaps deterministi
), it may also be

quite large and it is in any 
ase relevant, for performan
e debugging, to be

able to represent and understand its 
ontrol 
ow.

Given the previous 
onsiderations, a �rst approa
h whi
h 
an be used

in order to visualize CLP exe
utions is to represent the part 
orresponding

1

By \�xed" we mean that these rules 
an be deterministi
ally known at run-time,

although maybe not known stati
ally.
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to the exe
ution of the program 
lauses (the programmed sear
h) using a

sear
h-tree depi
tion. Note that the 
onstraint-related operations of a CLP

exe
ution (enumeration/propagation) typi
ally o

ur in \bursts" whi
h 
an

be asso
iated to points of the sear
h-tree. Thus, the sear
h tree depi
tion 
an

be seen as primary view or a skeleton onto whi
h other views of the state of

the 
onstraint store during enumeration and propagation (and whi
h we will

address in Se
tion 10.4) 
an be grafted or to whi
h they 
an be related.

10.4 Representing the Enumeration Pro
ess

The enumeration pro
ess typi
ally performed by �nite domain solvers (in-

volving, e.g., domain splitting, 
hoosing paths for 
onstraint propagation,

and heuristi
s for enumeration) often a�e
ts performan
e 
riti
ally. Observ-

ing the behavior of this pro
ess in a given problem (or 
lass of problems)


an help to understand the sour
e of performan
e 
aws and reveal that a

di�erent set of 
onstraints or a di�erent enumeration strategy would improve

the eÆ
ien
y of the program.

The enumeration phase 
an be seen as a sear
h for a mapping of values to

variables whi
h satisfy all the 
onstraints set up so far. It takes the form of (or


an be modeled as) a sear
h whi
h non-deterministi
ally narrows the domains

of the variables and, as a result of the propagation of these 
hanges, updates

the domains of other variables. Ea
h of these steps results in either failure (in

whi
h 
ase another bran
h of the sear
h is 
hosen by setting the domain of the

sele
ted variable di�erently or by pi
king another variable to update) or in

a new state with updated domains for the variables.

2

Thus, one approa
h in

order to depi
t this pro
ess is to use the same representation proposed for the

programmed sear
h, i.e., to use a tree representation, in either time or event

spa
e. In this 
ase nodes 
on
erning the sele
tion of variables and sele
tion of

domains should be 
learly distinguished, as they represent radi
ally di�erent


hoi
es. Another alternative, whi
h fo
uses more on data evolution than on


ontrol 
ow, is to simply visualize those steps as a su

ession of states for

all the variables (as shown in Se
tion 11.2.1 and Figures 11.3 and 11.4 of

Chapter 11), or show an altogether ad-ho
 representation of enumeration.

The display of the enumeration pro
ess 
an have di�erent degrees of faith-

fulness to what a
tually happens internally in the solver. Showing the internal

behavior of the solver is not always possible, sin
e in some CLP systems the

enumeration and propagation parts of the exe
ution are performed at a level

not a

essible from user 
ode. This 
ompli
ates the program visualization,

sin
e in order to gather data, either the system itself has to be instrumented

2

This enumeration 
an often be en
oded as a Prolog-like sear
h pro
edure whi
h

sele
ts a variable, inspe
ts its domain, and narrows it, with failure as a possible

result. The inspe
tion and setting of the domains of the variables are typi
ally

primitive operations of the underlying system.
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to produ
e the data (as in the CHIP Tree Visualizer [10.1℄, Chapter 7), or

suÆ
ient knowledge about the solver operation must be available so that its

operation 
an be mimi
ked externally in a meta-interpreter inside the visual-

izer, and inserted transparently between the user-per
eived exe
ution steps.

Other types of visualization 
on
erned with the internal work performed

by the solver need low-level support from the 
onstraint solver. They are

very useful for system implementors who have a

ess to the system internals,

and for the programmer who wants to really �ne-tune a program to a
hieve

superior performan
e in a given platform, but its own nature prevents them

from being portable a
ross platforms. Therefore we 
hose to move towards

generalization at the expense of some losses, and base a more general, user-

de�nable depi
tion, on simpler, portable primitives, while possible. These

may not have a

ess to all the internal 
hara
teristi
s of a programming

system, but in turn 
an be used in a variety of environments.

10.5 Coupling Control Visualization with Assertions

One of the te
hniques used frequently for program veri�
ation and 
orre
t-

ness debugging is to use assertions whi
h (partially) des
ribe the spe
i�
ation

and 
he
k the program against these assertions (see, e.g., [10.2, 10.10, 10.5℄,

and Chapters 1, 2, 3, and 4 and their referen
es). The program 
an some-

times be 
he
ked stati
ally for 
omplian
e with the assertions, and when this


annot be ensured, run-time tests 
an be automati
ally in
orporated into the

program. Typi
ally, a warning is issued if any of these run-time tests fail,


agging an error in the program, sin
e it has rea
hed a state not allowed

by the spe
i�
ation. It appears useful to 
ouple this kind of run-time testing

with 
ontrol visualization. Nodes whi
h 
orrespond to run-time tests 
an be,

for example, 
olor 
oded to re
e
t whether the asso
iated 
he
k su

eeded

or failed; the latter 
ase may not ne
essarily mean that the bran
h being

exe
uted has to fail as well. This allows the programmer to easily pinpoint

the state of the exe
ution that results in the violation of an assertion (and,

thus, of the spe
i�
ation) and, by 
li
king on the nodes asso
iated to the

run-time 
he
ks, to explore for the reason of the error by following the sour
e

of instantiation of the variables. As mentioned before, the design of the tree

is independent from the 
onstraint domain, and so the user should be able

to 
li
k on a node and bring up a window (perhaps under the 
ontrol of a

di�erent appli
ation) whi
h shows the variables / 
onstraints a
tive at the

moment in whi
h the node was 
li
ked. This window allows the programmer

to peruse the state of the variables and dete
t whi
h are the pre
ise sour
es

of the values of the variables involved in the faulty assertion.

This does not mean, of 
ourse, that assertion 
he
king at 
ompile time

should be looked on as opposed to visualization: rather, visualization 
an be

e�e
tively used as user interfa
e, with interesting 
hara
teristi
s of its own,

to assertion-based debugging methods.
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10.6 The APT Tool

In order to test the basi
 ideas of the previous se
tions, we extended the

APT tool (A Prolog Tra
er [10.17℄) to serve as a CLP 
ontrol visualizer.

APT is essentially a TPM-based sear
h-tree visualizer,

3

and inherits many


hara
teristi
s from the TPM. However, APT also adds some interesting

new features. APT is built around a meta-interpreter 
oded in Prolog whi
h

rewrites the sour
e program and runs it, gathering information about the

goals exe
uted and the state of the store at run-time. This exe
ution 
an be

performed depth-�rst or breadth-�rst, and 
an be replayed at will, using the


olle
ted information. All APT windows are animated, and are updated as

the (re)exe
ution of the program pro
eeds.

a(X,Y):- b(X,Z), 
(Z,Y).

a(X,Y):- X=Y.

b(1,2).


(2,4).

Fig. 10.1. Sample 
ode

a(X,Y)

b(X,Z) c(Z,Y) X=Y
Fig. 10.2. AORTA exe
ution tree for the program in Figure 10.1

The main visualization of APT o�ers a tree-like depi
tion, in whi
h nodes

from 
alls to user 
ode are represented by squares and are adorned optionally

with the name of the predi
ate being 
alled. Nodes 
orresponding to built-ins

appear as 
ir
les. Figure 10.1 shows a small program, and Figure 10.2 the

exe
ution tree 
orresponding to this program with the query a(2, 2). Goals

in the body of the �rst 
lause of a/2 (b(X, Z) and 
(Z,Y)) are shown as

nodes whose edges to their parent are 
rossed with a line | these are AND-

bran
hes 
orresponding to the goals inside the 
lause. The goals in the body

3

Another CLP visualizer that depi
ts the 
ontrol part as a tree in the TPM spirit

is the one developed by PrologIA [10.19℄, Chapter 6.
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of the se
ond 
lause (only one, in this 
ase) are linked to the parent node

with a separate set of edges. The a
tual run-time arguments are not shown

at this level, but nodes 
an be blown up for more detail, as we will see later.

Fig. 10.3. A small exe
ution tree, as shown by APT

Figure 10.3 shows a view of an a
tual APT window. In a real exe
ution,

the state of ea
h node (not yet 
alled, 
alled but not yet exited, exited, failed)

is shown by means of a 
olor 
ode. Cli
king on a node opens a di�erent

window in whi
h the relevant part of the program sour
e, i.e., the 
alling

body atom and the mat
hing 
lause head, is represented together with the

(run-time) state of the variables in that node (Figure 10.4).

The presentation of these node views depends on the type of data (e.g.,

the 
onstraint domain) used. This is one of the most useful general 
on
epts

underlying the design of APT: the graphi
al display of 
ontrol is logi
ally

separated from that of data. This allows developing data visualizations inde-

pendently from the 
ontrol visualization, and using them together. The data

visualization 
an then be taken 
are of by a variety of tools, depending on the

data to be visualized. Following the proposal outlined in the previous se
tion,

this allows using APT as a 
ontrol skeleton for visualizing CLP exe
ution. In

this 
ase, the windows whi
h are opened when 
li
king on the tree nodes o�er

views of the 
onstraint store in the state represented by the sele
ted node.

These views vary depending on the 
onstraint domain used, or even for the

same domain, depending on the data visualization paradigm used.

The �gure at the left of the program text (still in Figure 10.4) represents

the state of the 
all: marked with a ti
k (

p

) for su

ess (as in this 
ase),


rossed (�) for failure, and signaled with a question mark if the 
all has not
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Fig. 10.4. Detailed view of a node (Herbrand domain)

�nished yet. The number below the symbol denotes the number of 
lauses

in the predi
ate. For ea
h of these 
lauses there is a small segment sti
king

out from the bottom of the box. Clauses tried and failed have a \bottom"

(?) sign; the 
lause (if any) 
urrently under exe
ution, but not yet �nished,

has a small box with a question mark; and a 
lause �nished with su

ess is

marked with a ti
k.

Visualizations for 
onstraints and 
onstrained data are dis
ussed else-

where (for example, in Chapters 11, 11.5, and 12, and their referen
es). As

an example of su
h a visualization, Figure 10.4 shows a depi
tion used for

the Herbrand domain (whi
h is built into APT as the default node depi
-

tion, given that most CLP systems in
lude the Herbrand domain). The node

blow-up shows the run-time 
all on top and the mat
hing head below it.

The answer substitution (i.e., the result of head uni�
ation and/or body

exe
ution) is shown en
losed by rounded re
tangles. The arrows represent

the sour
e and target of the substitution, i.e., the data 
ow. In the example

shown, variable R

1

re
eived a value 2 from a 
all, and this value is 
ommu-

ni
ated through head uni�
ation to variable Val

0

, whi
h returns it to the


aller. On the other hand, variable T1

0

in the 
all uni�es with variable I1

1

in

the head, and returns an output value t(3, void, void) whi
h 
omes from

some internal body 
all (I1

1

does not appear anywhere else in the head of

the 
lause).

APT is able to show the origin of the instantiation of any variables at any

moment in the exe
ution. In order to do that, APT keeps tra
k of the point

in the tree in whi
h the (
urrent) substitution of a variable was generated.

Cli
king on a substitution 
auses a line in the main tree to be drawn from

the 
urrent node to the node where the substitution was generated. This is

a very powerful feature whi
h helps in 
orre
tness debugging, as the sour
e

of a (presumably) wrong instantiation (
ausing, for example an unexpe
ted

failure or a wrong answer) 
an be easily lo
ated. The 
ulprit node 
an in turn
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be blown up and inspe
ted to �nd out the 
ause of the generation of those

values.

4

Some More Details on The APT Tool. The tool reads and exe
utes programs,

generating an internal tra
e with information about the sear
h-tree, the vari-

ables in ea
h 
all, and the run-time (Herbrand) 
onstraints asso
iated. The

exe
ution 
an then be replayed, either automati
ally or step-by-step, and the

user 
an move forwards and ba
kwards in time. More detailed information

about ea
h invo
ation 
an be requested. The tool has a built-in text editor,

with a full range of editing 
ommands, most of them 
ompatible with Ema
s.

Files open from the visualizer are loaded into the editor.

Exe
ution 
an be performed either in depth-�rst or breadth-�rst mode.

In the 
ase of depth-�rst sear
h, the user 
an spe
ify a maximum depth to

sear
h; when this depth has been rea
hed, the user is warned and prompted to

de
ide whether to stop exe
uting, or to sear
h with a new, deeper maximum

level. The sear
h mode and sear
h depth are 
ontrolled by the metainterpreter

built in APT, so that no spe
ial 
hara
teristi
 is required from the underlying

CLP system.

The queries to the program are entered in the window APT was laun
hed

from. On
e a query has been �nished, the user 
an ask for another solution

to the same query. As in a toplevel, this is performed by for
ing ba
ktra
king

after a simulated failure. If the tree to be visualized is too large to �t in

the window (whi
h is often the 
ase), slide bars make it possible to navigate

through the exe
ution.

APT uses T
l/Tk [10.18℄ to provide the graphi
al interfa
e. The original

implementation of APT was developed under SICStus Prolog. It has also

been ported to the 
lp(fd)/Calypso system developed at INRIA [10.9℄.

10.7 Event-based and Time-based Depi
tion of Control

In our experien
e, tree-based representations su
h as those of the TPM, APT,

and similar tools are 
ertainly quite useful in edu
ation and for 
orre
tness

and performan
e debugging. In some 
ases, the shape of the sear
h-tree 
an

help in tra
king down sour
es of unexpe
ted low performan
e, showing, for

example, whi
h 
omputation patterns have been exe
uted more often, or

whi
h parts dominate the exe
ution. However, the la
k of a representation

of time (or, in general, of resour
e 
onsumption) greatly hinders the use of

simple sear
h-trees in performan
e debugging. AND-OR trees, as those used

in APT, do not depi
t usually time (or in general, resour
e) 
onsumption;

they need to be adorned with more information.

4

APT uses a \ri
h" meta-interpreter, in the sense that it keeps tra
k of a large

amount of information. In retrospe
t, the \ri
h meta-interpreter" approa
h has

advantages and disadvantages. On one hand it allows determining very interest-

ing information su
h, e.g., the origin of a given binding mentioned previously.

On the other hand, it 
annot 
ope with large exe
utions.
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One approa
h in order to remedy this is to in
orporate resour
e-related

information into the depi
tion itself, for example by making the distan
e be-

tween a node and its 
hildren re
e
t the elapsed time (or amount of resour
e


onsumed). Su
h a representation in time spa
e provides insight into the 
ost

of di�erent parts of the exe
ution: in a CLP language not all user-per
eived

steps have the same 
ost, and therefore they should be represented with a

di�erent asso
iated height. For example, 
onstraint addition, removal, uni�-


ation, ba
ktra
king, et
. 
an have di�erent asso
iated penalties for di�erent

programs, and, even for the same program, the very same operation 
an 
ause

a di�erent overhead at di�erent points in the exe
ution.

Fig. 10.5. VisAndOr showing an exe
ution in time spa
e

Time-oriented views have been used in several other (C)LP visualization

tools, su
h as VisAndOr [10.7℄ (in
luded with re
ent distributions of SICStus

[10.21℄) and VISTA [10.22℄. VisAndOr is a graphi
al tool aimed at displaying

and understanding the performan
e of parallel exe
ution of logi
 programs,

while VISTA fo
uses on 
on
urrent logi
 programs. In VisAndOr, time runs

from top to bottom, and parallel tasks are drawn as verti
al lines (see Fig-

ure 10.5). These lines use di�erent 
olors and thi
kness to represent whi
h

pro
essor exe
utes ea
h task and the state of the task: running, waiting to
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Fig. 10.6. VisAndOr showing an exe
ution in event spa
e

be exe
uted, or �nished. In this 
ase, the length of the verti
al lines re
e
ts

a

urately a measure of the time spent.

A VisAndOr view 
an be des
ribed as an skeletal depi
tion of a logi


program exe
ution in whi
h only nodes with relevan
e to the parallelism

(forks & joins) were 
hosen to be displayed. And, as an interesting feature,

the tree is adorned with tags (
olors and line thi
kness) whi
h add information

without 
luttering the display. VisAndOr allows also swit
hing to an event

spa
e, in whi
h every event in the exe
ution (say, the 
reation, the start,

and the end of a task, among others) takes the same amount of spa
e|see

Figure 10.6, where the same exe
ution as in Figure 10.5 is depi
ted. Note that

in this view the stru
ture of the exe
ution is easier to see, but the notion of

time is lost|or, better, traded o� for an alternate view. This event-oriented

visualization is the one usually portrayed in the tree-like representation for

the exe
ution of logi
 programs: events are asso
iated to the 
alls made in

the program, and spa
e is evenly divided among those events. Thus, event-

and time-based visualization are not ex
lusive, but rather 
omplementary

to ea
h other, and it is worth having both in a visualization tool aimed at

program debugging.
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10.8 Abstra
ting Control

Fig. 10.7. Zoomed view in VisAndOr

The sear
h-tree dis
ussed throughout this 
hapter gives a good represen-

tation of the spa
e being traversed. It also o�ers some degree of abstra
tion

with respe
t to a 
lassi
al sear
h-tree by reusing the tree nodes during ba
k-

tra
king. But it has the drawba
k of being too expli
it, taking up too mu
h

spa
e, and showing too mu
h detail to be useful in medium-sized 
omputa-

tions, whi
h 
an easily generate thousands of nodes. A means of abstra
ting

this view is desirable.

An obvious way to 
ope with a very large number of obje
ts (nodes and

links) in the limited spa
e provided by a s
reen is using a virtual 
anvas

larger than the physi
al s
reen (as done by APT). However, this makes it

diÆ
ult to per
eive the \big pi
ture". An alternative is simply squeezing the

pi
ture to �t into the available spa
e; this 
an be made uniformly, or with a

sele
tion whi
h 
hanges the 
ompression ratio in di�erent parts of the image

(this, in fa
t, is related to whether a time- or event-oriented view is used).

The former has the drawba
k that we lose the 
apability to see the details of

the exe
ution when ne
essary. The latter seems more promising, sin
e there

might be parts of the tree whi
h the user is not really interested in wat
hing

in detail (for example, be
ause they belong to parts of the program whi
h

have already been tested).
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Fig. 10.8. Exposing hidden parts of a tree

An example of a tool whi
h 
ompresses automati
ally parts of the sear
h-

tree is the VISTA tool for the visualization of 
on
urrent logi
 programs

[10.22℄. This 
ompression is performed automati
ally at the points of greater

density of obje
ts|near the leaves. But this disallows blowing up those parts

if a greater detail is needed. An alternative possibility is to allow the user to

slide virtual magnifying lenses, whi
h provide with a sort of �sh-eye trans-

formation and give both a global view (be
ause the whole tree is shrunk to

�t in a window) and a detailed view (be
ause sele
ted parts of the tree are

zoomed out to greater detail). Providing at the same time a 
ompressed view

of the whole sear
h-tree, in whi
h the area being zoomed is 
learly depi
ted,


an also help to lo
ate the pla
e we are looking at; this option was already

present in VisAndOr, where the 
anvas 
ould be zoomed out, and the win-

dow on it was represented as a dotted square in a redu
ed view of the whole

exe
ution (Figure 10.7, 
orresponding to the dotted square in the top right


orner of Figure 10.5).

Fig. 10.9. Abstra
ting parts of a tree

Another possibility to avoid 
luttering up the display is to allow the user

to hide parts of the tree (see Figure 10.8 and [10.20℄). This a
tually allows

for the sele
tive exploration of the tree (i.e., in the 
ases where a 
all is being
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made to a predi
ate known to be 
orre
t, or whose performan
e has already

been tested). Whereas this avoids having too many obje
ts at a time, feed-

ba
k on the relative sizes of the subtrees is lost. It 
an be re
overed, though,

by tagging the 
ollapsed subtrees with a mark whi
h measures the relative im-

portan
e of the subtrees. This \importan
e" 
an range from exe
ution time to

the number of nodes, number of 
alls, number of added 
onstraints, number of

�xpoint steps in the solver, et
.; di�erent measures would lead to di�erent ab-

stra
tion points of view. Possible tagging s
hemes are raw numbers atta
hed

to the 
ollapsed subtrees (indi
ating the 
on
rete value measured under the

subtree) or di�erent shades of gray (whi
h should be automati
ally re-s
aled

as subtrees are 
ollapsed/expanded; see Figure 10.9). Representations of tree

abstra
tions are 
urrently being in
orporated into APT.

10.9 Con
lusions

We have presented some design 
onsiderations regarding the depi
tion of

sear
h-trees resulting from the exe
ution of 
onstraint logi
 programs. We

have argued that these depi
tions are appli
able to the programmed sear
h

part and to the enumeration parts of su
h exe
utions. We have also presented

a 
on
rete tool, APT, based on these ideas. Two interesting 
hara
teristi
s

of this tool are, �rst, the de
oupling of the representation of 
ontrol from

the 
onstraint domain used in the program (and from the representation of

the store), and, se
ond, the re
ording of the point in whi
h every variable is


reated and assigned a value. The former allows visualizers for variables and


onstraints in di�erent domains (su
h as those presented in Chapter 11) to

be plugged and used when ne
essary. The latter allows tra
king the sour
e

of unexpe
ted values and failures.

APT has served mainly as an experimentation prototype for, on one hand,

studying the viability of some of the depi
tions proposed, and, on the other,

as a skeleton on whi
h the 
onstraint-level views presented in the following


hapters 
an be atta
hed. Also, some of the views and ideas proposed have

sin
e made their way to other tools, su
h as those developed by Cosyte
 for

the CHIP system, and whi
h are des
ribed in other 
hapters.
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