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Abstra
t

Abstra
t interpretation{based data{
ow analysis of logi
 programs is at this point relatively

well understood from the point of view of general frameworks and abstra
t domains. On the

other hand, 
omparatively little attention has been given to the problems whi
h arise when

analysis of a full, pra
ti
al diale
t of the Prolog language is attempted, and only few solutions

to these problems have been proposed to date. Su
h problems relate to dealing 
orre
tly with all

builtins, in
luding meta{logi
al and extra{logi
al predi
ates, with dynami
 predi
ates (where

the program is modi�ed during exe
ution), and with the absen
e of 
ertain program text during


ompilation. Existing proposals for dealing with su
h issues generally restri
t in one way or

another the 
lasses of programs whi
h 
an be analyzed if the information from analysis is to be

used for program optimization. This paper attempts to �ll this gap by 
onsidering a full diale
t

of Prolog, essentially following the re
ently proposed ISO standard, pointing out the problems

that may arise in the analysis of su
h a diale
t, and proposing a 
ombination of known and

novel solutions that together allow the 
orre
t analysis of arbitrary programs using the full

power of the language.
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Data-Flow Analysis of Prolog Programs with Extra-Logi
al Features 1

1 Introdu
tion

Global program analysis, generally based on abstra
t interpretation [11℄, is be
oming a pra
-

ti
al tool in logi
 program 
ompilation in whi
h information about 
alls, answers, and substitu-

tions at di�erent program points is 
omputed stati
ally [17, 26, 22, 25, 4, 13, 1, 12, 21, 8℄. Most

proposals to date have 
on
entrated on proposing general frameworks and suitable abstra
t

domains. On the other hand, 
omparatively little attention has been given to the problems

whi
h arise when analysis of a full, pra
ti
al language is attempted. Su
h problems relate to

dealing 
orre
tly with all builtins, in
luding meta{logi
al, extra{logi
al, and dynami
 predi
ates

(where the program is modi�ed during exe
ution). Often, problems also arise be
ause not all

the program 
ode is a

essible to the analysis, as is the 
ase for some builtins (meta{
alls),

some predi
ates (multi�le and/or dynami
), and some programs (multi�le or modular).

Implementors of the analyses obviously have to somehow deal with su
h problems, and some

of the implemented analyses provide solutions for some problems. However, the few solutions

whi
h have been published to date [26, 14, 17, 22, 7℄ generally restri
t the use of builtin pred-

i
ates in one way or another (and thus the 
lass of programs whi
h 
an be analyzed) if the

information from analysis is to be used for program optimization.

This paper attempts to �ll this gap. We 
onsider the 
orre
t analysis of a full diale
t of

Prolog. For 
on
reteness, we essentially follow the re
ently proposed ISO draft standard [18℄.

Although not yet a standard, this seems an appropriate 
hoi
e be
ause it essentially gathers and

uni�es most of the de-fa
to standard features present in 
urrent Prolog diale
ts. Our purpose

is to review the features of the language whi
h pose problems to global analysis and propose

alternative solutions for dealing with these features. The most important obje
tive is obviously

to a
hieve 
orre
tness, but also as mu
h a

ura
y as possible. The proposed alternatives are

a 
ombination of known solutions when they are useful, and novel solutions when the known

ones are found la
king.

One of the motivations of our approa
h is that we would like to a

ommodate at the same

time two types of users. First, the naive user, whi
h would like analysis to be as transparent

as possible. Se
ond, we also would like to 
ater for the advan
ed user whi
h may like to

guide the analysis in diÆ
ult pla
es in order to obtain better optimizations. Thus, for ea
h

feature, in order to a

ommodate the �rst 
lass of users, we will propose solutions that require

no user input, but we will also propose solutions that allow the user to provide input to the

analysis pro
ess. This requires a 
lear interfa
e to the analyzer at the program text level.

Clearly, this need arises also for example in the output of the analyzer when expressing the

information gathered by the di�erent analyses supported. We propose an interfa
e, in the form

of annotations, whi
h is useful not only for two{way 
ommuni
ation between the user and the


ompiler, but also for the 
ooperation among di�erent analysis tools and for 
onne
ting analyses

with other modules of the 
ompiler.

We argue that the proposed set of solutions is the �rst one to allow the 
orre
t analysis of

arbitrary programs using the full power of the language without input from the user (while at

the same time allowing su
h input if so desired).

Given the length limitations and the obje
tive of addressing the full language the presenta-

tion will be informal. Details 
an be found in [3℄. The rest of the paper pro
eeds as follows:

after presenting some preliminary notions and notation (Se
tion 2) we �rst deal with the 
ru
ial

issue of program annotations (Se
tion 3). We then review all builtins in the ISO standard (as

des
ribed in [18℄), and propose several solutions to the problems they pose to analysis. These

Report No. CLIP2/95.0 Mar
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Data-Flow Analysis of Prolog Programs with Extra-Logi
al Features 2

builtins in
lude those that 
an usually be handled by abstra
t fun
tions in most domains (Se
-

tion 4.1), meta{
alls (Se
tion 4.2), and database manipulation builtins and dynami
 predi
ates

(Se
tion 4.3). Finally, we dis
uss program modules (Se
tion 5), and present our 
on
lusions.

2 Preliminaries and Notation

For simpli
ity we will assume that the abstra
t interpretation based analysis is 
onstru
ted

using the \Galois insertion" approa
h [11℄, in whi
h an abstra
t domain is used whi
h has a

latti
e stru
ture, whose top value we will refer to by >, and its bottom value by ?. We will

refer to the least upper bound (lub) and greatest lower bound (glb) operators in the latti
e

by t and u, respe
tively. The abstra
t 
omputation pro
eeds using abstra
t 
ounterparts

of the 
on
rete operations, the most relevant ones being uni�
ation (mgu

�

) and 
omposition

(Æ

�

), whi
h operate over abstra
t substitutions (�). Abstra
t uni�
ation is however often also

expressed as a fun
tion unify

�

whi
h 
omputes the abstra
t mgu of two 
on
rete terms in the

presen
e of a given abstra
t substitution.

We will 
all an abstra
t substitution � topmost w.r.t. a tuple (set) of variables ~x i� vars(�) =

~x and for all other substitution �

0

su
h that vars(�

0

) = ~x, �

0

v �. An abstra
t substitution �

referring to variables ~x is said to be topmost of another substitution �

0

, referring to the same

variables, i� � � �

0

Æ

�

�

00

, where �

00

is the topmost substitution w.r.t. ~x.

Usually, a 
olle
ting semanti
s is used whi
h atta
hes one or more (abstra
t) substitutions

to program points (su
h as, for example, the point just before or just after the 
all of a given

literal | the 
all and su

ess substitutions for that literal). Traditionally, a distin
tion is

made between top{down and bottom{up analyses based on whether 
omputation is performed

starting at the queries or at the program fa
ts. These have in turn been asso
iated with goal

dependent and goal independent analyses, respe
tively. However, re
ent results [15, 10℄ show

that 
all dependen
e is not tied to a given form of analysis. A goal dependent analysis asso
iates

abstra
t su

ess substitutions to spe
i�
 goals, in parti
ular to 
all patterns, i.e. pairs of a goal

and an abstra
t 
all substitution whi
h expresses how the goal is 
alled. Depending on the

granularity of the analysis, one or more su

ess substitutions 
an be 
omputed for di�erent


all patterns at the same program point. Goal independent analyses 
ompute abstra
t su

ess

substitutions for generi
 goals, regardless of the 
all substitution.

In general we will 
on
entrate on top{down analyses, sin
e they are at present the ones

most frequently used in optimizing 
ompilers. However, we believe the te
hniques proposed are

equally appli
able to bottom{up analyses. In the text, we 
onsider in general goal dependent

analyses, but point out solutions for goal independent analyses where appropriate.

The pairs of 
all and su

ess patterns 
omputed by the analysis, be it top{down or bottom{

up, goal dependent or independent, will be denoted by AOT

�

(P ) for a given program P . In

goal dependent analyses, for every 
all pattern of the form (goal pattern; 
all substitution)

of a program P there are one or more asso
iated su

ess substitutions whi
h will be denoted

hereafter by AOT

�

(P; 
all pattern). The same holds for goal independent analysis, where the


all pattern is simply redu
ed to the goal pattern. By program we refer to the entire program

text that the 
ompiler has a

ess to, in
luding any dire
tives and annotations. The issues related

to multi�le and modular programs, and intera
tive 
ompilation, will be addressed in Se
tion 5.

In top{down analyses, annotations may support the spe
i�
ation of given queries in the form

of entry points and their 
all patterns; AOT

�

(P ) will then be referred to these queries. The

issue of determining the entry points and 
all patterns for whi
h the analysis is 
orre
t will be

Report No. CLIP2/95.0 Mar
h 1995



Data-Flow Analysis of Prolog Programs with Extra-Logi
al Features 3

addressed in se
tions 3 and 5.

The predi
ate spe
 (or indi
ator [18℄) for the predi
ate whose name is predi
ate name and

whose arity is n is predi
ate name/n. The de
laration :- term. is a dire
tive. Dire
tives

are not queries [18℄. A most general goal pattern (or simply \goal pattern," hereafter) for a

predi
ate spe
 is a normalized goal for that predi
ate, i.e. a goal whose predi
ate symbol and

arity are the predi
ate spe
 and where all arguments are distin
t variables.

3 Program Annotations

Annotations are assertions regarding a program that are introdu
ed as part of its 
ode. They


an state properties whi
h hold for the program they appear in. In that 
ase the annotations

do not modify the semanti
s of the non{annotated program. Rather, they re
e
t (often in

an abstra
t way) an aspe
t of the program meaning. They 
an also state properties of other

programs whose text is not present but whi
h are to be 
omposed with the present program. In

that 
ase su
h annotations re
e
t the semanti
s of the 
omposed program. Program annotations


an be both input to and output from the analyzer. When used as input, annotations are a

way to provide the analyzer with additional information so that it 
an generate more pre
ise

information. When used as output, they represent the information obtained by the analyzer

that will eventually be used by other parts of the 
ompiler (in
luding perhaps other analyzers)

or shown to the programmer.

Annotations refer to a given program point. We 
onsider two general 
lasses of program

points: points inside a 
lause (su
h as, for example, before or after the exe
ution of a given

goal | the \goal level") and points that refer to a whole predi
ate (su
h as, for example,

before entering or after exiting a predi
ate | the \predi
ate level"). Correspondingly there are

di�erent annotations for ea
h of these levels. At all levels annotations des
ribe properties of the

variables that appear in the program (be it in the 
lause or in the arguments of a pro
edure). We

will 
all the des
riptions of su
h properties de
larations. In general, su
h des
riptions must be

done in some abstra
t way sin
e often it is ne
essary to represent an in�nite number of 
on
rete


ases. De
larations should be written in a syntax that is 
ompatible with the language (in this


ase, Prolog) and, ideally, in a domain{independent way. Thus, synta
ti
ally, de
larations will

in general be Prolog terms 
ontaining variables (or variable designators). Su
h terms en
ode

assertions about the state of su
h variables at run{time.

There are at least two ways of representing de
larations whi
h we will 
all \property oriented"

and \abstra
t domain oriented". In a property oriented framework, there are de
larations for

ea
h property that a given variable or set of variables may have. Examples of su
h de
larations

are:

mode(X,+) X is bound to a non{variable term

term(X,r(Y)) X is bound to term r(Y)

ground(X) X is bound to ground term

free(X) X is bound to free variable

depth(X,r/1) X is bound to a term r(_)

aliased(X,Y) X and Y are aliased

o

ur([X,Y℄) the same variables o

ur in the terms bound to X and Y

true no information (the top substitution)

false the 
omputation has failed (?)

Report No. CLIP2/95.0 Mar
h 1995



Data-Flow Analysis of Prolog Programs with Extra-Logi
al Features 4

For 
on
reteness, and in order to avoid referring to any abstra
t domain in parti
ular, we

propose to use su
h a framework. In addition to the terms su
h as those above we assume

that de
larations 
an also be �rst order formulae formed by 
ombining de
larations with the


onne
tives of �rst order logi
. In the following, we will assume that de
larations are always in


onjun
tive normal form (i.e. they are simpli�ed in that way when being read). Comma and

semi
olon will denote, as usual, 
onjun
tion and disjun
tion, respe
tively.

The property oriented approa
h presents two advantages. On one hand, it is easily exten-

sible, provided one de�nes the semanti
s for the new properties one wants to add. On the

other hand, it is also independent from any abstra
t domain for analysis. One only needs to

de�ne the semanti
s of ea
h de
laration, and, for ea
h abstra
t domain, a translation into the


orresponding abstra
t substitutions. An alternative solution is to de�ne de
larations in an

abstra
t domain oriented way, i.e. representing de
larations through some en
oding in Prolog

terms of the elements of the abstra
t domain used in the analysis. For example, for the sharing

domain [20℄:

sharing([[X℄,[Y,Z℄℄) the sharing pattern among variables X;Y; Z is ffXg; fY; Zgg

This is a simple enough solution but has the disadvantage that the meaning of su
h domains

is often diÆ
ult for users to understand. Also, the interfa
e is bound to 
hange any time the

domain 
hanges. Although this approa
h 
an also be extended if more domains are to be

in
orporated for analysis, it has two other disadvantages. The semanti
s and the translation

fun
tions above mentioned have to be de�ned pairwise, i.e. one for ea
h two di�erent domains to

be 
ommuni
ated. And, se
ondly, there 
an exist several (possibly overlapping) properties de-


lared, one for ea
h di�erent domain. In the property oriented approa
h, additional properties

that several domains might take advantage of are de
lared only on
e. In any 
ase, both ap-

proa
hes are 
ompatible via the synta
ti
 s
heme proposed above (and in the following) in that

abstra
t substitutions 
an also be seen as \properties" by en
apsulating abstra
t substitutions

for ea
h domain in a term.

3.1 Predi
ate Level: Entry Annotations

One 
lass of predi
ate level annotations are entry annotations. They are spe
i�ed using a

dire
tive style syntax, as follows:

:- entry(goal pattern,de
laration).

De
larations in entry annotations refer to the state of the variables appearing as arguments of


alls to the given predi
ate. These annotations simply state that 
alls to that predi
ate with

the given abstra
t 
all substitution may exist at exe
ution time. For example, the annotation:

:- entry(p(X,Y), (ground(X),ground(Y)) ).

states that there 
an be a 
all to predi
ate p/2 in whi
h its two arguments are ground. The

annotations:

:- entry(p(X,Y), ( (ground(X),ground(Y)) ; (ground(X),free(Y))).

Report No. CLIP2/95.0 Mar
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Data-Flow Analysis of Prolog Programs with Extra-Logi
al Features 5

and

:- entry(p(X,Y), (ground(X),ground(Y)) ).

:- entry(p(X,Y), (ground(X),free(Y)) ).

are equivalent. In general, several annotations for the same predi
ate 
an be viewed as forming

a disjun
tion. The entire single de
laration for a given predi
ate, on
e put in 
onjun
tive normal

form, 
an be seen as stating a number of alternative ways in whi
h the predi
ate 
an be 
alled.

The idea of entry annotations is not novel. They are similar in purpose to other de
larations

whi
h have been previously proposed (also referred to as \mode," \qmode," \imode," et
.

de
larations) to guide di�erent goal dependent analyses [17, 26, 22, 25, 4, 13, 1, 22, 12, 21, 8℄.

The name is due to VanRoy and we have kept it instead of the one used previously by us

(\qmode"), whi
h we feel is less natural.

Entry annotations and goal dependent analysis.

A 
ru
ial property of entry annotations, whi
h makes them useful in the goal dependent

analyses mentioned above, is that they must be 
losed with respe
t to outside 
alls. By this we

mean that no 
all patterns other than those spe
i�ed by the annotations of the program may

o

ur from outside the program text. I.e., the list of entry annotations in
ludes all 
alls that

may o

ur to a program, apart from those whi
h arise from the literals expli
itly present in the

program text. Thus, for now, we assume that they de�ne all entry points, and optionally, their


all patterns. Obviously this is not an issue in goal independent analyses.

Note that a

ording to this de�nition, a program with no entry annotations is not a useful

program be
ause none of its predi
ates may be 
alled from outside, i.e. it is entirely dead 
ode.

There are two alternatives in this situation: the �rst one is to simply issue a warning to the

user. However, in our e�ort to support the user who perhaps does not want to provide any

information to the analyzer but still would like it to do what it 
an, another alternative is to

analyze the program but assuming that any predi
ate may be 
alled in any possible way from

outside. This is equivalent to assuming an entry annotation for ea
h predi
ate in the program

with the topmost substitution for the argument variables (i.e., true). On the other hand, if

any entry annotation is present (showing thus a will of the user to help the analysis) then it is

assumed to be 
losed with respe
t to 
alls from outside the program text.

Entry annotations and multiple program spe
ialization.

When optimizing a program in the presen
e of a multivariant analysis it is often 
onvenient

to 
reate di�erent versions of a predi
ate, through a te
hnique known as multiple spe
ialization

[28, 24, 26℄. This allows implementing di�erent optimizations in ea
h version. Ea
h one of these

versions generally re
eives an automati
ally generated unique name in the multiply spe
ialized

program. However, in order to keep the multiple spe
ialization pro
ess transparent to the

user, whenever more than one version is generated for a predi
ate whi
h is a de
lared entry

point of the program (and, thus, appears in an entry dire
tive), the original name of the

predi
ate is reserved for the version that will be 
alled upon program query. However, if more

than one entry annotation appears for a predi
ate and di�erent versions are used for di�erent

annotations, it is obviously not possible to assign to all of them the original name of the

predi
ate. There are two solutions to this. The �rst one is to add a front end with the exported

name and run{time tests to determine the version to use. However, this implies run{time

overhead. As an alternative we allow the entry dire
tive to have one more argument, whi
h

indi
ates the name to be used for the version 
orresponding to this entry point. For example,
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given:

:- entry(mmultiply(A,B,C),ground([A,B℄),mmultiply_ground).

:- entry(mmultiply(A,B,C),true,mmultiply_any).

if these two entries originate di�erent versions, one would be 
alled as mmultiply_ground/3

and the other as mmultiply_any/3. Of 
ourse if two or more versions su
h as those above are


ollapsed into one, this one will get the name of any of the entry points and, in order to allow


alls to all the names given in the annotations, binary 
lauses will be added to provide the other

entry points to that same version. In pra
ti
e, both solutions 
an be used simultaneously: if

multiple spe
ialization is desired but with a single entry point, a single entry dire
tive should

be supplied, whi
h should express the 
ases in a disjun
tion. In this way even if there are several

versions for the predi
ate, there will only be one exported version, and that one will keep the

original name. Run{time tests will be used to determine the appropriate version.

3.2 Predi
ate Level: Trust Annotations

In addition to the more standard entry annotations we propose a di�erent kind of annotations

at the predi
ate level, trust annotations, whi
h take the following form:

:- trust(goal pattern,
all de
laration,su

ess de
laration).

De
larations in trust annotations put in relation the 
all and the su

ess points of 
alls to

the given predi
ate. These annotations 
an be read as follows: if a literal that 
orresponds to

goal pattern is exe
uted and the 
all de
laration holds for the asso
iated 
all substitution, then

the su

ess de
laration holds for the asso
iated su

ess substitution. Thus, these annotations

relate abstra
t 
all and su

ess substitutions. Note that the 
all de
laration 
an be empty (i.e.,

true). In this way, properties 
an be stated that must always hold for the su

ess substitution,

no matter what the 
all substitution is. This is useful also in goal independent analyses (and

in this 
ase it is equivalent to the \omode" de
laration of [17℄).

Let (p(~x); �) denote the 
all pattern and �

0

the su

ess substitution of a given trust annota-

tion of a program P . The semanti
s of trust implies that 8�




(�




v �) AOT

�

(P; (p(~x); �




)) v

�

0

). I.e., for all 
all substitutions approximated by that of the given 
all pattern, their su

ess

substitutions are approximated by that of the annotation. For this reason, the 
ompiler will

\trust" them. If the de
laration of one annotation is a disjun
tion, the lub of the di�erent


onjun
tions will be used in pla
e of �

0

in the above formula. If several annotations exist for

the same 
all pattern, or several 
all patterns in these annotations approximate the one a
tu-

ally o

urring at a given point, the glb of the su

ess substitutions (as justi�ed below) will be

used. Note that this implies that, in 
ontrast to entry annotations, several trust annotations

are assumed to form a 
onjun
tion. Also in 
ontrast to entry annotations, the list of trust

annotations of a program does not have to be 
losed w.r.t. all possible 
all patterns o

urring

in the program.

One of the main uses of trust annotations is in des
ribing de�nitions of predi
ates that are

not present in the program text (we will return to this issue in greater length in se
tions 4.1

and 5). For example, the following annotations des
ribe the behavior of the predi
ate p/2 for

two possible 
all patterns:

:- trust(p(X,Y), (ground(X),free(Y)) , (ground(X), ground(Y)) ).
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:- trust(p(X,Y), (free(X),ground(Y)) , (free(X), ground(Y)) ).

This would allow performing the analysis even if the 
ode for p/2 is not present provided that

the 
alls to p/2 that appear in the program 
onform to (i.e., are identi
al to or 
ontained in)

one of the two 
all patterns in the trust annotations above. In that 
ase the 
orresponding

su

ess information in the annotation 
an be used (\trusted") as su

ess substitution.

In addition, trust annotations 
an be used to improve the analysis for example if it is

observed that for (one or more) 
all patterns the results of the analysis are ina

urate. However,

note that the existen
e of su
h an annotation does not save analyzing the predi
ate for the


orresponding 
all pattern: this is still ne
essary in order to 
ompute the abstra
t subtree

underlying that 
all pattern, sin
e it may 
ontain 
all patterns that do not o

ur elsewhere

in the program. Otherwise the analysis would not be 
orre
t (and no optimizations 
ould

be performed) for the predi
ates and goals in that subtree, sin
e there would be missing 
all

patterns.

After having analyzed a literal for whose predi
ate a trust annotation exists, an interesting

situation arises in that, upon exit from the 
all, two abstra
t su

ess patterns will be available

for the 
all pattern analyzed (or a 
omparable one): that 
omputed by the analysis (say �

s

)

and that given by the trust annotation. As both the trust information and that generated by

the analyzer must be 
orre
t, the interse
tion of them (whi
h may be more a

urate than any

of them) must also be 
orre
t. The interse
tion among abstra
t substitutions (whose domain

we have assumed has a latti
e stru
ture) is 
omputed with the glb operator, u.

1

During

analysis, for every abstra
t 
all substitution �




, with 
orresponding su

ess substitution �

s

,

s.t. �




v �, �

s

is substituted by �

s

u �

0

, where �

0

is the abstra
t su

ess substitution given by

the trust annotation(s) whi
h apply to �




. Therefore, AOT

�

(P; (p(~x); �




)) = �

s

u �

0

. Sin
e

8�

s

8�

0

(�

s

u �

0

v �

s

^ �

s

u �

0

v �

0

) 
orre
tness of the analysis within the trust semanti
s is

guaranteed, i.e. AOT

�

(P; (p(~x); �




)) v �

0

and AOT

�

(P; (p(~x); �




)) v �

s

.

It is interesting to study the di�erent situations whi
h may appear regarding the trust

information (i.e. �

0

) and the one 
omputed during analysis (�

s

):

1. They are identi
al, �

s

u �

0

= �

s

= �

0

.

2. Information from analysis is more parti
ular than that of the annotation. In this 
ase the


omputed information is preferred, �

s

u �

0

= �

s

.

3. Information in the annotation is more parti
ular than that 
omputed in the analysis. The

information supplied in the annotation is preferred (and assumed 
orre
t | \trusted"),

�

s

u �

0

= �

0

.

4. They have non{empty interse
tion. The most a

urate information is their interse
tion,

thus �

s

u �

0

is used, too.

5. They have in
ompatible information. Their interse
tion is empty, and �

s

u�

0

= ?. This is

an error, be
ause the analysis information must be 
orre
t, and the same thing is assumed

for the trust information. The analysis should give up and warn the user.

1

Although this operation is not generally implemented in top{down analyzers, whi
h 
ompute the �xpoint

upwards, we believe that, in general, it is not diÆ
ult to implement, and a small burden when 
ompared to the

utility brought in by the trust annotation.
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An obvious alternative to the s
heme outlined above is to always use the information in

the trust annotation as su

ess substitution, AOT

�

(P; (p(~x); �




)) = �

0

. In this 
ase trust

annotations must be used with 
are, be
ause if the information supplied is more general than

what the analysis 
an obtain, a loss of a

ura
y o

urs.

Although the use of entry (and omode) de
larations has also been proposed for some purposes

similar to our trust annotations [26, 17℄, we believe that the use of trust provides a superior

solution be
ause they make it possible to relate several 
all patterns with their asso
iated

su

ess patterns.

3.3 Goal Level: Pragma Annotations

Annotations at the goal level refer to the state of the variables of the 
lause just at the point

where the annotation appears: between two literals, after the head of a 
lause or after the last

literal of a 
lause.

2

We propose reserving the literal pragma (as in [23℄) to en
lose all ne
essary

information referring to a given program point in a 
lause. It takes the form:

..., goal

1

, pragma(de
laration), goal

2

, ...

where the pragma information is valid before 
alling goal

2

and also after 
alling goal

1

, that is,

at the su

ess point for goal

1

and at the 
all point of goal

2

. The intended meaning of pragma

as part of the program is the one given by the following de�nition:

pragma(_).

i.e., the in
lusion of pragma annotations does not alter the meaning of the program in any way.

The information given by pragma 
an refer to any of the variables in the 
lause. The informa-

tion is expressed using the same kind of de
larations as in the predi
ate level annotations. This

allows a uniform format for the de
larations of properties in annotations at both the predi
ate

and the goal level. Despite this, pragma in general is ri
her, sin
e it 
an express 
ertain asser-

tions whi
h predi
ate level annotations 
annot, due to the la
k of the appropriate 
ontext. This

is be
ause they refer to relationships between variables in di�erent goals, possibly in
luding

also existential variables of the 
lause. For example, the following annotation:

p(X,Y) :- q(X,Z), pragma(ground(Z)), r(Z,Y).

states that in the 
lause above, after exe
ution of q(X,Z), Z will always be bound to a ground

term. This 
annot be expressed at the predi
ate level of p/2.

Pragma annotations are related to trust annotations in the sense that they give information

that should be trusted by the 
ompiler. They are also related to entry, sin
e a pragma annota-

tion needs to be exhaustive in the sense that its de
laration spe
i�es everything that 
an o

ur

at the 
orresponding program point. In the same way as with trust annotations, pragma an-

notations 
an be used to spe
ify the information at a program point after a parti
ular predi
ate

is 
alled, but in this 
ase for a parti
ular literal rather than for the whole predi
ate de�nition.

2

Similar annotations 
an be used at other levels of granularity, from between head uni�
ations to even

between low level instru
tions, but we will limit the dis
ussion for 
on
reteness to goal{level program points.
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As with trust, they 
an be used either for predi
ates whose de�nition is not available, or to

improve the information derived from the analysis of a parti
ular literal of that predi
ate. In

the latter 
ase again the literal and its 
orresponding subtree still needs to be analyzed in order

for the 
ompiler to be able to perform optimizations, but the exit information 
an be improved

by the 
ontents of the pragma annotation, if it is better than that obtained by the analysis.

In general, a similar set of 
ases regarding the respe
tive a

ura
y of the inferred and de
lared

information as with the trust annotations applies.

In pra
ti
e it is sometimes useful to relate information that appears in di�erent pragma

annotations o

urring at di�erent points of a 
lause. This allows for example relating two


omponents (elements of a disjun
tion) of two di�erent pragma annotations at the 
all and

su

ess point of a literal, in the same way as in a trust annotation. This requires a slightly

more expressive syntax than that presented up to now. It suÆ
es to add an (optional) identi�er

to ea
h de
laration, that we will 
all a key. De
larations in di�erent pragma annotations in a


lause 
an be related by giving them the same key. These extended annotations have the form:

pragma((key:de
laration ; ...))

where key 
an be any ground term, whi
h a
ts as a referen
e relating distin
t annotations at

di�erent (
all or su

ess) points. The same key appearing in two (or more) de
larations at

di�erent points will state that whenever the properties spe
i�ed at a given point hold (and

only when they hold), then those spe
i�ed with the same key at later points will also hold.

Under this point of view, trust predi
ate level annotations summarize a set of pragma goal

level annotations (although trust annotations have to be true for all literals of the predi
ate).

4 Dealing with Standard Prolog

In the previous se
tions we have presented a number of user annotations and already ad-

dressed a number of general issues in the pra
ti
al analysis of programs. We now dis
uss

di�erent solutions for analyzing the full standard Prolog language. In order to do so we have

divided the 
omplete set of builtins o�ered by the language in several 
lasses, whi
h are treated

in the following se
tions.

4.1 Builtins as Abstra
t Fun
tions

Many Prolog builtins are de
larative and they 
an be dealt with eÆ
iently and a

urately

during analysis by means of fun
tions whi
h 
apture their semanti
s. Su
h fun
tions provide an

(as a

urate as possible) abstra
tion of every su

ess substitution of any 
all to the 
orrespond-

ing builtin. These 
an be more or less elaborate, from, for example, 
alling the full abstra
t

uni�
ation fun
tion for supporting = to simply identity for true. This applies also to goal

independent analyses, with minor modi�
ations. For example, where identity is used in goal

dependent analysis a fun
tion returning the empty substitution is used in a goal independent

analysis.

It is interesting to note that the fun
tions that des
ribe builtin predi
ates are very similar

in spirit to trust annotations. This is not surprising, if builtins are seen as Prolog predi
ates

for whi
h the 
ode is not available. For example, the identity fun
tion mentioned above 
orre-

sponds, in goal dependent and goal independent analyses respe
tively, to the following trust
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annotations:

:- trust(true,X,X). :- trust(true,true,true).

In this se
tion, we revisit the usual treatment of builtins via abstra
t fun
tions. Sin
e most

of the treatment is rather straightforward the presentation is very brief, 
on
entrating only on a

few, slightly more involved 
ases, in order to allow spa
e for dis
ussing the more interesting 
ases

of meta{logi
al and dynami
 predi
ates, whi
h will be addressed in the following se
tions. In

order to avoid referen
e to any parti
ular abstra
t domain any fun
tions des
ribed will be given

in terms of simple minded trust annotations. For the reader interested in the details, the sour
e


ode for the PLAI analyzer (available by ftp from 
lip.dia.fi.upm.es) 
ontains detailed

fun
tions for all Prolog builtins and for a large 
olle
tion of well known abstra
t domains.

These fun
tions are also summarized in [2℄. Finally, it should be noted that the a

ura
y of all

the solutions proposed 
an of 
ourse be improved by using pragma annotations.

Control 
ow.

These predi
ates in
lude true and repeat, whi
h have a simple treatment: identity 
an be

used (i.e., they 
an be simply ignored). The abstra
tion of fail and halt is ?. For example,

fail 
an be des
ribed by the following annotation:

:- trust(fail,true,false).

For 
ut (!) it is also possible to use the identity fun
tion (i.e., ignore it). This is 
ertainly


orre
t in that it only implies that more 
ases than ne
essary will be 
omputed in the analysis

upon predi
ate exit, but may result in some 
ases (spe
ially if red 
uts are used) in a 
ertain loss

of a

ura
y. This 
an be addressed by using a semanti
s whi
h keeps tra
k of sequen
es, rather

than sets, of substitutions, as shown in [7℄. Finally, ex
eption handling 
an also be in
luded

in this 
lass. The methods used by the di�erent Prolog diale
ts for this purpose have been

uni�ed in the Prolog standard into two builtins: 
at
h and throw. We propose a method for

dealing with this new me
hanism: note that, sin
e analysis in general assumes that exe
ution


an fail at any point, literals of the form 
at
h(Goal,Cat
her,Re
overy) (where exe
ution

starts in Goal and ba
ktra
ks to Re
overy if the ex
eption des
ribed by Cat
her o

urs) 
an

be safely approximated by the disjun
tion (Goal;Re
overy), and simply analyzed as a meta{


all (meta{
alls, in
luding all solutions predi
ates, will be 
onsidered in Se
tion 4.2). The


orre
tness of this transformation is based on the fa
t that no new 
ontrol paths 
an appear

due to an ex
eption, sin
e those paths are a subset of those 
onsidered by the analysis when it

assumes that any goal may fail. The builtin throw, whi
h expli
itly raises and ex
eption, 
an

then be approximated by the identity fun
tion (i.e., ignored). Even more a

urately, if we 
an

determine stati
ally that the ex
eption will be raised, then throw 
an in those 
ases be mapped

to failure, i.e. ?.

Uni�
ation and term manipulation.

As mentioned before, the fun
tion 
orresponding to = is simply abstra
t uni�
ation. Spe
ial-

ized versions of the full abstra
t uni�
ation fun
tion 
an be used for other builtins su
h as n=,

fun
tor, arg, univ (=..), and 
opy term. Other term and string manipulation builtins are

relatively straightforward to implement. For example, the abstra
tion of the standard string

manipulation builtin atom 
odes (whi
h repla
es name/2) 
ould in
lude the following trust

annotations, among others:
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:- trust(atom_
odes(X,Y),true,ground([X,Y℄)).

:- trust(atom_
odes(X,Y),true,(atom(X),depth(Y,'.'/2))).

Arithmeti
, 
omparison, and testing.

Arithmeti
 builtins and base type tests su
h as is, >, �>, integer, var, number, et
., usually

have a natural mapping in the abstra
t domain 
onsidered. In fa
t, their in
omplete imple-

mentation in Prolog is an invaluable sour
e of information for the analyzer upon their exit

(whi
h assumes that the predi
ate did not fail | failure is of 
ourse always 
onsidered as an

alternative). For example, their mappings will in
lude relations su
h as the following:

:- trust(is(X,Y),true,ground([X,Y℄)).

:- trust(var(X),true,free(X)).

On the 
ontrary, ==, n==, and their arithmeti
 
ounterparts, are somewhat more involved,

and are implemented (in the same way as with the term manipulation builtins above) by using

spe
ialized versions of the abstra
t uni�
ation fun
tion.

Data input/output.

Program output does not dire
tly pose any problem sin
e the related predi
ates do not in-

stantiate any variables or produ
e any other side e�e
ts beyond modifying external streams,

whose e�e
t 
an only be seen during input to the program. Thus, identity 
an again be used

in this 
ase. On the other hand, the behavior of builtins whi
h are related to external input


annot be determined beforehand. The main problem is that no su

ess substitution 
an be


omputed during analysis for the di�erent 
all patterns to the builtin sin
e the su

ess substi-

tution depends on the state of obje
ts that are external to the Prolog system, su
h as �les or

the user. Depending on the abstra
t domain, things 
an however be simple in some 
ases. For

example, for a domain tra
king groundness, simple input builtins like get 
har 
an be easily

abstra
ted (it always produ
es ground input). But for more 
omplex input predi
ates su
h as

read and for more 
omplex domains this 
annot be done. However, analysis 
an always pro
eed

by simply assuming that no information is available. In this 
ase, the most general abstra
t

substitution > is assumed as su

ess substitution for the 
all to the input predi
ate. In fa
t,

analysis 
an do better by 
onsidering the topmost abstra
t substitution w.r.t. the variables in its

arguments, or, even better, the topmost substitution of the 
all pattern w.r.t. those variables.

The latter is preferred, sin
e this type of topmost abstra
t substitution is usually more a

urate

for some domains. For example, if a variable is known to be ground in the 
all substitution, it

will 
ontinue being ground. In addition, as always, trust/pragma annotations may be given to

improve the topmost substitutions.

Dire
tives.

The treatment of dire
tives is somewhat pe
uliar. The dire
tive dynami
will be 
onsidered in

Se
tion 4.3. The dire
tive multifile spe
i�es that the de�nition of a predi
ate is not 
omplete

in the program. Multi�le predi
ates 
an therefore be treated as either dynami
 or imported

predi
ates. See Se
tion 5.

The dire
tives in
lude and ensure loadedmust spe
ify an a

essible �le, whi
h 
an be read

in and analyzed together with the 
urrent program. The dire
tive initialization spe
i�es

new, 
on
rete entry points to the program. The dire
tive module also spe
i�es new entry

points to the program. In the absen
e of entry annotations for these entry points, topmost

substitutions 
an be used. See Se
tion 5 for a dis
ussion of modules.
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4.2 Meta{Predi
ates

Meta{predi
ates are predi
ates whi
h use other predi
ates as arguments. All user de�ned

meta{predi
ates are in this 
lass but their treatment 
an be redu
ed to the treatment of the

meta{
all builtins they use. Su
h meta{
alls are literals whi
h 
all one of their arguments at

run{time, 
onverting at the time of the 
all a term into a goal. Builtins in this 
lass are not only


all, but also bagof, findall, setof, negation by failure, and on
e (single solution). Calls

to the solution gathering builtins 
an be treated as normal (meta{)
alls sin
e most analyzers

are \
olle
ting" in the sense that they always 
onsider all solutions to predi
ates. Negation by

failure (n+) is also a meta{predi
ate, sin
e n+ 
an be de�ned as

\+ X :- 
all(X), !, fail.

\+ X.

It 
an be dealt with by 
ombining the treatment of 
ut with the treatment of meta{predi
ates.

Single solution (on
e) is also a meta{
all and 
an be dealt with in a similar way as above sin
e

it is equivalent to

on
e(X) :- 
all(X), !.

Sin
e meta{
all builtins 
onvert a term into a goal, they 
an be diÆ
ult to deal with if it is

not possible to know at 
ompile{time the exa
t nature of those terms [14, 17℄. In parti
ular,

this raises the following problems:

1. How to 
ompute su

ess substitutions for the 
alls to meta{
all builtins.

2. How to 
ompute the subtrees underlying 
alls to su
h builtins. Also, sin
e from these

subtrees new 
alls (and new 
all patterns) 
an appear, whi
h a�e
t other parts of the

program, the whole analysis may not be 
orre
t.

The �rst problem is easier to solve: the same approa
h as for input builtins 
an be used, i.e.,

using appropriate topmost substitutions. Note that this is in fa
t enough for goal independent

analyses, for whi
h the se
ond problem is not relevant. However, for goal dependent analyses

the se
ond problem needs to be solved in some way.

A more general solution to both problems is possible if knowledge regarding the terms to be


onverted is available at 
ompile{time. Clearly, if the term (fun
tor and arguments) is given in

the program text (this is often the 
ase for example in many uses of bagof, findall, setof,

n+, and on
e), then the meta{
all 
an be analyzed in a straightforward way. If the term is not

obvious from the text of the program the nature of the term being used in the meta{
all 
an

sometimes be inferred via a type, or depth-k or, in general, state of instantiation analysis, as

proposed in [14℄. As a result of su
h an analysis perhaps the a
tual term to be 
alled 
an be

determined, in whi
h 
ase the treatment outlined above applies. If the exa
t term 
annot be

stati
ally found but at least its main fun
tor 
an be determined as a result of some analysis, then,

sin
e the predi
ate that will be 
alled at run{time is known, it is suÆ
ient for analysis to enter

only this predi
ate using the appropriate proje
tion of the 
urrent abstra
t 
all substitution on

the variables involved in the 
all. We will 
all the �rst 
lass 
ompletely determined meta{
alls

and the se
ond one partially determined meta{
alls. These 
lasses distinguish sub
lasses of

the fully determined predi
ates de�ned in [14℄. Following [14℄ we will refer to the 
ases where

Report No. CLIP2/95.0 Mar
h 1995



Data-Flow Analysis of Prolog Programs with Extra-Logi
al Features 13

the meta{term is unknown as undetermined meta{
alls.

3

In [14℄ 
ertain interesting types of

programs are 
hara
terized whi
h allow the stati
 determination of this generally unde
idable

property. Relying ex
lusively on program analysis, as in [14℄, however has the disadvantage that

it restri
ts the 
lass of programs whi
h 
an be optimized to those whi
h are fully determined.

Sin
e our aim is to analyze all programs, we provide a number of solutions for dealing with

undetermined meta{
alls. The �rst and simplest solution is to issue a warning if an undeter-

mined meta{
all is found and ask the user to provide information regarding the meta{terms.

This 
an be easily done via pragma annotations. For example, the following annotation:

..., pragma(( term(X,p(Y)) ; term(X,q(Z)) )), 
all(X), ...,

states that the term 
alled in the meta{
all is either p(Y) or q(Z). Note also that this is in some

way similar to giving entry mode information for the p/1 and q/1 predi
ates. This suggests

another solution to the problem, whi
h has been used before in Aquarius [26℄, in MA3 [27℄ and

in previous versions of the PLAI analyzer [5℄. The idea (
ast in the terms of our dis
ussion) is

to take the position that meta{
alls are external 
alls. Then, sin
e entry annotations have to

be 
losed with respe
t to external 
alls it is the user's responsibility to de
lare any entry points

and modes to meta{predi
ates via entry annotations.

4

However, if no multiple spe
ialization

is used, only one variant is generated for ea
h predi
ate. This variant will be more or less

optimized depending on the a

ura
y of the information supplied by the user. If the types

of 
alls that 
an appear in the meta{
alls are very general, then nearly all opportunities for

optimization will be lost. It 
an also be very tedious for the user to give information for all the

possible new 
alls.

The above solutions have the disadvantage of putting the burden on the user | something

that we would like to avoid at least for naive users. We propose two alternative solutions that

are 
ompletely transparent to the user. The �rst is to simply observe that fully undetermined

meta{
alls do not 
ompletely pre
lude analysis of the program. Having solved the �rst problem

above (the su

ess substitution of the meta{
all) the se
ond 
an be ta
kled by simply assuming

that there are unknown 
all patterns, and thus any of the predi
ates in the program may be


alled (either from the meta{
all or from within its subtree). This means that analysis may

still pro
eed but topmost 
all patterns must be assumed for all predi
ates. This is similar to

performing a goal independent analysis and it may allow some optimizations. However, it will

probably pre
lude others and, in parti
ular, program spe
ialization (sin
e all the predi
ates in

the program must be prepared to re
eive any input value).

Finally, we propose another, 
omplete solution whi
h has none of the problems of the solutions

above and 
an 
over all meta{
alls, with the only penalty of some 
ost in 
ode size. The key idea

is to 
ompile essentially two versions of the program| one that is a straightforward 
ompilation

of the original program (although any optimizations possible with a goal independent analysis

may be introdu
ed), and another that is analyzed assuming that the only possible 
alls to ea
h

predi
ate are those that appear expli
itly in the program, in
luding 
ompletely determined

meta{
alls. This version will 
ontain all the optimizations, whi
h will be performed ignoring

the e�e
t of undetermined meta{
alls. Predi
ates in this more optimized version are renamed

in an appropriate way (we will assume for simpli
ity that it is by using the pre�x \opt ").

3

Note, however, that if at run{time the meta{
all is still undetermined an error will be reported. Similarly,

if it 
an be determined at 
ompile{time that the argument of the meta{
all is, for example, free an error should

also be reported.

4

The same solution is given for dynami
 predi
ates and predi
ates in bodies of asserted 
lauses | see Se
tion

4.3.
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Calling from undetermined meta{
alls into the more optimized version of the program (whi
h

will possibly be unprepared for the 
all patterns 
reated by su
h meta{
alls) is avoided by

making su
h 
alls 
all the less optimized version of the program. This is a
hieved via the

following transformation, where 
all(X) is assumed to be an undetermined meta{
all:

p(...) :- q(...), 
all(X), r(...).

is transformed into

p(...) :- q(...), 
all(X), r(...).

opt_p(...) :- opt_q(...), 
all(X), opt_r(...).

The top{level rewrites 
alls whi
h have been de
lared as entry points to the program so that

the optimized version is a

essed. Note that this also solves (if needed) the general problem

of answering queries that have not been de
lared as entry points: they simply a

ess the less

optimized version of the program. If the top{level does also 
he
k the 
all patterns, then it

guarantees that only the entry patterns used in the analysis will be exe
uted. For the de
lared

entry patterns, exe
ution will start in the optimized program and will move to the original

program to 
ompute a resolution subtree ea
h time an undetermined meta{
all is exe
uted.

Upon return from the undetermined meta{
all exe
ution will go ba
k to the optimized program.

Note that the renamed 
opy of the program will not be used by the 
alls in undetermined

meta{
alls. This will take pla
e automati
ally be
ause the terms that will be built at run{time

will use the names of the original predi
ates. When a predi
ate in the original program is 
alled,

it will also 
all predi
ates in the original program. Thus, 
orre
tness is guaranteed during the

exe
ution of the meta{
all.

Meta{
alls that are fully determined (either by de
laration or as a result of analysis) 
an

be in
orporated into the program text and will 
all the more optimized version. Analysis will

have taken into a

ount the 
all patterns produ
ed by su
h 
alls sin
e at analysis time fully

determined meta{
alls are entered and analyzed as normal 
alls. I.e., for example,

..., pragma(term(X, p(Y) )), 
all(X), ...,

will be simply transformed at 
ompile{time into

..., opt_p(Y), ...,

Meta{
alls that are partially determined, su
h as, for example,

..., pragma(depth(X,p/1)), 
all(X), ...

are a spe
ial 
ase. One solution is not to rename them. In that 
ase they will be treated as

undetermined meta{
alls. Alternatively, the e�e
t of these 
alls, whi
h is mu
h more isolated

than that of undetermined 
alls, may be taken into a

ount during the analysis for the more

optimized version of the program by assuming all possible 
all patterns for only the predi
ates

that are 
alled in su
h 
alls. It is also ne
essary in that 
ase to ensure that the optimized
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program will be entered upon rea
hing a partially determined meta{
all. This 
an be done

dynami
ally, using a spe
ial version of 
all/1 or by providing binary predi
ates whi
h transform

the 
alls into new predi
ates whi
h perform a mapping of the original terms (known from the

analysis) into the renamed ones. Using this idea the example above may be transformed into:

..., opt_
all(X), ...

opt_
all(p(X)) :- opt_p(X).

The impa
t of the optimizations performed in the the renamed 
opy of the program will

depend on the time that exe
ution stays in ea
h of the versions. Therefore, the relative 
ompu-

tational load of undetermined meta{
alls w.r.t. the whole program will 
ondition the bene�ts

of the optimizations a
hieved. The only drawba
k with this solution is that it implies keeping

two full 
opies of the program, although only in 
ase there are undetermined meta{
alls. If


ases where 
ode spa
e is a pressing issue, the user should be given the 
hoi
e of turning this


opying on and o�.

4.3 Database Manipulation and Dynami
 Predi
ates

Database manipulation builtins in
lude assert, retra
t, abolish, and 
lause. These pred-

i
ates (with the ex
eption of 
lause) a�e
t the program itself by adding to or removing 
lauses

from it. Predi
ates that 
an be a�e
ted by su
h predi
ates are 
alled dynami
 predi
ates and

must usually be de
lared as su
h in modern Prolog implementations (and this is also the 
ase

in the ISO standard).

The idea of modifying the program during exe
ution might appear to run, in prin
iple,


on
eptually 
ounter to the idea of stati
 analysis. However, all is 
ertainly not lost and there

are still quite a number of opportunities for optimizing dynami
 programs. The potential

problems 
reated by the use of the database manipulation builtins are threefold:

1. The literals in the body of the new 
lauses that are added dynami
ally to the program


an produ
e new and di�erent 
all patterns not 
onsidered during analysis. This has to

somehow be taken into a

ount for the analysis to be 
orre
t. We will 
all this the \extra


all pattern" problem.

2. How to 
ompute su

ess substitutions for literals whi
h 
all dynami
 predi
ates. Even if

abstra
t su

ess substitutions 
an be 
omputed from any stati
 de�nition of the predi
ate

whi
h may be available at 
ompile{time, it may 
hange during program exe
ution. We

will 
all this the \dynami
 literal su

ess substitution" problem.

3. How to 
ompute su

ess substitutions for the 
alls to the database manipulation builtins

themselves. We will 
all this the \database builtin su

ess substitution" problem.

Note that 
lause |whi
h 
an be viewed as a spe
ial 
ase of retra
t| does not modify the

database and thus 
learly only has the third problem above. Note also that the se
ond and

third problems above 
an always be solved by taking appropriate topmost su

ess substitutions,

as before. We will propose later some better solutions for these two problems. But �rst, we will


on
entrate on the the extra 
all pattern problem whi
h is by far the most serious and diÆ
ult

to solve.
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Solving the extra 
all pattern problem.

As in the 
ase of meta{
alls, the extra 
all pattern problem does not a�e
t goal independent

analyses, sin
e su
h analyses do not rely on parti
ular 
all patterns. Note also that, at least

from the 
orre
tness point of view, the extra 
all pattern problem only arises from the use of

assert, but not from the use of abolish or retra
t. These predi
ates do not introdu
e new


lauses in the program, and thus they do not introdu
e any new 
all patterns. On the other

hand, it is 
on
eivable that more a

ura
y 
ould be obtained if these predi
ates were analyzed

more pre
isely sin
e removing 
lauses may remove 
all patterns whi
h in turn 
ould make the

analysis more pre
ise.

5

The assert predi
ate is mu
h more problemati
, sin
e it 
an introdu
e new 
lauses and

through them new 
all patterns. The problem is 
ompounded by the fa
t that asserted 
lauses


an 
all predi
ates whi
h are not de
lared as dynami
, and thus the e�e
t is not 
on�ned to

dynami
 predi
ates. In any 
ase, and as pointed out in [14℄, not all uses of assert are equally

damaging. To distinguish these uses, we propose to divide dynami
 predi
ates into the following

types:

memo only fa
ts whi
h are logi
al 
onsequen
es of the program itself are asserted

data only fa
ts are asserted, or, if 
lauses are asserted, they are never


alled (i.e., only read with 
lause or retra
t).

lo
al 
all the dynami
 predi
ate only 
alls other dynami
 predi
ates

global 
all default

The �rst two 
lasses 
orrespond to the unit{assertive and green{assertive predi
ates of [14℄,

ex
ept that we have slightly extended the unit{assertive type by also 
onsidering in this type

arbitrary predi
ates whi
h are asserted/retra
ted but never 
alled. These 
an be simply 
on-

sidered as a set of fa
ts for the predi
ate symbol :-/2.

A data predi
ate 
an be viewed as a set of terms that 
an be re
orded and retrieved.

6

Calls and retra
ts to data predi
ates have both the same e�e
t | data retrieval (no further


omputation is performed). In any 
ase the advantage of data predi
ates is that they are

guaranteed to produ
e no new 
all patterns and therefore they are safe with respe
t to the

extra 
all pattern problem. This is also the 
ase for memo predi
ates sin
e they only assert

fa
ts.

7

Other dynami
 predi
ates that are interesting with respe
t to the extra 
all pattern problem

are lo
al 
all predi
ates. If all dynami
 predi
ates are of this type, then the analysis of the

stati
 program is 
orre
t ex
ept for the 
lauses de�ning the dynami
 predi
ates themselves.

Analysis 
an even ignore the 
lauses de�ning su
h predi
ates. Optimizations 
an then be

performed over the program text ex
ept for those 
lauses, whi
h in any 
ase may not be su
h

a big loss sin
e in some systems su
h 
lauses are not 
ompiled, but rather interpreted.

While the 
lassi�
ation mentioned above is useful, two problems remain. The �rst one is

how to dete
t that dynami
 pro
edures are in the 
lasses that are easy to analyze (dynami


predi
ates in prin
iple need to be assumed in the global 
all 
lass). This 
an be done through

5

See the dis
ussion on in
remental analysis at the end of the se
tion for a general solution to this problem.

6

In fa
t, the builtins re
ord and re
orded provide this exa
t fun
tionality but without the need for dynami


de
larations and without a�e
ting global analysis. However, those builtins are now absent from the Prolog

standard.

7

Note however that 
ertain analyses, and spe
ially 
ost analyses whi
h are a�e
ted by program exe
ution

time, need to treat these predi
ates spe
ially.
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analysis for 
ertain programs, as shown in [14℄, but, as in the 
ase of meta{
alls, this does not

o�er a solution in all 
ases. An obvious alternative is to allow the user to express su
h a


lassi�
ation dire
tly. For this purpose we propose to enri
h the dynami
 dire
tive as follows:

:- dynami
(predi
ate_spe
,de
lared_type).

where the de
lared types are those mentioned above. Standard dynami
 dire
tives are assumed

to be of the global 
all type.

Still, the general 
ase in whi
h global 
all dynami
 predi
ates appear in the program (either

be
ause insuÆ
ient information is given by the user, be
ause the type of 
ertain predi
ates


ould not be determined stati
ally, or simply be
ause 
ertain dynami
 predi
ates are really

of the global 
all type) needs to be addressed. The problem is then similar to that whi
h

appeared with undetermined meta{
alls. In fa
t, the 
alls that appear in the bodies of asserted


lauses 
an be seen as undetermined meta{
alls, and similar solutions apply.

The simplest solution in order to 
ater for the naive user is, as before, to resort to analyzing

all predi
ates for topmost 
all patterns. This 
an be time 
onsuming and prevent some opti-

mizations, but is always 
orre
t and implies no user burden. There is also again the alternative,

used in Aquarius [26℄, in MA3 [27℄, and in previous versions of the PLAI analyzer [22, 5℄, of

viewing 
alls from asserted 
lauses as external 
alls and make it the user's responsibility to de-


lare any extra 
alls produ
ed by dynami
 predi
ates via entry annotations. The disadvantage

here is again the burden on the user, and the advantage potentially better optimization.

Finally, we propose a similar solution to the last one proposed in the 
ase of the undetermined

meta{
alls: it involves again having two 
opies of the program, one with few optimizations

(based perhaps on a topmost 
all pattern analysis for all predi
ates) and one with the full opti-

mizations (based on an analysis ignoring any 
lauses not present in the program), as explained

in Se
tion 4.2. There we showed how meta{
alls would dire
tly use the less optimized version

due to the renaming me
hanism. The same applies here. Whenever a 
lause for a dynami


predi
ate is asserted, the literals in its body will use the original (less optimized) predi
ates,

whi
h have been 
ompiled for any 
all pattern. In this way 
orre
tness is always guaranteed.

The dis
ussion regarding the relevan
e of the optimizations is the same as in Se
tion 4.2. In fa
t,

the stati
 
lauses of the dynami
 predi
ates themselves are subje
t to the same treatment as

the rest of the program. Clearly, this solution 
an be 
ombined with the previously mentioned

optimizations when parti
ular 
ases 
an be identi�ed.

Solving the dynami
 literal su

ess substitution problem.

If only abolish and retra
t are used in the program, the abstra
t su

ess substitutions of

the stati
 
lauses of the dynami
 predi
ates are a safe approximation of the run{time su

ess

substitutions. However, a loss of a

ura
y 
an o

ur, as the abstra
t su

ess substitution for

the remaining 
lauses (if any) may be more parti
ular. In the presen
e of assert, as mentioned

before, it is always possible to generate a 
orre
t (but possibly ina

urate) su

ess substitution

for dynami
 literals by using appropriate topmost abstra
t substitutions. This is 
orre
t but

may introdu
e some ina

ura
y. If the user knows how the dynami
 predi
ates are going to

behave, valuable information regarding the su

ess substitutions for the predi
ate 
an be given

via trust/pragma annotations. Finally, note that in the 
ase of memo predi
ates (and for


ertain properties) this problem is avoided sin
e the su

ess substitutions 
omputed from the

stati
 program are 
orre
t.
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Solving the database builtin su

ess substitution problem.

This problem does not a�e
t assert and abolish sin
e the su

ess substitution for 
alls to

these builtins is the same as the 
all substitution. On the other hand, retra
t (and 
lause)


annot be dire
tly analyzed. However, appropriate topmost substitutions 
an be safely used.

In the spe
ial 
ase of dynami
 predi
ates of the memo 
lass, and if the term used as argument

in the 
all to retra
t or 
lause is at least partially determined, abstra
t 
ounterparts of the

stati
 
lauses of the program 
an be used as approximations in order to 
ompute a more pre
ise

su

ess substitution (see [3℄ for more details).

Summary and other approa
hes.

In 
on
lusion, we have studied several ways in whi
h optimizations based on stati
 analysis 
an

still be guaranteed 
orre
t for dynami
 programs. In parti
ular, we have proposed a te
hnique

(keeping two 
opies of the program with di�erent levels of optimization) whereby the most

serious problem of the appearan
e of extra 
all patterns is solved in a very general way, without

putting any extra burden on the user, and at only the 
ost of some 
ode spa
e. This, in


ombination with any of the other te
hniques for solving the other two simpler problems, o�ers

a solution that is general enough to deal with any kind of programs, without burdening the

user, in 
ontrast with previous solutions, whi
h rely on identifying 
ertain 
lasses of programs,

e.g., [14℄ or on programmer supplied annotations [26, 27℄.

There is still another, quite di�erent and interesting solution to the problem of dynami


predi
ates, whi
h is based on in
remental global analysis [16℄. Note that in order to implement

assert some systems in
lude a 
opy of the full 
ompiler at run{time. The idea would be to

also in
lude the (in
remental) global analyzer and the analysis information for the program,


omputed for the stati
 part of the program. The program is in prin
iple optimized using

this information but the optimizer is also assumed to be in
remental. After ea
h non{trivial

assertion or retra
tion (ground fa
ts and simple fa
ts, and 
lauses whi
h 
an be determined

not to a�e
t the previously inferred information may be treated spe
ially) the in
remental

global analysis and optimizer are rerun and any a�e
ted parts of the program reanalyzed (and

reoptimized). This has the advantage of having fully optimized 
ode at all times, at the 
ost of

in
reasing the 
ost of 
alls to database manipulation predi
ates and of exe
utable size. A system

along these lines has been built by us for a parallelizing 
ompiler. The results presented in [16℄

show that su
h a reanalysis 
an be made in a very small fra
tion of the normal 
ompilation

time.

5 Program Modules

Up to now we have assumed a single program text (in one or more �les). However, programs

are obviously normally better developed in a modular fashion. In this se
tion we address the

issues of modularity and also to some extent intera
tive development. The main problem with

studying the impa
t of modularity in analysis (and the reason we have left the issue until this

se
tion) is the la
k of even a de-fa
to standard. There have been many proposals for module

systems in logi
 programming languages (see [6℄). For 
on
reteness, however, we will fo
us on

the module system proposed in the new draft ISO standard [19℄. In this standard, the module

interfa
e is stati
, i.e. ea
h module in the program must de
lare the pro
edures it exports.

8

This

8

This is in 
ontrast with other module systems used in some Prolog implementations that allow entering the


ode in modules at arbitrary points other than those de
lared as exported. This defeats the purpose of modules.

We will not dis
uss su
h module systems sin
e the 
orresponding programs in general need to be treated as non
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is done using the module dire
tive. A module 
an only be 
ompiled if all the module interfa
es

for the predi
ates it imports are de�ned, even if the a
tual 
ode is not yet available. Imported

predi
ates have to be de
lared also.

As already pointed out in [17℄ module dire
tives have the ni
e property that they provide the

entry points for the analysis of a module for free. Thus, if we assume for now that the program


onsists of only one module with its module dire
tive and there are no entry de
larations,

we 
an safely assume that the only entry points are the exported predi
ates. Analysis simply

needs to start at the pro
edures 
orresponding to su
h points with appropriate topmost abstra
t

substitutions. In line with our previous assumptions, if any entry annotations are present for

su
h exported predi
ates, they will be assumed to be 
losed with respe
t to external 
alls.

Then, analysis will start at the exported predi
ates with the substitutions de
lared in the

entry annotations if available (and topmost otherwise).

In the general 
ase where there are multiple modules, the analysis of literals whi
h 
all

imported predi
ates requires new approa
hes, some of whi
h we dis
uss in the following para-

graphs.

Compositional Analysis.

Modular analyses based on 
ompositional semanti
s (su
h as, for example, that of [9℄) 
an be

used to analyze programs split in modules. Su
h analyses leave the abstra
t substitutions for

the predi
ates whose de�nitions are not available open, in the sense that some representation of

the literals and their intera
tion with the abstra
t substitution is in
orporated as a handle into

the substitutions themselves. On
e the 
orresponding module is analyzed and the (abstra
t)

semanti
s of su
h open predi
ates known, substitutions 
an be 
omposed via these handles. The

main drawba
k of this interesting approa
h is that the result of the analysis is not de�nite if

there are open predi
ates. Thus, total 
orre
tness of the partial abstra
t substitutions 
omputed

at a parti
ular moment 
annot always be guaranteed. In prin
iple, this would for
e some

optimizations to be delayed until the �nal 
omposed semanti
s is known, whi
h in general 
an

only be done when the 
ode for all modules is available. Therefore, although analysis 
an be

performed for ea
h module separately, optimizations (and thus, 
ompilation) 
annot in prin
iple

use the global information.

In
remental Analysis.

A di�erent approa
h is by means of the previously mentioned te
hnique of in
remental anal-

ysis (e.g. [16℄). Ea
h 
all to a predi
ate not de
lared in the module being analyzed is mapped

to ?. Ea
h time a new predi
ate is analyzed, the information obtained is applied dire
tly to

the parts of the analysis where this information may be relevant. The information obtained

with in
remental analysis is 
onservative: it is 
orre
t and optimal. By optimal we mean that

if we put together in a single module the 
ode for all modules (with the ne
essary renaming to

avoid name 
lashes) and analyze it in the traditional way, we obtain the same information as

with in
remental analysis. However, in
remental analysis, in a very similar way to the previous

solution, is only useful for optimization if the 
ode for all modules is available. The information

obtained for one isolated module is partial and in prin
iple 
annot be used to optimize a module

independently of others, thus pre
luding its use for modular optimization from the point of view

of software engineering. On the other hand, if optimization is also made in
remental, as men-

tioned in previous se
tions, then this does present a solution to the general problem: modules

are optimized as mu
h as possible assuming no knowledge of the other modules. Optimizations

will be 
orre
t with respe
t to the partial information available at that time. Upon module 
om-

modular programs from the point of view of analysis.
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position in
remental reanalysis and reoptimization will make the 
omposed optimized program

always 
orre
t.

Note that Prolog 
ompilers are in
remental in the sense that at any point in time new


lauses 
an be 
ompiled into the program { this allows a powerful intera
tive development

environment. Another advantage of in
remental analysis (aided by in
remental optimization)

is that it allows the 
ombination of full intera
tive program development with full global analysis

based optimization.

Trust{Enhan
ed Module Interfa
e.

We propose yet another approa
h whi
h is based on the fa
t that in [19℄ imported predi
ates

have to be de
lared in the module importing them and su
h a module 
an only be 
ompiled

if all the module interfa
es for the predi
ates it imports are de�ned, even if the a
tual 
ode

is not yet available. Note that the same happens for most languages with modules (e.g.,

Modula). When su
h languages have some kind of global analysis (e.g., type 
he
king) the

module interfa
e also in
ludes suitable de
larations. For data{
ow analysis we propose to

augment the module interfa
e de�nition so that it may in
lude trust annotations for the

exported predi
ates. Ea
h 
all to a predi
ate not de�ned in the module being analyzed but

exported by some module interfa
e is in prin
iple mapped to appropriate topmost substitutions.

But if in the module interfa
e there are one or more trust annotations appli
able to the 
all

pattern, su
h annotations will be used instead. Any 
all to a predi
ate not de�ned in that

module and not present in any of the module interfa
es 
an be safely mapped to ? during

analysis (this 
orresponds to mapping program errors to failure { note that error 
an also be

treated alternatively as a �rst 
lass element in the analysis). The advantages are that we do

not need the 
ode for other modules and also that we 
an perform optimizations using the

(ina

urate) analysis information obtained in this way.

Analysis using the trust{enhan
ed interfa
e is 
orre
t. However, the fa
t that we may assume

> for those 
alls that are imported from other modules makes this analysis pro
edure subopti-

mal. This 
an be avoided if the programmer provides trust annotations that are as a

urate

as possible for imported predi
ates. The disadvantage of this method is that it requires the

trust{enhan
ed interfa
e for ea
h module. However, note that the pro
ess of generating these

trust annotations 
an be automated. In a given module, if the programmer has provided no

trust annotation suitable for our purposes, we assume topmost substitutions for the imported

predi
ates. Whenever the module is analyzed, the 
all/su

ess{patterns for ea
h exported pred-

i
ate in the module whi
h are obtained by the analysis are written out in the module interfa
e

as trust annotations. From there, they will be seen by other modules during their analysis and

will improve their exported information. A global �xpoint 
an be rea
hed in a distributed way

even if di�erent modules are being developed by di�erent programmers at di�erent times and

running the analysis only lo
ally, provided that, as required by the module system, the module

interfa
es (but not ne
essarily the 
ode) are always made visible to other modules.

Summary.

In pra
ti
e it may be useful to use a 
ombination of in
remental analysis and the trust{

enhan
ed module interfa
e for programs split in modules. The trust{enhan
ed interfa
e 
an be

used during the development phase of a modular program to 
ompile modules independently.

However, as hinted at before, the use of the trust{interfa
e does not always guarantee that the

analysis information obtained on
e the analysis of all modules 
onverges is optimal. We believe,

however, that analysis information is most important on
e the a
tual 
ode for all modules is

present and the resulting 
omposed program is 
ompiled. At this moment, in
remental analysis
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an be used to analyze modules loading them one after the other. Annotations whi
h appear

in the 
ode of the modules will be used, but trust annotations in module interfa
es might be

ignored at this point. In this way we will obtain the most a

urate analysis information.

Multi�le predi
ates (those de�ned over more than one �le or module) also need to be treated

in a spe
ial way. They 
an be easily identi�ed due to the multifile de
laration. They are

similar to dynami
 predi
ates (and also imported predi
ates) in that if we analyze a module

independently of others, some of the 
ode of a predi
ate is missing. We 
an treat su
h predi
ates

as dynami
 predi
ates and assume topmost substitutions as their abstra
t su

ess substitutions

unless there is a trust annotation for them. When the whole program 
omposed of several

modules is 
ompiled, we 
an again use in
remental analysis. At that point, 
lauses for predi
ates

are added to the analysis using in
remental addition [16℄ (regardless of whether these 
lauses

belong to di�erent modules).

A 
ase also worth dis
ussing is that of libraries. Usually utility libraries provide predi
ates

with an intended use. These predi
ates 
an be used by many di�erent modules, even belonging

to di�erent programs. For su
h library �les we 
an use the automati
 generation of trust

annotations after analysis to provide information regarding the exported predi
ates. This is

done for all the di�erent uses and the generated trust annotations stored in the library interfa
e.

With this s
heme it is not ne
essary to analyze a library predi
ate when it is used in di�erent

programs. Instead, it is only analyzed on
e, and the information stored in the trust annotation

is used from then on. If new uses of the library predi
ates arise for a given program, the

library 
ode 
an be reanalyzed and re
ompiled for that use, keeping tra
k of this new use for

future 
ompilations. An alternative approa
h to the analysis of libraries is to perform a goal

independent analysis for them, 
oupled with a goal dependent analysis when the library is used

for the parti
ular use in the program [10℄.

6 Con
lusions

We have proposed a number of te
hniques for the analysis of a diale
t of the Prolog language,

essentially following the re
ently proposed ISO standard. We argue that these solutions, when


onsidered as a whole, provide a means for the analysis and optimization of the full language.

This 
an be done without any input from the user, even in the diÆ
ult 
ases of dynami
 pro-

grams, albeit at some loss of optimization and/or in
rease in 
ode size. We have also introdu
ed

several types of program annotations that 
an be used to both in
rease the a

ura
y and eÆ-


ien
y of the analysis and to express its results. We have also dis
ussed software engineering

issues su
h as modular program development. The proposed te
hniques o�er di�erent trade{

o�s between a

ura
y, analysis 
ost, and user involvement. While we feel there is still plenty of

work left in a
hieving more a

urate analysis of many features (su
h as, for example, 
ut) we

argue that the presented 
ombination of known and novel te
hniques is the most 
omprehen-

sive solution to date for the 
orre
t analysis of arbitrary programs using the full power of the

language.
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