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Abstra
t

This paper proposes a 
on�guration framework to develop and deploy

large distributed logi
 appli
ations. The proposal extends the 
on
ept of

\a
tive modules" used in the Ciao Prolog development system, isolating


ode from 
on�guration and deployment issues. This approa
h allows lo
al

development of distributed appli
ations, disregarding ar
hite
tural and

topologi
al issues, and later 
on�guration (and re-
on�guration) of the

appli
ation exe
ution stru
ture without 
hanging the sour
e 
ode. This

paper also presents the design guidelines of the proposed ar
hite
tural

stru
ture of distributed appli
ations that use this framework.

1 Introdu
tion

As 
omputer systems are able to a�ord more 
omplex problems, the interest in

the development of distributed appli
ations grows, sin
e the needs for 
ompu-

tational resour
es are in
reasing 
ontinuously. In another s
enario, the ubiquity

of network 
onne
ted devi
es with growing pro
essing power imposes the use of

this kind of appli
ations, generalizing their use in almost any area. Nevertheless,

programming distributed systems is a rather 
omplex task. From low-level sys-

tem 
alls highly dependent of the operating system to high-level \en
apsulated"

languages , there are a lot of proposals for developing distributed systems, some

of them fo
using on the system independen
e, as OSF DCE and CORBA, while

others spe
i�
ally designed for a language or operating system, as Java RMI

or Mi
rosoft DCOM. Other approa
hes in
lude the use of spe
i�
 programming

languages that model more appropriately the problems involved in distributed

programming.
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At a higher level, there are frameworks that hide the 
omplexities of distribu-

tion providing a programming environment whi
h abstra
ts the a
tual network

stru
ture. Among them are A
torSpa
es [AC93℄, and Sun JavaSpa
es [Mi
00℄,

both more or less based on the Linda framework [JR89, CG89℄. GNATDIST

[YKP96℄ follows another 
ompletely di�erent approa
h that in 
ertain sense is

similar to ours: it de�nes a 
on�guration language very 
lose to the program-

ming language, in this 
ase Ada. In the LP systems 
ontext, Jinni [Tar99℄ is

an interesting s
ripting tool that provides a software ar
hite
ture and logi
 pro-

gramming extensions, 
entered in agents and in enabling 
omputation mobility.

Also a distributed version of Oz has been developed [SHS97℄. Oz is a 
on
ur-

rent multi-paradigm programming language of whi
h the distributed version

provides a di�erent semanti
s to the same language, in order to o�er distribu-

tion transparen
y. In addition, it provides fault-toleran
e 
apabilities. Finally,

DRL [MDT97a℄ is a distributed real-time logi
 language that has inspired a lan-

guage independent logi
-based 
oordination model [MDT97b℄. In this 
ase, the

distribution is expli
itly made in the sour
e 
ode. The 
oordination model 
an

be used for other non-logi
 languages su
h as Smalltalk or C. This is a
hieved

using sour
e to sour
e 
ompilers that translate the extended syntax to the target

language.

Most of the former approa
hes impli
itly 
onstrain in one way or another

the programming language or the programming task. Some of the language or

system-independent approa
hes limit the expressive power of the language in


onstraining to the programming paradigm of the distributed framework (this

is the 
ase of CORBA with obje
t orientation). Also, many approa
hes, even if

language-independent, require the use of expli
it 
onstru
ts in the 
ode of the

program to deal with distribution (this is the 
ase of Linda, Jinni, and DRL).

The development of the program has to be done with the distributed nature of

the appli
ation in mind.

We argue that this is not interesting, and moreover it is an inne
essary bur-

den on the programmer, when the distribution of the exe
ution is independent

of the problem solved by the appli
ation. In these 
ases, it is already too 
om-

plex to program the solution to the problem to have to take 
are of distribution,

in addition.

This paper proposes a 
on�guration framework based on the module sys-

tem and distributed programming infrastru
ture developed on Ciao, a next-

generation logi
 programming development environment that in
ludes a full-

featured module system that 
onsiders modular in
remental 
ompilation, global

analysis and language extensions, in addition to the fun
tionalities the modu-

larization provides to the programmer [CH00℄.

Our proposal is an extension of the \a
tive modules" feature of Ciao [CH95,

CH96, CH01℄. An a
tive module is just a module whi
h will run as a separate

pro
ess. Thus, an a
tive module pro
ess a
ts as a server for the predi
ates

exported by the module. A module is de
lared to be a
tive in the 
lient module,

and is 
ompiled in a spe
ial way to be
ome \a
tive". It is then run separately.

Our aim is to separate the development part from the 
on�guration part of

a distributed system, and 
entralise the 
on�guration in a single point. In this
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envisioned framework, the programmer does not need to take 
are about whi
h

parts of the system will be exe
uted remotely, and how to de�ne 
omponent

interfa
es. On
e the system meets the fun
tional requirements (or while pro-

gramming), di�erent 
on�gurations 
an be tested with no 
hanges in the sour
e


ode. Of 
ourse, after sele
ting a spe
i�
 
on�guration, the sour
e 
ode may

be �ne tuned in order to improve the remote 
omponents 
ommuni
ation. To

a

omplish these tasks, the 
on�guration language must be expressive enough

to fa
e possibly multiple 
on�gurations of a 
omplex system.

Our target developer fo
uses �rst in the program that solves the problem

fa
ed, and afterwards in 
on�guring it so that it runs distributedly. If the

appli
ation 
omponents are distributed in nature, the programmer 
an simply

map them into modules of the program and 
ontinue the development. Our

target appli
ations do not require dynami
 redistribution or reasoning about its

own distributed exe
ution. Thus, there is no provision in our framework for

goal-level distribution language 
onstru
ts.

In the following se
tion, we motivate our approa
h detailing the program-

ming issues that a�e
t the development of distributed appli
ations, and then

present the proposed stru
ture of a distributed appli
ation developed using our

approa
h (se
tion 3). Se
tion 4 presents our 
on�guration language and its fea-

tures. Finally, se
tion 5 dis
usses implementation issues, and se
tion 6 presents

our 
on
lusions, and future enhan
ements, su
h as se
urity, program analysis to

perform automati
 appli
ation distribution, and so on, are dis
ussed.

2 Motivation: Programming issues related to

distributed appli
ations

Existing distributed appli
ation development systems allow building distributed

apps spe
ifying in the 
lient 
ode the modules to be used remotely (as, for

example, in the \a
tive modules" approa
h), spe
ifying the lo
ation of those

servers, 
ompiling the 
omponents properly, and registering and starting the


omponent servers before the 
lient appli
ation starts exe
ution. This approa
h


an be very useful in appli
ations that involve a small number of 
omponents

and in whi
h the 
lient and the server are 
learly separated. However, as the


omplexity of the appli
ations to be built grows the problems that have to be

fa
ed up (and that are not dire
tly related to the programming task itself) spend

a 
onsiderable part of the development e�ort. The main pitfalls are dis
ussed

in the following.

First, when a distributed appli
ation or prototype is being developed, the

sour
e 
ode of the 
lient modules must re
e
t the distributed nature of the

system. This fa
t has two 
onsequen
es: �rst, the general stru
ture of the

distributed system has to be set before the programming phase begins, sin
e

later ar
hite
tural 
hanges generally 
onvey a very expensive reprogramming

e�ort; and se
ond, this implies the need of an at least minimally 
on�gured

distributed appli
ation to do the tests of the developed 
omponents as they are
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programmed. Although minor 
hanges in the 
ode 
an be made to test parts of


omponent 
ode without the need of distributed 
on�guration, this te
hnique

does not re
e
t the behaviour that the a
tual system will have and may be

error prone. From the programmer point of view, a distributed development

framework is desirable in whi
h the appli
ations 
an be programmed lo
ally,

testing as soon as possible the fun
tional requirements of the appli
ation, and

then 
on�guring externally the deployment of 
omponents that 
ompose the

appli
ation.

Se
ond, the nature of the 
omponent is usually embedded in the 
omponent


ode itself. On the 
ontrary, we think that the development of a 
omponent

should be 
ompletely independent of its nature; that is, whether it will be a pie
e

of software exe
uted lo
ally, or it will work within a remote 
omponent server.

This independen
e with respe
t to usage is also a programmer's need to develop

distributed appli
ations appropriately. Current development frameworks divide

the intera
tion between 
omponents in \
lients" and \servers" in a 
lassi
al

perspe
tive. It should be interesting to 
onsider \requesters" and \providers"

in a 
ooperative programming model, in a way that requesters 
an be in turn

providers of their own providers. This approa
h gives a more 
exible framework.

In addition, this independen
e allows a given module to a
t as a normal module

when used in an appli
ation, and as an a
tive remote module when used in

another appli
ation.

The third problem that 
an arise when programming distributed appli
ations

in-the-large 
on
erns the spe
i�
ation of the system topology: how the 
ompo-

nents are distributed, and how every 
omponent knows the physi
al addresses

in the network of other 
omponents it needs to do the job. Currently a number

of methods are available, several of them embedding the stru
ture into the 
ode.

But when developing a 
omplex appli
ation or prototype, the deployment stru
-

ture may also be 
omplex, and 
hanges in the topology may be usual during

the development phase (
hanging the network nodes where 
omponents will re-

side, grouping several 
omponents in a single node {and possibly merging them

in a single 
omponent{ or even splitting one 
omponent in several distributed

pie
es). A key fa
tor in the 
exibility of a distributed development framework

is the ability to 
hange the stru
ture of the appli
ation with no traumati
 re-


on�guration e�ort. A step forward 
on
erning this problem is to 
entralise the

topologi
al 
on�guration in a single point of the appli
ation.

On
e the development phase has been 
ompleted and the topology of the

appli
ation has been set, running 
omplex appli
ations may arise other kind of

problems: how a distributed appli
ation 
an be easily set up. That is, 
ompo-

nent servers must be started in the proper systems and 
onne
ted to the 
orre
t

port numbers, and then the appli
ation itself must be started and everything

must be 
he
ked to work smoothly.

Last, there are several other issues 
on
erning 
omplex appli
ation devel-

opment that have to be taken into a

ount, su
h as se
urity and 
erti�
ation,

isolation of several appli
ations in a single node, and so on. These issues are out

of the s
ope of this proposal, but we have to take them in mind when designing

a distributed development framework.
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The previous points re
e
t the problems that may arise when programming

in-the-large, but also provide the key to solve them. During the prototyp-

ing/programming phase, the most important item to 
onsider is the 
exibility

and independen
e from the �nal stru
ture of the distributed system. The pro-

totype/appli
ation should be developed disregarding the physi
al stru
ture of

the �nal system, and re
e
ting only the logi
al intera
tion between the modules

that will 
ompose the system. We talk here about modules instead of 
ompo-

nents be
ause a 
omponent implies an external interfa
e and a usually 
omplex

framework; as we have said before, during the development it is 
ommon to

realize that a 
omponent should be built in a di�erent way that it was ini-

tially designed. If we 
onsider initially only modules {using the programming

language notion of 'module'{, the only thing to do is just to re
on�gure the


omponent information. The best solution to provide this fun
tionality is to

make the underlying stru
ture of the distributed system 
ompletely transparent

to the programmer: the spe
i�
ation of a
tive modules and lo
ations must be

detailed externally to the sour
e 
ode.

Changing the stru
ture of a distributed system may then be a simpler task,

and a very interesting feature of a development framework is the ability to try

di�erent system topologies for sele
ting the one that best �ts the requirements

of the �nal system. In this 
ase, 
omplex systems 
an be re
on�gured easily if

the physi
al stru
ture is 
entralised in a single point: a distributed 
on�guration

�le.

Finally, to start a 
omplex system, the preferable option is to use name

servers that do the job dynami
ally. The 
omponent servers 
an be then started

in a generi
 way. This solution also 
entralises other important tasks su
h as

se
urity 
ontrol and analysis, load balan
ing, and possibly other tasks related

to the 
on
ept of agen
y, su
h as 
ode se
urity analysis.

3 Distributed Appli
ation Ar
hite
ture

The appli
ations developed using our approa
h will work using standard ar
hi-

te
ture and proto
ols, based mainly on the use of name servers, that provide


omponent 
reation and handle physi
al addresses.

The whole distributed platform is 
omposed of a number of networked 
om-

puters (nodes) on whi
h a name server is running and listening on a 
ommu-

ni
ation port. These (node,name server) pairs are named pla
es. Every name

server knows the lo
ations of the others, to 
onne
t with them if an appli
ation

requests exe
ution of an a
tive module in any other node. For the moment, we

abstra
t away on how to set up this s
enario (this is dis
ussed in Se
tion 5).

With this basi
 ar
hite
ture in mind, we present in the following the a
tions

that are involved in the exe
ution of a distributed appli
ation via the name

server network. These are represented in Figure 1 and are as follows:

1. When a distributed appli
ation starts, it 
onne
ts with its lo
al name

server to get the physi
al addresses of the name servers it needs for exe
u-

tion. To do this, it uses a prede�ned port number (that the programmer

5



NAME SERVERNAME SERVER

APPLICATION

NEW
SERVER
PROCESS

place table

1
2 3

4

5

6

source code
location

Figure 1: Distributed appli
ation ar
hite
ture

does not need to know be
ause is �xed and known by the lo
al LP system

on whi
h both appli
ation and name server are running) to 
ommuni
ate

with the name server.

2. The appli
ation requests the 
reation of server pro
esses for its a
tive

modules to the 
orresponding (remote) name servers. The appli
ation

atta
hes to this request the lo
ation where the sour
e 
ode of the a
tive

module is stored (this lo
ation must be a

essible from any node that

parti
ipates in running the appli
ation).

3. Ea
h name server then 
reates a new server pro
ess to a

omplish the

appli
ation request.

4. The newly 
reated server pro
ess loads dynami
ally the a
tive module


ode from the sour
e 
ode lo
ation, and prepares it to re
eive requests.

5. The remote name servers return to the appli
ation the physi
al address of

the newly 
reated server pro
ess, so it 
an start requesting goals.

6. On
e the appli
ation has the physi
al address of the a
tive module pro
ess,

requests to it the exe
ution of goals. The a
tive module server pro
ess ex-

e
utes them and returns the results (and possibly the appli
ation requests

ba
ktra
king to get more results). This a
tion is repeated for ea
h goal

that must be exe
uted by the a
tive module.

7. When the 
lient side of the appli
ation terminates, the a
tive module

pro
esses terminate their exe
ution a

ordingly.

The previous a
tion list re
e
ts a pure 
lient/server relation between the


lient part of an appli
ation and a server 
omponent (using intermediate name

servers). This s
heme is a simpli�ed version of the a
tual 
ommuni
ation. The

6



me
hanism may be more 
ompli
ated if one a
tive module 
alls predi
ates of

another a
tive module, and the later 
alls ba
k predi
ates of the former, 
re-

ating a 
all 
y
le. The exe
ution me
hanism is not redu
ed to a 
lient/server


ommuni
ation. There are several 
omplex problems that the implementation

has to deal with to build a generi
 ar
hite
ture. They are dis
ussed in Se
tion 5.

4 Distributed Con�guration Language

As we have already seen, to des
ribe 
omplex distributed systems a expressive

enough 
on�guration language is required. The basi
 elements we need to use

are the following:

appli
ation(Name,Main,Sour
eAddr) de�nes the appli
ation name and a

sour
e address (usually an URL or �le system dire
tory) where the appli-


ation 
ode is a

essible from all the nodes than will exe
ute any appli
a-

tion 
omponent. Using a 
ommon pla
e for every node avoids 
opying the


ode, making the appli
ation maintenan
e easier (only one lo
ation must

be updated when a new version is deployed). Main de
lares the module

that 
ontains the appli
ation starting 
ode. This is the main module of

the appli
ation, whi
h identi�es the appli
ation itself. It is this obje
t to

whi
h Name refers as a logi
al name.

pla
e(Pla
e,ServerAddr) de�nes a pla
e of exe
ution: a name server ad-

dress. This is the link between the logi
al 
omponent ar
hite
ture and the

physi
al appli
ation deployment. The se
ond argument re
e
ts the name

of a networked system.

a
tive_module(Module,Pla
e,Mode) is used to asso
iate an a
tive module to

a pla
e. When a predi
ate of Module is 
alled (from any other module of

the appli
ation), the 
orresponding goal is exe
uted in Pla
e. The third

argument indi
ates whether the server pro
ess that exe
utes Module will

share it with other appli
ations (with Mode instantiated to publi
) or with

just other modules of this appli
ation (Mode instantiated to private). The

latter will 
reate a di�erent server pro
ess for ea
h appli
ation that uses

the a
tive module.

For managing 
omplex appli
ations, the 
on�guration language should be

powerful enough to handle a variety of options, multiple 
on�gurations, 
ags,

and so on. In short, a 
omplete language with a de
larative look is desirable,

sin
e the 
on�guration problem is itself de
larative: what one wants is a lan-

guage to de
lare the distributed stru
ture of the appli
ation. The best solution

for this is then to use for 
on�guration the same language than for program-

ming. Thus, we propose the above to be predi
ates, so that they 
an be used


exibly for 
on�guration �les. For example, a 
on�guration �le 
ould look like:

:- use_pa
kage(ams).

:- appli
ation(sample,main_mod,"http://www.
lip.dia.fi.upm.es/sr
").
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main(produ
tion) :-

display('Configuring in produ
tion systems...'),nl,


ommon(prod1,prod2).

main(development) :-

display('Configuring in development systems...'),nl,


ommon(dev1,dev2).

main(_) :-

display('Configuration name not found.'),nl.


ommon(System1,System2) :-

pla
e(System1,_),

pla
e(System2,_),

a
tive_module(mod_a,System1,private),

a
tive_module(mod_b,System2,private).

This sample �le 
ontains two possible 
on�gurations of an appli
ation named

sample, the main module of whi
h is main_mod, and its remote 
ode will be

published in http://www.
lip.dia.fi.upm.es/sr
. The two 
on�gurations

are represented as di�erent 
lauses of main/1, whi
h is the standard startup

predi
ate of any Ciao Prolog program, and the arguments of whi
h are the pa-

rameters given to the invo
ation of the program when run. Both 
on�gurations

di�er in the pla
es on whi
h the a
tive modules will exe
ute: while the �rst


lause will use pla
es named prod1 and prod2 (that stand for \produ
tion"

nodes), the se
ond 
lause will use pla
es named dev1 and dev2 (\development"

nodes in our sample network). This example also shows that every Prolog goal

may be added to the 
on�guration �le, making it quite powerful.

The �rst line indi
ates that this sour
e �le uses the ams Prolog language

extension (\pa
kage" in Ciao), that brings the semanti
s of a 
on�guration �le.

It thus de
lares that this �le is a 
on�guration �le for AMS (A
tive Module

Servi
e). Operationally, this means that when this �le (let it be 
onfig.pl) is

exe
uted, the 
ode of the appli
ation modules will be set up so as to guarantee

the sele
ted 
on�guration. The user 
an thus 
all


onfig produ
tion or 
onfig development

to sele
t the desired 
on�guration.

In this way (helped substantially by the language extension features of Ciao),

it is made possible that the 
on�guration language be the programming language

itself. The 
on�guration �le is just a pre
ompiler for the appli
ation, whi
h is

run by the standard interpreter of the Ciao system.

5 Implementation Issues

The proposed ar
hite
ture and 
on�guration features involve a number of issues

that will raise during implementation. The following se
tions in
lude what we

understand that are the most important items to deal with.
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5.1 Setting Up a Name Server Network

The ar
hite
ture on whi
h the 
on�guration framework is based requires name

servers to perform many important operating tasks. In se
tion 3 we have shown

the main a
tions name servers have to do when an appli
ation uses a
tive mod-

ules. Although in the previous 
on�guration language de�nition the name server

addresses are embedded in the 
on�guration �le of an appli
ation, address-

independent appli
ation 
ode 
ould be quite interesting: appli
ations 
ould be


on�gured with no physi
al network addresses; these addresses would be given

to the lo
al name server, in order to establish dynami
ally the physi
al server

addresses of the appli
ation (the a
tual nodes in whi
h it would be exe
uted).

This feature requires the inter
onne
tion of the name servers that may be used

for exe
uting an appli
ation, making up a name server network. This network is

also very important to enable publi
 a
tive modules, as mentioned in Se
tion 5.5.

To build a name server network, every parti
ipant must know about the

others: their addresses and what servi
es ea
h member o�ers. This 
an be

easily made in
luding a 
ommuni
ation proto
ol between name servers. When

starting a new name server, an already existing name server address 
ould be

provided to 
onne
t it to the existing name server network. This name server

then sends to the newly 
reated name server the information it has about the

network stru
ture. It sends also the new name server to the rest of the network.

This s
heme is very useful for future enhan
ements of the framework. As

an example, a name server 
ould o�er a 
erti�
ation servi
e (as a publi
 a
tive

module) that guarantees the a
tive module 
ode safety, either 
he
king en
losed


erti�
ation information or analysing the a
tive module 
ode if it has not been


erti�ed yet. When any name server re
eives an a
tive module 
reation re-

quest, 
he
ks its 
ode safety using that 
erti�
ation servi
e. Name servers 
an

also share interesting information about modules and appli
ations, propagat-

ing it a
ross the network and enabling dynami
 appli
ation re
on�guration, in

response to node and network load, system 
rashes, and so on. Name server

network should be
ome an element of 
entral interest in the operational part of

this framework.

5.2 Setting Up the Appli
ation

The 
on�guration 
ode presented in Se
tion 4 must be interpreted before the

appli
ation is 
ompiled, behaving just like a pre
ompiler, in order to prepare

the appli
ation modules that are de
lared to be a
tive so that they are exe
uted

as separate pro
esses and 
ommuni
ate with the main appli
ation pro
ess.

The adopted solution is to 
reate (for ea
h a
tive module) new 
ode that

repla
es the original module 
ode. This new 
ode only performs the 
ommuni
a-

tion between the 
aller module(s) and the a
tive module pro
ess. This dummy

module 
ontains the same exported predi
ates than the original module, but

they just 
all remotely the a
tual predi
ates residing in the a
tive module. A

similar approa
h was taken when designing the a
tive module extension of Ciao.

When 
ompiled, the module(s) that 
all(s) an a
tive module will be linked
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with the dummy module instead of the original module. During exe
ution, all


alls to a
tive module predi
ates are redire
ted by this module to the pro
ess

that a
ts as the a
tive module server. It is this dummy module whi
h is in


harge of re
ording the pro
ess server address (returned by the name server

that 
reated it) and redire
t to it all 
alls to the exported predi
ates.

It is also a pre
ompilation task to prepare things so that the appli
ation is

started as 
on�gured when run. To a

omplish this, dummy modules 
ontain


ode for 
ommuni
ating with the lo
al name server and requesting the a
tivation

of the 
orresponding a
tive module server pro
ess in the designated pla
e. For

this purpose, initialization dire
tives are used, so that the a
tivation of the

pro
esses o

urs when the appli
ation is invoked. The a
tive modules themselves

do not need any 
hange to work in a separate pro
ess server, be
ause the pro
ess

server already in
ludes all the 
ode to do the 
ommuni
ation work.

And �nally, the exe
ution of the 
on�guration �le should also make a 
opy

of the a
tive module sour
e �les in the publi
 sour
e 
ode lo
ation given in the

appli
ation de
laration. This lo
ation should be a

essible from the nodes

where the a
tive modules will a
tually run.

5.3 Running the Appli
ation

Starting from the guidelines shown in se
tion 3, the main issue to fa
e about

running a distributed appli
ation is to de
ide where the a
tual network addresses

are lo
ated. The previously de�ned distributed 
on�guration language needs to

spe
ify network addresses for sour
e 
ode lo
ation and exe
ution nodes. This

approa
h have an important drawba
k: if the network 
hanges for any reason,

or the appli
ation sour
e 
ode is moved to another network, the 
on�guration

�le will produ
e in
orre
t results. To solve this problem, the 
on�guration �le


an be split in two di�erent �les: one for 
on�guring the appli
ation, but leaving

addresses uninstantiated (as pla
e/2 
alls in the previous example), and the

other to re
e
t the relation between pla
es and addresses. The latter �le must

be provided to the lo
al name server, in order to update its appli
ation tables.

This improvement keeps the 
on�guration information 
entralised in two �les.

In addition, when the network stru
ture 
hanges the appli
ation does not need

to be re
ompiled, as the network stru
ture is not embedded in it. Name server

handling of network addresses of its lo
al appli
ations is also interesting to

enable dynami
 
hanges (for example, for load-balan
ing). Nevertheless, if the

a
tual addresses are stored in the name server, unique pla
e and appli
ation

names must be provided to the name server for di�erentiating them from other

appli
ations. A name spa
e must be established.

Other important issue is that of separating di�erent runs of the same ap-

pli
ation. If the framework is not aware of this issue, stateful a
tive module

pro
esses will be shared between several runs of the same appli
ation, produ
-

ing unpredi
table results. Our solution is that a
tive modules are atta
hed to

a run of an appli
ation: the initialization of the appli
ation exe
ution starts up

a (separate) server for the a
tive module. Servers are shared only if the user

de
lares so, whi
h is done via the Mode in a
tive_module/3. Thus, we extend
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modes to in
lude also shared, allowing to share a server with any run of the

same appli
ation.

5.4 What Does an A
tive Module Consist of?

Although the 
on
ept of a
tive module has not been de�ned pre
isely, in the

previous se
tions we have 
onsidered that it is alike the 
on
ept of distributed


omponent in other 
ontexts. However, the main di�eren
e with 
omponents

is that in this framework there are no spe
ial de�nitions for the 
omponent

interfa
e: the interfa
e of an a
tive module is just the interfa
e of the underlying

module.

This point of view implies an important pitfall to solve, not existing in other

approa
hes: de
iding whi
h 
ode will be exe
uted in the remote pla
e, aside

from the a
tive module 
ode itself. That is, if the a
tive module uses other

modules, de
iding where to exe
ute their 
ode. If these modules are also de�ned

as a
tive modules, they will be exe
uted in the pla
es spe
i�ed in the distributed


on�guration �le. The problem arises when there is no expli
it de
laration on

where to exe
ute the 
ode of a module used by an a
tive module. The solution

to this problem has several alternative approa
hes:

� The �rst approa
h is to exe
ute the 
ode in the same pla
e that the 
aller

(a
tive or not) module is exe
uting. Although it 
ould be a good solution,

lo
al exe
ution has an important drawba
k. If the 
alled module is being

used by di�erent a
tive modules, or by the start up part of the appli
ation

(the \
lient" side) and an a
tive module, a 
opy of the 
alled module will

be 
reated in ea
h pro
ess spa
e. If the 
alled 
ode 
ontains state, di�erent

state will be kept in di�erent pro
ess spa
es. This approa
h 
annot be

a

epted dire
tly be
ause may 
hange the semanti
s of the appli
ation.

� Next alternative 
ould be to 
onvert automati
ally the 
alled module in

an a
tive module. This approa
h solves the problem found in the previous

approa
h. However, there is no information about whi
h pla
e the new

a
tive module should be exe
uted in. And, more important, the �nal

appli
ation stru
ture will not re
e
t the intended stru
ture spe
i�ed in

the 
on�guration �le.

� The third approa
h is to perform a previous program analysis to dete
t

how the modules not expli
itly de
lared as a
tive modules 
an be dis-

tributed between the di�erent 
omponents of the appli
ation. For exam-

ple, if a module is used only by an a
tive module, that module 
ould

very well be loaded in the pro
ess spa
e of the a
tive module instead of


onverting it into another a
tive module. This analysis should work on

the module dependen
y graph in order to dete
t useful subsets of mod-

ules that 
ould su

essfully be loaded lo
ally in an a
tive module pro
ess

spa
e.

� Next alternative 
onsists in loading all the modules not de
lared expli
itly

as a
tive modules in the start up part of the appli
ation (the \
lient"

11



side). If an a
tive module uses any other (non a
tive) module, it will

use the \
lient" side as an a
tive module in turn. The \
lient" side must

then be loaded from the begining of the appli
ation as an a
tive module

itself. This is the most 
onservative approa
h be
ause it supposes that

the appli
ation will run mostly in the lo
al pro
ess, and only sporadi
ly

it will need an a
tive module.

� Finally, a variation of the previous alternative 
an take advantage of the

stru
ture of the low-level 
ommuni
ation me
hanism with a
tive modules,

implementing a 
allba
k proto
ol. If a predi
ate of an a
tive module is


alled, and its exe
ution makes a 
all to a predi
ate of another module

(whi
h is not a
tive, and thus its 
ode is loaded in the 
aller module

pro
ess spa
e), it 
an use the existing 
ommuni
ation to 
all ba
k the later

predi
ate to the 
aller module. The approa
h is the same as before, but

in this 
ase there is no need of starting the \
lient" side of the appli
ation

as an a
tive module: the existing 
ommuni
ation is used in duplex form,

allowing 
alls in both dire
tions, thus making the 
ommuni
ation proto
ol

more 
omplex.

We are 
urrently working towards the last solution. However, as future

work on this 
on
ern, another solution to this issue 
an be the evolution of the

distributed 
on�guration language to provide a framework for de�ning 
ompo-

sitional relations between modules, so stru
tured 
omponents 
an be expressed.

It 
ould be done simply as a generalization of the module system of the lan-

guage. Although su
h alternative is out of the s
ope of this proposal, it would

be an extremely powerful tool for large logi
 appli
ations.

5.5 Publi
 A
tive Modules: Towards Agents

Lastly, a quite interesting implementation issue is to provide publi
 a
tive mod-

ules, shared by any appli
ation that uses them. A publi
 a
tive module 
an

be started as a stand-alone appli
ation that publishes its interfa
e in the name

server network. Ea
h appli
ation that uses that a
tive module just 
onne
ts

with the already existing a
tive module pro
ess server, instead of 
reating a

new pro
ess server for it.

For example, a natural language pro
essor 
ould start in a network node

publishing its interfa
e in the lo
al name server. When an appli
ation needs the

use of a natural language pro
essor, it simply de
lares this as another module

in the program, with the 
orresponding interfa
e. The programmer does not


are at all about whether this will be distributed or not. Transparently to the

programmer, when the appli
ation is exe
uted, it requests to its lo
al name

server the servi
e of natural language pro
essing. The name server then pro-

vides it the address of the publi
 a
tive module (re
eived from the name server

network), instead of 
reating a new natural language pro
essor pro
ess. The

goals for natural language pro
essing will be exe
uted in the existing pro
ess

spa
e, thus taking advantage of su
h a 
omplex pro
ess, without any burden on

the programmer.
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This 
ould be the �rst stage in the implementation of a publi
 agent that

broad
asts its servi
es on the network. The appli
ation that uses su
h servi
e

only needs to know the appli
ation program interfa
e of the publi
 agent. In

a more sophisti
ated approa
h, appli
ation and agent 
ould use a standard

language for 
ommuni
ating agents. In any 
ase, a key issue in publi
 agents of

this kind is the spe
i�
ation of a global naming s
heme that allows to address

univo
ally ea
h of the possible distributed agents.

6 Con
lusions and Future Work

Our proposal in
ludes a number of features with multiple enhan
ements from

previous implementations. First of all, it proposes the 
omplete separation be-

tween appli
ation 
ode and distribution 
on�guration 
ode. This allows system

re
on�guration with minimum e�ort. Next, the appli
ation 
ode is kept unmod-

i�ed, and then 
an be tested and exe
uted either lo
ally or in a distributed way

with no program 
ode 
hanges. Also, the distributed 
on�guration language

is not yet another language to learn. A 
on�guration �le is just a Prolog pro-

gram with a minimal additional library. From the ar
hite
tural point of view, a

distributed appli
ation is a set of pro
esses running on di�erent nodes logi
ally

inter
onne
ted by name server pro
esses that 
reate and manage the appli
ation

pro
esses.

This innovative appli
ation 
on�guration implies several implementation is-

sues su
h as program transformation, analysis of automati
 module distribu-

tion when distributed lo
ations are not expli
itly de
lared, and publi
 a
tive

modules for sharing 
omputational resour
es and providing a base for agent

programming.

Our proposal follows the approa
h of, for example, GNATDIST [YKP96℄ and

O

am [May87℄, in that there is a 
lear distin
tion between the 
on�guration and

the appli
ation parts of a software system, with di�erent languages, although

possibly similar. This similarity of languages is often only synta
ti
, but in

our 
ase we do use the same language (with additional {prede�ned{ library

predi
ates), thanks to the extensibility of Ciao.

In the LP 
ommunity, 
omparable proposals are those of Jinni, Oz (Mozart),

and DRL. The Jinni approa
h hides the 
omplexity of network 
ommuni
ation

between pla
es, and provides a way to move 
omputation from one pla
e to

another, enabling a very powerful mobile agent platform. However, remote

exe
ution and mobility 
on
epts (represented with operations as set_host/1

move/0, here/0, and there/0) are visible to the programmer and are embed-

ded in the 
ode, whereas our fo
us is 
entered in hiding the distributed stru
ture

of the appli
ation itself. Distributed Oz has been designed extending the basi


operations of the Oz language to provide a distributed semanti
s to the language


onstru
ts already existing in the 
entralised Oz version, although parti
ipant

nodes must be de
lared on sour
e 
ode, due to the la
k of a separated 
on�gu-

ration language to de
lare the appli
ation network stru
ture. Lastly, DRL also

fo
uses on exe
ution units, named grains, that 
an be 
alled on separate pro
es-
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sors, and the 
ommuni
ation me
hanism is based on logi
 
hannels to simulate

a global shared address spa
e. In our approa
h, the exe
ution units are the

program modules, whi
h allows us to avoid the expli
it distribution 
onstru
ts

that in DRL programs have to in
orporate. In all these 
ases, the distinguishing

aspe
t of our proposal is not the 
ode distribution transparen
y but the sepa-

ration between programming and 
on�guration. Obviously, our approa
h does

not take into a

ount many issues that both Jinni and Oz do, be
ause their and

our obje
tives are di�erent.

We are 
urrently developing the proposal, and further enhan
ements may

be ne
essary in the pro
ess. However, we 
an now identify a number of ar-

eas that may be extended in future work. First, it should be interesting to

enhan
e the distributed 
on�guration language with 
ompositional 
omponent

de�nition. The distributed ar
hite
ture provides multiple working areas. First

of all is to provide a se
urity system to this distributed ar
hite
ture. The use

of a name server to 
reate every a
tive module provides a very powerful tool

to add se
urity 
apabilities to the proposed ar
hite
ture. This single point

of a
tive module 
reation enables many other interesting enhan
ements. For

example, a load-balan
ing system may be implemented, sin
e name server pro-


esses 
ommuni
ate in the so 
alled name server network. Name servers 
an also

be extended to provide agen
y features and other agent 
apabilities (mobility,

language independen
e, and so on).
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